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ABSTRACT

Several proposals have been made as to how human
listeners segment continuous speech into discrete words
during spoken word recognition. These include
segmentation  through lexical competition and
segmentation based on metrical structure. An experiment
is presented which shows that another way listeners solve
the segmentation problem is through the use of
phonotactic constraints: a word boundary is more likely
where the sequence of segments requires there to be a
syllable boundary. Monosyllabic Dutch words were
easier to detect in bisyllabic nonsense strings when they
were aligned with a syllable boundary determined by
phonotactics than when they were misaligned with such a
boundary. Listeners appear to use several sources of
information, phonotactic, metrical and lexical, in their
segmentation of continuous speech.

1. INTRODUCTION

The continuous nature of speech poses a severe
problem for human spoken word recognition. Word
boundaries are not cued in any consistent or determinate
way in the acoustic signal [1], so the listener’s task has to
be one of both segmentation of the input into words, and
recognition of those words. Psycholinguists have
proposed a number of alternative mechanisms that might
be used for speech segmentation.

One such mechanism is lexical competition. In the
Shortlist model [2], word hypotheses consistent with the
acoustic-phonetic information in the input are activated,
and then compete with ecach other. No segmentation is
performed prior to lexical access, so words beginning at
different points in the signal are active at the same time.
Lexical competition operates between words which
represent different hypotheses about the same phonetic
material: both words beginning at exactly the same point
in the signal and words beginning at different points. The
model settles on a sequence of most highly-active words:
this sequence accounts for the complete input, with no
phonetic information unaccounted for and with only one
word covering any one section of input. The competition
process thus results in both segmentation and recognition.
There is strong experimental support for lexical
competition. Words beginning both at the same point and
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at different points in the signal are activated during
spoken word recognition [3,4,5], and these activated
hypotheses then compete with each other [6,7,8].

A very different proposal is that segmentation is based
on metrical information extracted from the speech signal.
The information that is used varies according to the
metrical structure of the input language [9]. For stress-
timed languages like English and Dutch, listeners use
stress units. As with lexical competition, there is strong
experimental support for metrical segmentation. For
example, English listeners find it harder to spot the real
word mint in the nonsense string /minterf/, where the
second syllable is metrically strong (i.e. contains a full
vowel), than in the string /mmtaf/, where the second
syllable is metrically weak [10]. Results such as this
suggest a different solution to the segmentation problem
than that built into the Shortlist model: that the input is
segmented at strong syllables, and that lexical access
attempts are made at strong syllable onsets.

These two mechanisms, lexical competition and
metrical segmentation, are however perfectly compatible.
It is possible to instantiate a metrical mechanism in the
Shortlist model [7]. In essence, the activation levels of
word hypotheses which are aligned with strong syllables
in the input are given a boost, and those of hypotheses
which are misaligned with strong syllables in the input
are penalized. The metrical information in the signal thus
acts to influence the lexical competition process.

The combined use of metrical and lexical information
provides a powerful means of solving the segmentation
problem. But perhaps there are other cues which can be
used in segmentation. One source of information is
whether or not the string of segments in the input is
phonotactically legal. It has been argued convincingly on
computational grounds that phonotactics could constrain
the process of lexical access [11]. The present
experiment therefore tested whether the phonotactics of
Dutch are used by listeners for segmentation.

A word-spotting task [10] was used. Listeners were
presented with bisyllabic nonsense strings, some of which
contained embedded real words. Their task was to press
a button when they spotted a word, and to say what that
word was. Words were embedded in strings which
contained consonant sequences which forced a particular
syllabification of the string. For example, the sequence
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/mr/ cannot occur syllable-internally in Dutch, so there
must be a syllable boundary between the /m/ and the /r/.
In contrast, because of syllable-final devoicing, the
sequence /dr/ requires a syllable boundary before the /d/.
Target words such as rok, skirt, were either aligned with a
syllable boundary (marked with a .), as in /fim.rok/, or
misaligned, as in /fi.drok/. The prediction was
straightforward: if phonotactic information is used in
segmentation for lexical access, then words aligned with
phonotactic boundaries should be easier to spot than
those which are misaligned.

2. METHOD
2.1 Subjects

Fifty two native speakers of Dutch took part in the
experiment. They were paid for their participation.

2.2 Materials

All items were bisyllabic nonsense strings. Some of
these strings contained embedded target words. Two sets
of 40 monosyllabic Dutch content words were selected as
targets. One set were to appear in initial position in the
nonsense bisyllables (e.g. vel, skin, in /vel.brul/), and the
other set were to appear in final position (e.g. rok, skirt, in
/fim.rok/). Target words (which were always in strong
syllables) were paired both with other strong syllables
(creating StrongStrong bisyllables such as /vel.brul/ and
/fim.rok/) and with weak syllables (creating StrongWeak
bisyllables for the initial position targets, such as
/velbral/, and WeakStrong bisyllables for the final
position targets, such as /fam.rok/).

The phonotactic constraints of these strings either
forced a syllable boundary to be aligned with the target
word (as in /vel.brul/, where /lb/ is not a legal cluster in
Dutch, or /fim.rok/, where /mr/ is also not a legal cluster),
or to be misaligned with the target word (as in /velm.rul/
or /fi.drok/). Each target appeared in strings with both
stress patterns, and in both alignment conditions. Several
segment sequences were used to create the alignment
conditions. Ten initial targets ended with /lI/, and were
placed in /1.vV/, /Lbr/, /L.dr/, and /L.vr/ aligned contexts
(e.g. vel in /velbrul/), and in /lm.r/ misaligned contexts
(e.g. vel in /velm.rul/). A further 10 initial targets ended
with /f/ (/fkl/ and /fpl/, and /ft.}); 10 ended with /n/
(/n.pl/, and /nt.p/, /nt.n/ and /nt.l/); and 10 ended with /r/
(rvY, frdr/, ebl, and frbr/, and /frp.n/, irkt/, /rkp/ and
/rt.p/). Twenty final position targets began with /r/, and
were placed in /m.r/ and /n.1/ aligned contexts (e.g. rok in
/fim.rok/), and in /.dr/, /.vr/ and /.br/ misaligned contexts
(e.g. rok in /fi.drok/). The other 20 final targets began
with /l/ (/n.l/, /m.Y/, and /t.1/, and /.vl/ and /.bl/).

Each target-bearing nonsense string contained its
target word but no other embedded words. Additional
nonsense strings which contained no embedded real
words were constructed as fillers: 80 StrongStrong, 40
StrongWeak and 40 WeakStrong. Four experimental lists
were constructed, each consisting of all of these 160
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fillers, in a fixed order, plus 80 target-bearing items. Each
of the 80 targets appeared in the same sequential position
across all four lists, but in only one of its four possible
bisyllabic contexts in any given list. Phonotactic
alignment, stress pattern and target position were
counterbalanced over lists, such that each list contained
ten targets of each of the eight possible types.

2.3 Procedure

All of the materials were recorded by a female native
speaker of Dutch, in a sound-proof booth, onto DAT tape.
The materials were then transferred to a computer and
measured using the Xwaves speech editor. Individual
speech files, one for each nonsense bisyllable, were then
transferred to the hard-disk of a personal computer.
Stimulus presentation, timing and data collection were
performed by the personal computer, running the NESU
experiment control software. Items were presented in the
predetermined list orders, with D/A conversion direct
from disk, and played over Sennheiser headphones, with
an interstimulus interval of 3.5 seconds.

Subjects were instructed to listen to a list of nonsense
bisyllables, to press a button as fast as possible if they
detected a real word embedded within one of the strings,
and then to say aloud what that word was. They were
tested in pairs, in separate sound-proof booths. They
were instructed to press the button in front of them with
their preferred hand. The response times of these button
presses were measured from the onset of each target-
bearing bisyllable. The subjects’ spoken responses were
recorded onto DAT tape.

3. RESULTS

Prior to statistical analysis of the manual responses,
the spoken responses of each subject were analysed, in
order to establish whether or not subjects had correctly
detected the intended word. All manual responses that
were accompanied by either no spoken response or by the
subject saying a word other than the intended target were
set to zero and treated as missed responses (5.7% of
responses). The timing of responses were then adjusted
so that all reaction times were measured from target
offset. Since responses were actually timed from
nonsense string onset, responses to initial targets were
adjusted by subtracting the length of the appropriate
target word from each raw measurement, and responses
to final targets were adjusted by subtracting the total
length of the nonsense string from each raw
measurement. The mean response times measured from
target offset are shown in Figure 1.

Powerful phonotactic alignment effects were found.
Listeners were slower to detect a misaligned than an
aligned target in initial position (FI(1,48) = 64.5,
p<0.001; F2(1,39) = 41.2, p<0.001): they found it harder
to detect vel, for example, in /velm.rul/ than in /vel.brul/.
There was no interaction with stress pattern: the
alignment effect was equally large for StrongStrong and
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Figure 1. Mean Reaction Times (RTs, in milliseconds,
measured from word offset) for Target words in Initial or
Final position of StrongStrong (SS), StrongWeak (SW) or
WeakStrong (WS) strings, as appropriate, when the target
was either Aligned or Misaligned with a syllable
boundary determined by phonotactic  constraints.
Examples of each type of string are also shown.

StrongWeak strings (mean differences of 62 msec and 69
msec respectively). An even stronger effect was found
for the targets in final position. Responses to misaligned
final targets (e.g. rok in /fi.drok/) were reliably slower
than those to aligned targets (rok in /fim.rok/): FI1(1,48) =
106.6, p<0.001; F2(1,39) = 48.1, p<0.001). Again, there
was no interaction with stress pattern, with a mean
difference of 94 msec in the StrongStrong strings, and
one of 115 msec in the WeakStrong strings.

The same pattern was found in the error data (the
proportion of targets missed): performance was much
worse for misaligned than for aligned targets. These data
are shown in Figure 2. More initial targets were missed
when they were misaligned with a phonotactic boundary
than when they were aligned (e.g. vel in /velm.rul/ versus
Jvelbrul/): FI(1,48) = 190.7, p<0.001; F2(1,39) = 41.7,
p<0.001. Again, this effect was equivalent across stress
patterns: a 25% difference on average in the StrongStrong
strings, and one of 21% in the StrongWeak strings. The
effects were again even stronger for the final targets.
Subjects found it very difficult indeed to detect final
misaligned targets (e.g. rok in /fi.drok/): FI(1,48) =
336.9, p<0.001; £2(1,39) = 107.2, p<0.001. Effects were
again equivalent in the StrongStrong and WeakStrong
strings (35% and 44% on average, respectively).

Phonotactic alignment effects were therefore found
for both initial and final targets, in both speed and
accuracy. There was however an overall interaction: the
alignment effects were more marked for final targets than
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Figure 2. Mean Error Rates (% of missed targets) for
Target words in Initial or Final position of StrongStrong
(SS), StrongWeak (SW) or WeakStrong (WS) strings, as
appropriate, when the target was either Aligned or
Misaligned with a syllable boundary determined by
phonotactic constraints. Examples of each type of string
are also shown.

for initial targets, in both analyses: in RT, FI1(1,48) =
11.4, p<0.005, F2(1,78) = 5.8, p<0.05; in errors, F1(1,48)
=43.6, p<0.001, F2(1,78) = 11.1, p<0.005.

4. DISCUSSION

These results show clearly that listeners appear to
make use of phonotactic constraints in speech
segmentation. It was much easier to detect a word when
it was aligned with a syllable boundary, as determined by
phonotactic constraints, than when it was misaligned.
Although there were alignment effects for both initial and
final targets, these effects were stronger for the final
targets. This may be because of an asymmetry in the role
the boundary information provides for the two types of
target. It is only the location of the offser of initial targets
that can be influenced by phonotactic information (e.g.
the offset of vel is aligned or misaligned in /vel.brul/ and
/velm.rul/). In contrast, phonotactic boundaries were
either aligned or misaligned with the onsets of final
targets (e.g. rok in /fim.rok/ and /fi.dr ok/). Misalignment
with a syllable boundary at a word’s onset is likely to
interfere strongly with recognition of that word, since it
may hinder initial access of that word. Misalignment at
word offset is likely to interfere more weakly, however,
since it can only influence recognition of an already-
accessed word.

Previous research has concluded that the combined
use of metrical and lexical information is required to
account for human speech segmentation [6,7]. A unified
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- account of these two types of information is provided by
the Shortlist model [2,7]. But the present results suggest
that this picture is not yet complete, and that other
sources of information for segmentation may also be
involved. The wuse of segmentation cues from
phonotactics, however, can readily be built into the
Shortlist framework. In order to be able to use a large
lexicon, lexical candidates in Shortlist are selected by
computing the goodness of fit to the input of words
retrieved from a large dictionary. But this procedure
simply simulates the operation of a recurrent network,
trained through back-propagation [2]. This type of
network is sensitive to the sequential dependencies
(transitional probabilities) between phonemes [12].
Phonotactic constraints are extreme cases of transitional
probability (within a syllable, the probability of /t/ after
/m/ is zero). Thus, the network could readily learn
phonotactic constraints, and be able to use zero-
probability transitions as a cue to syllable boundaries.

Simulations using the materials from this experiment
have been performed on Shortlist, running on a lexicon of
20,000 Dutch words. Instead of training the recurrent
network on the phonotactics of Dutch, phonotactic
boundaries were simply marked in the input. Word
hypotheses which began or ended at locations which were
impossible given this boundary information were
disfavoured in the competition process. The simulations
showed that the revised model was able to capture the
human data. The mean activation levels of the
misaligned words were much lower than those of the
aligned words. Furthermore, the model showed a larger
alignment effect for the final targets (where word onsets
were aligned or misaligned) than for the initial targets
(where word offsets were aligned or misaligned).

The Shortlist model therefore offers a powerful
account of segmentation and word recognition. The
lexical competition mechanism allows for the direct
comparison and evaluation of lexical hypotheses which
begin either at the same or at different segments in the
signal. This lateral inhibitory process produces a best
lexical parse of the input, and thus provides an efficient
means of segmenting continuous speech [13]. But the
competition mechanism can be enriched with additional
information about where in the signal word boundaries
are most likely to occur. Previous research has indicated
that an important source of such information comes from
the metrical structure of the input language [6,7,8,9,10],
and it has been demonstrated that the competition
mechanism of Shortlist can be modified such that
metrical information is used to assist in segmentation [7].
The present results show that another important constraint
that can be wused in segmentation comes from
phonotactics, and again the Shortlist model can be
modified such that these constraints can influence the
competition process. It appears that phonotactic, metrical
and lexical sources of information are all used in
continuous speech segmentation.
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