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ABSTRACT

A novel acoustic modeling algorithm that gener-
ates non-uniform unit HMMs to effectively cope with
spectral variations in fluent speech is proposed. The
algorithm is devised for the automatic iterative gen-
eration of long-span units for non-uniform modeling,
This generation algorithm is based on an entropy re-
duction criterion using text data and a maximum
likelihood criterion using speech data.

The effectiveness of the non-uniform unit model is
confirmed by a phrase recognition test using an LR
parser. Recognition results show that non-uniform
unit HMMs achieve higher performance than con-
ventional phoneme-unit HMMs and suggest the po-
tential capacity of non-uniform unit HMM:s.

1. INTRODUCTION

There are two fundamental problems in acous-
tic modeling for continuous speech recognition. The
first is the limitation of the representation of con-
textual influences by phoneme-sized models. The
context-dependent phoneme hidden Markov model
(HMM) is widely used as an acoustic model be-
cause phoneme variations are highly dependent on
the phonetic context[1][2][3]. However, if the model’s
length is fixed as a phoneme, a context-dependent
phoneme model cannot sufficiently represent long-
distance contextual influences.

The other problem is the difficulty of target set
independent modeling for high recognition perfor-
mance, for example, task-independent modeling or
speaking-style-independent modeling. It is impor-
tant to cover the major allophonic variations ex-
pected to be contained in the target speech by us-
ing a small quantity of training or adaptation speech
data.

This paper mainly concerns the first problem, but
we propose a solution for each problem. The first
solution is using a non-uniform unit model, which
is longer than a phoneme-sized model, to represent
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highly co-articulated speech. The model’s unit size
highly depends on its context. If speech sections to
be represented by a phoneme model and contiguous
sections (conventionally represented by the context
of context-dependent model) to be represented by
another model are highly co-articulated in some sec-
tions of speech data, both models should be modeled
together as a long-unit-sized model to represent the
acoustic characteristics precisely. ‘

The other proposed solution is modeling that takes
into account the linguistic and acoustic characteris-
tics of the target speech. Aiming toward a target
speech dependent model, these characteristics are in-
corporated in the acoustic model when generatmg
the non-uniform unit model.

To achieve these solutions, we proposed an acous-
tic modeling algorithm that generates context-
independent non-uniform unit HMMs[4]. Non-
uniform unit HMMSs include long-span units and
phoneme units to cope with spectral variations hav-
ing longer periods than the phonemes.

In this paper, a context-dependent non-uniform
unit modeling approach to obtain higher perfor-
mance is proposed.

2. NON-UNIFORM UNIT MODELING

The algorithm is based on an entropy reduction
criterion using text data and a maximum likelihood
criterion using acoustic speech data. Both text and
speech data are the same kind of target data from the
viewpoint of task and speaking style. Accordingly,
the model generated by this algorithm with these
data can represent the characteristics of the target
data.

In the automatic generation of long-units, the
long-units must be properly chosen because it is fu-
tile to generate long-units not entirely contained in
the target speech. Furthermore, since the amount
of training data is restricted, the longer a unit is,
the less training data there is. This sometimes re-
duces the recognition performance. Therefore, the
long-unit model must be trained robustly, and the
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following strategy should be used to generate the
non-uniform unit HMMs.

If there is a sufficient amount of data for training
the long-unit HMM and if the necessary contextual
variation exists for recognizing the target speech, the
long-unit HMM is generated as the non-uniform unit
HMMs. If these conditions do not exist, then the
long-unit HMM is not needed as the non-uniform
unit HMMs. A block diagram of the non-uniform
unit generation algorithm is shown in Figure 1.
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Figure 1: Block diagram of non-uniform unit gener-
ation

The non-uniform unit generation algorithm uses
text data expressed in phoneme symbols to choose
long-unit HMM candidates and three kinds of speech
data: training speech data for initial phoneme mod-
eling, retraining speech data to retrain the long-unit
model and phoneme models, and development speech
data for selecting the long-unit HMM as the non-
uniform unit HMMs. The text data, the training
data, the retraining data and the development data
are different data but concern the same task, that is,
conference registration so as to represent the acoustic
and contextual characteristics of the target data.

2.1. Long-unit Candidate Selection
.

A statistical approach to selecting the long-unit
candidates is to choose the phoneme sequence that
minimizes the entropy of the training text data[6]. A
heuristic approach is to choose the phoneme sequence
that most frequently appears in the text data reduc-
ing the entropy. In this research, we adopt the latter
approach because it requires less computation.
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Long-unit candidate selection procedure

The candidates for the long-unit HMM are se-
lected as follows using the text data ((A) in Fig-
ure 1). First, the frequency of all combinations of two
neighboring phonemes in the text data is calculated.
The phoneme (sequence) pair that has the highest
frequency is selected as a long-unit candidate. If
the candidate satisfies the acoustical conditions de-
scribed in Section 2.2, this procedure is re-executed
to get a new candidate on the condition that this
newly selected phoneme sequence is regarded as a
newly defined phoneme unit. If not, the phoneme
sequence is not selected as a candidate, and the can-
didate with the second highest frequency is used as
the next candidate.

2.2. Selection of Non-uniform Unit HMMs

Each long-unit HMM chosen from the text data
is retrained and checked by using the following pro-
cedures to determine whether it is acceptable as non-
uniform unit HMMs.

Retraining procedure

The initial long-unit model is obtained by concate-
nating the phoneme HMMs already given. The long-
unit HMM is retrained with retraining speech data
appearing to have the same phonetic characteristics
as the target speech data ((B) in Figure 1). The
original phoneme HMMSs have also been retained by
using the same retraining speech to compare the like-
lihood of the long-unit HMM with that of phoneme
HMMs in the Verification procedure ({C) in Fig-
ure 1).

Next, the long-unit HMM is checked by using the
development speech data to verify whether it can be
used as non-uniform unit HMMs as follows.

Verification procedure

First, the likelihood using the long-unit HMM is
calculated with the development data. Next, an-
other likelihood is calculated using the concatenated
phoneme HMMs.

These two likelihood values are then compared,
and if the likelihood for the long-unit HMM is higher,
the long-unit HMM is used as the non-uniform unit
HMM. I not, the long-unit HMM is rejected, and
the phoneme models are used for recognition ((D) in
Figure 1).

One long-unit HMM is generated by these proce-
dures, and all long-unit models are obtained by it-
eratively executing these procedures; the procedures
repeated until the total number of candidates in the
long-unit candidate selection procedure were reaches
a predetermined limit.
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3. CONTEXT-DEPENDENT
NON-UNIFORM UNIT HMM

To confirm the capacity of the context-dependent
non-uniform unit HMM generated by using the pro-
posed algorithm, speaker-dependent phrase recogni-
tion tests were carried out.

We used a text database and an acoustic database
consisting of two speakers’ utterances (MHT and
MAU). The text data consisted of 93,136 Japanese
phrases represented in phoneme symbols. As acous-
tic data, the training data employed to generate
the initial phoneme HMMSs consisted of a labeled
Japanese database of 2,620 common words uttered
by MHT. In addition, a labeled continucus speech
database for a conference registration task was di-
vided into independent sets of retraining data, de-
velopment data and test data; these data consisted
of 749, 354 and 276 phrases, respectively.

To generate context-dependent non-uniform unit
HMMs, a speaker-dependent HMnet with 600 states
and one diagonally Gaussian mixture was used as
the initial HMM. This HMnet is basically a set of
context-dependent phoneme HMMs generated by the
Successive State Splitting algorithm|3]. The HMnet
is a highly generalized form of the HMM and incor-
porates context-dependent variations of phones and
state sharing among different allophones.

The feature was a 34-dimensional vector consist-
ing of 16 cepstral coefficients, 16 Acepstral coeffi-
cients, logarithmic power and Alogarithmic power.
The analysis conditions are listed in Table 1.

Table 1: Analysis conditions

pre-emphasis 1-0.98271
sampling frequency 12kHz
window length 20.0ms (Hamming window)
window shift 5ms
LPC analysis order 16
LPC cepstral order 16

The initial context-dependent long-unit HMM had
the same states as the HMnet. Now we repre-
sent the context-dependent model as {preceding con-
text set}/center-phoneme/{succeeding context set}.
For example, if we consider that allophones of
/k/ and /a/ is represented as {a,u}/k/{a,--}
and {k,---}/a/{s, [} in the HMnet, the long-unit
HMM is generated by concatenating these allophones
and represented as {a,u}/ka/{s, [}. In this algo-
rithm, to generate context-dependent non-uniform
unit HMMs, all long-unit models are represented
with this form.

For retraining, the Baum-Welch algorithm was ap-
plied. Because the amount of retraining data is
known to be sparse in generating context-dependent
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Table 2: The number of generated context-
dependent non-uniform unit HMMs

speaker | Baum-Welch | VFS
MHT 46 67
MAU 62 72

Table 3: The number of model parameters (context-
dependent HMMs and VFS retraining)

speaker | phoneme | non-uniform unit
MHT 600 1294
MAU 600 1342

non-uniform unit HMMSs, the Vector Field Smooth-
ing (VFS) algorithm [5] was also used.

The VFS algorithm is a speaker adaptation algo-
rithm for handling sparse adaptation data, and the
algorithm estimates the vector field, by considering
the correspondence between feature parameters be-
fore and after adaptation, with both interpolation
and smoothing processes.

We selected 100 long-unit candidates by 100 itera-
tions of long-unit selection procedure beforehand and
the retraining and verification procedures were car-
ried out for those long-unit candidates. The number
of generated long-unit HMMs is listed in Table 2.

The number of model parameters of the HMnet
and context-dependent non-uniform unit HMMs re-
trained by VFS were compared and the result is
shown in Table 3. This table indicates an increase
in the number of parameters by adding the long-unit
HMMs. More non-uniform unit HMMs retrained us-
ing VFS were generated than the number retrained
using Baum-Welch. Therefore, it is considered that
the former better represented acoustic characteris-
tics of the long-unit than the latter because of its
smoothing effect for each distribution.

Next, we look at the relation between the number
of sample data used in retraining and acceptability
of the long-unit HMMs.

Figure 2 shows the average number of sample
data with which the long-unit HMMs were retrained.
MHT and MAU denote the speaker indices. “-B”
means the Baum-Welch algorithm was used and “-V?
means the VFS algorithm was used in the retrain-
ing procedure. “Accept” means the average rétrain-
ing sample count of accepted long-unit HMMs whose
likelihood was higher than that of the concatenated
phoneme HMMs in the verification procedure; “re-
ject” means the average retraining sample count of
rejected long-unit HMMSs whose likelihood was lower
than that of the concatenated phoneme HMMs.

In Figure 2 the accepted long-unit HMMs were
retrained using more retraining sample data than the
rejected HMMs, so it is considered that if there were
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18722 utterances from the 142 male speakers. In
an initial experiment, we then estimated a separate
adapted template model set [2] for each of the 10 test
speakers. Recall that only a small number of trans-
formation parameters need to be stored for each tem-
plate model. Equation 8 was then used to identify
the closest template model for each of the 230 test
sentences. In all but 3 sentences, the algorithm iden-
tified the template model correctly, yielding a speaker
identification error-rate of 1.3%. This shows the effi-
cacy of using the relative-entropy measure described
in Section 2.

In a second experiment, we estimated 142 adapted
template models [2], one for each training speaker.
For each test utterance, we computed the N closest
template models using Equation 8, for several cho-
sen values of N. We then estimated the recogni-
tion model based on these N models by averaging
the means and variances of the densities of these N
models. Note that this is similar to a clustering of
the training speakers, except that here the clustering
is done during recognition.

SI Clustering the N template models
N=1 | N=3 [ N=5 | N=7
[209 ] 232 | 21.1 [ 205 | 19.9 I

Table 1: Word Error Rate (%) Comparisons

Table 1 shows our experimental results. The first
column is the SI recognition word error rate. The
following columns give the recognition results for the
new algorithm when estimating a recognition model
by combining the N template models that are closest
to the test utterance. For N = 1, we see that the
performance is worse than that of the SI models. This
can be explained by the fact that the test speaker is
not well modeled by any particular training speaker,
but rather by an appropriate cluster of the training
speakers. This is borne out by the fact that as N
increases, the word error rate decreases. For N =
7, the algorithm achieves about a 5% improvement
over the SI models. We remark that as N increases
further, the error rate will first drop, and then, as N
continues to increase, the error rate will start rising,
and will approach the SI error rate. This is because
when N = 142, we are clustering all the 142 models;
which is similar to the SI model, These experiments
show the efficacy of selecting an appropriate cluster
with the optimal value of N.

4. Summary

We have presented a novel approach based on training
data clustering to improve ASR performance under
mismatched conditions. Initial experimental studies
have been encouraging.
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We are currently studying ways to improve perfor-
mance by devising better clustering techniques, and
also by researching different ways of estimating the
recognition models based on these clusters.
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