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ABSTRACT

The work described in the paper compared different
techniques for learning prosodic regularities from natural
speech databases, in view of future developments of
ELOQUENS®, the CSELT text-to-speech system for Italian. As
an alternative to explicit modelling by rules, the adaptive
algorithms ANN ({Artificial Neural Nets) and CART
(Classification And Regression Trees), have been applied to
predict the prosodic parameters of phoneme duration and
fundamental frequency. The first experiment, in which the
algorithms were trained on a limited-size corpus of neutrally-
read declarative sentences, gave encouraging results. The
paper argues that, despite of their limits in providing
accurate modelling of linguistic phenomena, automatic
learning techniques may be considered a promising
methodological framework for developing multi-voice, multi-
style and multi-language text-to-speech systems, a task
requiring research tools to analyze large speech databases
and implementation devices to speed up computations.

1. INTRODUCTION

In the experiments here described, classical automatic
learning techniques were applied to predict prosody
from written text. The work was undertaken in order to
explore alternative methodologies of data analysis in
view of future improvements of ELOQUENS®, a high-
quality diphone based text-to-speech (TTS) system for
Italian developed at CSELT [1]. The system at present
generates a plausible prosody corresponding to a neutral
reading style, relying on rules manually obtained
through  phonetic and acoustic  experimental
investigations. A natural evolution of the system would
enhance it with flexible repertories of styles and voices,
whose prosody should be modeled by different sets of
rules. Such demand for new models to be extracted from
natural speech data suggested to try some automatic
learning techniques which could speed up the process of
acquiring the indispensable linguistic knowledge and
embedding it in software modules. In recent years,
automatic learning has been applied in the development
of text-to-speech systems for languages other than
Italian. Adaptive algorithms have been trained on text
corpora or acoustic data to predict both categorical
variables, such as word classes, accent degrees, phrase
boundaries [2], and continuous parameters, as phoneme
durations or pitch [3.4]. Rather than in a true reduction
of the amount of necessary human work, such
approaches resulted in a shift of activities from the
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design of rules and procedures towards the selection of
relevant variables and the creation of representative
corpora. In this sense, automatic learning does not
impose to rely on blind data-driven engines. On the
contrary, it may lead to a more rigorous, explicit and
formal awareness of linguistic knowledge. Criticism
raised against the use of general-purpose statistical
methods [5] has emphasized the importance of
modeling explicitely the relations between linguistic
variables. What can be argued is that, whatever
statistical tool is adopted to learn from data, corpus-
based approaches seem to be a practicable answer to the
recent challenge of developing multi-voice, multi-style,
multi-langnage TTS systems, provided that databases
and features are carefully selected on the basis of well-
founded linguistic hypotheses and models.

2. EXPERIMENT DESIGN

One of the short-term goals in the current development
of EL.OQUENS® is to provide it with more natural prosody
in some specialized applicative contexts. Two scenarios
are envisaged: telephone information services and
dialogue interfaces to databases. In the first family of
applications, messages are synthesized from text (e.g. a
telephone directory) but are very simple-structured and
repetitive. In the second one, they are generated by the
dialogue component, so that message structure is
available in advance to the synthesis module. In both
cases one may assume high-level linguistic information
as given and learn to predict the appropriate behaviour
of prosodic parameters, by analyzing application-
oriented databases. In order to design, test and refine a
methodology for the automatic learning of prosody to be
next applied to application-specific styles, a pilot work
has been undertaken to predict segmental durations and
fundamental frequency in a neutral reading style, which
should be in principle comparable with the one realized
by the current TTS rules. As learning techniques, we
tried the adaptive algorithms ANN (Artificial Neural
Nets) and CART (Classification And Regression Trees),
in a CSELT implementation [6], both used as non linear
approximators of real value functions. Such techniques
are well-known. They are able to predict the value of a
variable, given the value of the imput vector which
describes the relevant factors affecting its behaviour.
ANN is based on a massive parallel computation. The
simpler computational elements are the neurons and a
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neural net is made up of a lot of them arranged in layers
fully connected to each others. Input values are placed at
the input layer, then the information flows through the
net till it reaches the output layer where the result of the
computation can be read. The computation is
determined by the magnitude and sign of the weights
associated with the connections between neurons.
CART carries out its predictions by means of a decision
tree, a structured knowledge representation in which
each node performs a very simple test over an input
variable. The computation starts from the root node and
goes down the tree depending on the result of the tests.
The output value is obtained when reaching a leaf node.
Both algorithms are trained on the basis of examples of
correct associations between the values of the input
vector and of the output variable. They require a
rigorous representation of the prediction task - i.e. the
definition of the parameter to be predicted, the
formalization of the input vector of relevant factors, the
choice of an error measure - and a careful construction
of the training database, which should be representative
of the phenomena to be modeled. In this sense automatic
learning heavily relies on pre-existing knowledge and
embeds hypotheses on the nature of what is to be learnt.
The hypothesis underlying the design of our experiment
is that phonetic structure and syntactic boundaries
provide enough information to predict prosody. Such a
controversial assumption could be made plausible by
constraining it within the scope of 'meutral reading of
unambiguous syntactically regular sentences. As a
database representative of such a subset of the Italian
language we chose an already existing corpus of natural
speech data, designed for general prosodic analyses [7],
which amounts to 182 declarative sentences (12000
phonetic segments), carefully varied in length, thythm
and syntax to cover Italian regular linguistic structures,
read by a single male professional .speaker with neutral
style. The speech signal is phonetically labelled and
segmented by hand, respecting the phonetic
transcription of the ELOQUENS® synthesis system but
reporting the pauses actually made by the speaker. For
each word, except for some functional words, the vowel
carrying the lexical stress is marked as tonic. Syntactic
information, concerning syllables, words and phrases, is
also aligned with the signal.

While the corpus can be common to both experiments,
as the variations of duration and f0 can be considered
aspects of the same linguistic function, the
representation of the preciction task is more specific and
will be described separately, together with the actnal
realization of the experimental work.

»
3. PHONEME DURATION

3.1 Definition of the prediction task
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According to ELOQUENS®, the phonetic segment was
assumed as a duration unit and its absolute duration,
measured in milliseconds, was chosen as the parameter
to be predicted. No normalization of duration values [8]
was attempted, due to the very uniform speaking rate in
the corpus. In interpreting the results, it will naturally
be necessary to relate the duration values to the mean
speaking rate computed over the entire database, which
amounts to 12.4 phonemes per second.

The feature vector to be provided in input to the
adaptive system was designed on the basis of linguistic
knowledge gained in previous experimental works on
Italian durations, partially expressed in the current
ELOQUENS® rules. The relevant factors were selected
depending on their predictive capability and on the ease
with which they can be extracted from the text by the
TTS system. Both phonetic-articulatory factors and
structural syntactic factors were considered. The context
of occurrence of each phonetic segment was represented
in the feature vector according to a horizontal,
sequential dimension - sequence of adjacent phonemes,
with a window of five phonetic segments - and a
vertical, hierarchical one - sylable, word, phrase
containing the phonetic segment. The information
associated with each descriptive wnit specifies its type
according to linguistic classifications, its length in
number of lower level units and its position within the
upper level unit. Syllables are classified according to
open/closed, atonic/tonic distinctions, words according
to grammatical category. A single phrase level is
considered, corresponding to the sentence's subdivisions
operated by the TTS system on the basis of punctuation
and of the presence of verbs. Two representations of
phoneme quality have been tested: the simple phonetic
label and a four feature representation, describing each
phoneme according to place and manner of articulation,
voicing and length (simple/geminated,
tonic/atonic/reduced).

As an error function, being T the target duration of a
given phoneme segment as measured in the database
and O the output value predicted from its input feature
vector, mean square error (T -O)2 was adopted for
CART and (T-O)4/T for ANN, choosing IT-Ol and (IT-
Ol/Ty*100 as evaluation measures.

3.2 Training and evaluation

Both ANN and CART were trained and evaluated on
the above described data base. The corpus was
automatically labelled with the values of the chosen
linguistic variables, by means of the linguistic modules
of the ELOQUENS® system, with minor manual
corrections, and each phoneme occurrence was finally
represented in terms of pairs <feature vector value,
duration value>. A subset of 9740 phonetic segments
was reserved for the training step (8023 + 1717 for
pruning, in the case of CART).
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Table 1 - Performances on ihe test set

IT-O1 (in sec.) IT-0O1 (in sec.) (I T-01/T)*100 (I T-01/T)*100

mean value std deviation mean value std deviation
ANN1 0,01322147 s 0,01283314 s 17,35 % 19,98 %
ANN2 0,01332974 s 0,01327923 s 17,48 % 20,61 %
ANN3 0,01322641 s 0,01344317 s 16,97 % 19,07 %
CART1 0,014545 s 0,014108 s 19,348289 % 23,717233 %
CART2 0,015004 s 0,015045 s 19,817541 % 25,402563 %
CART3 0,014571 s 0,014943 s 19,326336 % 24,340057 %
CART4 0,016143 s 0,017008 s 20,729298 % 26,033165 %

Different experiments were carried out, comparing the
two technologies on different subsets of the feature
vector, reducing the phonetic window or excluding some
syntactic variables. Utilizing all the features, the ANN1
network and the CART1 tree were generated; with just
the phonetic features, ANN2 and CART2; with both
phonetic and syntactic features but with a phonetic
window having only three segments, ANN3 and
CART3. Finally, with the entire feature vector but
representing the phonemes by individual labels instead
of articulatory features, CART4 was generated.
Performances of the generated nets and trees were
evaluated on a test subset of 1838 examples. Table 1
reports the obtained results.

Results indicate that syntactic features are helpful, while
the phonetic window size may be reduced. The
comparison between CART1 and CART4 may suggest
that phoneme representation in terms of articulatory
features can lead to more effective generalizations.
Better performances by ANN, somewhat expected
because of known good properties of this technique,
such as non linear mapping and robustness to noise, are
balanced by the manifest greater efficiency of CART. To
make a prediction, ANN1 carries out 1550 additions, 50
products, 50 table accesses, while CART1, comprising
645 nodes in 23 levels, carries out at most 23 tests (of
the kind "x < .." or "x belongs to .."). Such
computational efficiency suggested an immediate
substitution of the old TTS rules with a CART tree
trained on a very large - full coverage - artificial corpus
of durations computed by the rules themselves. The
substitution resulted in a 50% increase of the speed of
the prosodic module.

4. FUNDAMENTAL FREQUENCY
4.1 Definition of the prediction task

The representation of the prediction task is more
problematic in the case of fundamental frequency (f0),
due to the difficulty of defining what exactly is to be
predicted. Pitch is not a series of independent values
associated to phonetic segments. It is a continuous
function, generally approximated by values computed
every few milliseconds. Its perceptual effectiveness
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depends on contrast rather than absolute values and its
relevant variations span several phonetic segments,
revealing their function at phrase or sentence level. To
be processed by adaptive algorithms, raw f0 data should
be interpreted and normalized beforehand. We chose for
our first experiments a very low degree of stylization of
the fO curve, leaving for the future a more model-
committed approach representing pitch symbolically, as
a sequence of pitch movements [9].

The pseudo-stylization (see Figure 1) was performed in
four steps. At the very first step, the fO curve was
manually analyzed in order to correct pitch tracking
errors. Then the gap of unvoiced phonemes was
automatically filled. A low-pass filter, realized looking
at a window of 10 f0 values, was applied to smooth
perceptually irrelevant variations. In the last step the fO
curve was split into demi-phonemes on which a linear
regression was performed. The parameter to be
predicted was defined as a vector of four numeric
elements describing the pseudo-stylization associated to
each phoneme. Two representations were investigated:
each of the two demi-phonemes is represented in the
former by the angle and the middle-point value of its
regression line, and in the latter by the two regression
values at its extremes. In this last representation fO was
expressed as a logarithm, in order to reduce the dinamic
and to get closer to pitch perception.

The input feature vector was designed to cover, as in the
case of durations, relevant linguistic variables,
emphasizing sentence-level information over phonetic
one. The phonetic window was reduced to three
segments, each classified as tonic or atonic vowel or
consonant. Rough prosodic classification of phrase
boundaries was manually added, distinguishing at least
between falls and rises, that in some context are equally
plausible contours, between which the speaker may
choose freely.

4.2 Training and evaluation

The applied learning technique was CART. The
standard algorithm was modified in order to realize a
regression over a vector of values, obtaining a single
decision tree predicting the four values for each
phoneme segment.
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Figure 1 - F0 plotting of the sentence "Questa stessa macchina aveva avuto un grave incidente”. Three
curves are compared: the original pitch tracking (vertical bars correspond to voicing-unvoicing
boundaries), its pseudo-stylization and the curve predicted by CART.

The algorithm was trained on a subset of the above

described corpus of declarative sentences (7604 phonetic.

segments plus 1658 for pruning), comparing the
different output representations (see 4.1). The best
results were achieved with the output vector consisting
of four logarithmic fO values, for which the obtained
tree consisted of 385 nodes with 193 leaves, while the
longest path was 16 arch deep. Prediction performances
were evaluated on a test subset (1788 segments) and
were computed by means of the same metric introduced
for the duration task: the errors IT-Ol and (IT-O/T)*100
were computed over the four predicted values of f0. The
results obtained are 0.2Q3 and 3.177% as mean values
of IT-Ol and (IT-O/T)*100 with standard deviation of
0.183 and 3.813% respectively (T and O are f0 log2
values). It should be noted that, in order to evaluate f0
predictions, perceptual judgements seemed to be more
perspicuous than numeric measures.

5. CONCLUSION

An informal perceptual evaluation of the naturalness of
the predicted prosody was carried out by means of a
demonstrator, allowing to compare natural and artificial
sentences, combining diphone synthesis with prosodic
parameters extracted from the original signal, computed
by the old ELOQUENS® rules or predicted by CART. The
comparison, performed on sentences belonging to the
test database, shows that CART mimicks quite well
natural prosody (see Figure 1), which is more varied and
expressive than the one generated by the old rules.
Nevertheless, due to the limited size and coverage of the
training corpus, one can't expect to obtain the same
good result on unrestricted text.

The described experiments were anyway considered
encouraging. Both objective and perceptual evaluation
confirmed that CART and ANN can predict prosodic
parameters with some accuracy. CART proves to be an
efficient prediction algorithm and a flexible research
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tool, useful in the statistical exploration of data and in
the comparison of alternative research hypotheses. As
they rely on database coverage, adaptive algorithms
seem to be suitable to learn specialized prosody, to be
applied in limited domains. Work is in progress now to
tailor ELOQUENS® on specific applications, training
CART on application-oriented databases. To this end,
great effort should be devoted to the development of
automatic techniques helping corpora design, selection
of representative data and phonetic segmentation of the
acquired signal.
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