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ABSTRACT

This paper presents two novel language identification
algorithms for use with minimal training data. No tran-
scriptions or dictionaries are required for training, as
the acoustic models are based on English speech only
and the language models are derived from phonetic se-
quences generated by an HMM recognizer. In the first
approach, pseudo-words are generated from the output
of a phoneme recognizer by a sub-string alignment al-
gorithm followed by agglomerative clustering of the
aligned sub-strings. A bigram language model incor-
porating phonemes and pseudo-words is built for each
language, and HMM likelihood scores (including contri-
butions from both acoustic models and language models)
are used in language discrimination. In the second ap-
proach, an iterative language model estimation algorithm
is used. Language-pair discrimination experiments on
the OGI multi-language telephone speech corpus show
that both new methods provide an effective characteri-
zation of the languages to be identified.

1. INTRODUCTION

The use of language-specific statistical n-gram models
to determine the likelihood of phoneme sequences has
proved to be a powerful method for automatic language
identification (LID) [1][2] [3]. This paper examines two
enhancements to a baseline phoneme n-gram approach
and provides results of language-pair discrimination ex-
periments on the OGI multi-language telephone speech
corpus [4].

This paper presents an LID system which seeks to pro-
vide rapid adaptation to new domains and new languages
by avoiding the use of any transcriptions or dictionar-
ies for the languages to be identified. Rather, the system
seeks to maximize the use of training data from other do-
mains. Specifically, the Switchboard corpus of English
conversational speech [5] has been used in training the
acoustic models used for the experiments presented in
this paper.

While the use of acoustic models for the phone set of
one language to model the phonotactic constraints of all
languages has been used extensively [2] [3], the phono-
tactic constraints have generally been expressed in terms
of sequential phone transition probabilities. This paper
presents two algorithms for providing more powerful
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language model estimates. The first algorithm seeks to
enhance the discrimination power the language model
by introducing multi-phoneme units, which we refer to
as pseudo-words. We refer to this method as the PWLM
approach. In the second algorithm, we use an EM algo-
rithm to estimate a phoneme bigram language model for
each language to be identified. We refer to this method
as the ILM approach. The language model estimation
procedures are illustrated in Figure 1.

The paper is organized as follows: Section 2 presents
the baseline system. Section 3 presents the PWLM sys-
tem. Section 4 presents the pseudo-word selection al-
gorithm. Section 5 presents our ILM approach. Section
6 presents our experimental results. Finally, Section 7
offers some concluding remarks.

2. BASELINE SYSTEM DESCRIPTION

Given a sentence s of length N frames, an acoustic
model A, and bigram language models £; and L£; for
languages ; and l;, respectively, the baseline system
calculates the length-normalized log likelihood ratio

log P(s|A, L;) — log P(s|A, L;)
N )

Aij(8) = (1)
and chooses language ¢ or j according to the decision

rule
> @;; choosel;

Ai,5(8) < 6;; choose l;, @)

where ©); ; is determined such that an equal error rate is
achieved for the empirical distributions of A; ;j(s) given
l,' and l]'.

The parameter vector for each 20 ms frame of speech
consists of 10 mel-warped cepstral and delta-cepstral co-
efficients, as well as normalized energy and delta-energy
terms. Causal cepstral mean removal is performed.

The acoustic model A counsists of three-state left-to-
right HMM’s for each of 50 context-independent En-
glish phonemes, including 7 phonemes dedicated to
model non-speech events such as laughter and cough.
The models are trained on six topics of transcribed
Switchboard conversations. Separate acoustic models
are trained for male and female speakers; the gender-
specific acoustic model which maximizes the sum of
the sentence log-likelihoods is chosen for each speaker.

The language model £; is an interpolated bigram
language model trained from the phoneme sequences
which result from performing phoneme recognition on
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Figure 1. Language model training algorithms: The Switchboard corpus is used to generate acoustic models which
are used in phoneme recognition. The recognition uses a null grammar for the Baseline and PWLM approaches, or a

Switchboard-derived phone bigram for the ILM approach. The phoneme sequences resulting from the recognition pass.

are used to determine pseudo-words for the PWLM approach, and are used for language model estimation for all three

approaches.

the training sentences for language ¢, using the acoustic
model A and an initial language model Ly, which as-
sumes equally likely transitions between all phonemes.

The empirical distributions of A; ;(s) are based on
fully cross-validated training.

3. LANGUAGE ID USING
PSEUDO-WORDS

* 'We assume that the initial nullgram recognition of the
training data for language i does not provide a suf-
ficiently good basis for estimating £;, and that fre-
quently occurring sub-sequences (pseudo-words) within
the phoneme recognition output may be exploited to pro-
vide a more accurate model of the language. To this end,
we divide the training data into two sets, and use the first
set to determine the set of pseudo-words, and the second
set to estimate £], the language model which includes
the language-specific pseudo-words for language 7 in ad-
dition to the 50 English phonemes. For each language,
the acoustic model A is also augmented by the context-
dependent phonemes which occur in the set of pseudo-
words for language 1, resulting in the language-specific
acoustic model A;. As in the context-independent case,
the context-dependent acoustic models are derived from
the Switchboard corpus.

Language-pair discrimination is performed as in the
baseline system, with

log P(sAs, £}) — log P(s|A;, £})

A:,J(S) = N

3

The decision threshold is chosen to provide an equal
error rate based on the empirical distributions of the
cross-validated ; ;(s) for s in the set of sentences used

in estimating £; and L.
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4. PSEUDO-WORD SELECTION

The pseudo-word selection algorithm consists of two
stages. In the first stage, a large number of pseudo-word
candidates are generated from pairwise alignment of the
training sentences. In the second stage, the pseudo-
word candidates are clustered to generate the final set
of pseudo-words.

4.1. Identification of Similar Subsequences

For each possible pair of phoneme sequences in the
pseudo-word training data for language i, we use a
dynamic programming algorithm [6] to efficiently de-
termine the maximally similar phoneme subsequences
between the two sequences based on a matrix of
phoneme substitution, insertion and deletion costs.
Given two phoneme sequences s, = ajay...a, and
sy = bi1by...bm, we define the matrix H, such that H;;
is the similarity measure for two segments ending at a;
and b; respectively. We calculate H;; recursively as [7]

Hi_yj-1+3(ai, b;)

Hi1;—-W
H;; = max H,-,,-Eyl “w 4)

for 1 <4< mnand 1< j<m, where s(a;,b;) is the
similarity measure between phoneme ¢; and phoneme
bj, W is the cost of deleting a phoneme, and we initial-
ize Hyo = Hoj = 0. Exact phoneme matches contribute
a positive term to the similarity measure, while dele-
tions and inexact matches contribute a negative quan-
tity. The best sub-sequence match between s, and s,
is given by backtracking from the maximal element of
H until a zero element is reached; the corresponding
sub-sequences represent potential pseudo-words, Back-
tracking from smaller elements of H yields additional
pseudo-word candidates.

The matrix of phoneme substitution costs is deter-
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Language Approach | FR GE HI JA MA SP TA V1 AVE
ENGLISH Baseline | 0.175 | 0.050 | 0.250 | 0.175 | 0.325 | 0.400 | 0.350 | 0.250 | 0.247
PWLM | 0.000 | 0.025 { 0.050 | 0.000 { 0.075 | 0.075 | 0.100 | 0.125 | 0.056

ILM 0.100 | 0.025 | 0.000 | 0.000 | 0.025 | 0.050 | 0.050 | 0.075 | 0.041

FRENCH Baseline 03001 0275 0475 | 0.325 | 0375 | 0.175 | 0.125 | 0.278
PWLM 0.050 { 0.100 | 0.125 | 0.150 | 0.200 | 0.100 | 0.125 | 0.106

LM 0.000 | 0.050 | 0.075 | 0.175 | 0.175 | 0.075 | 0.125 | 0.097

GERMAN Baseline 0.150 | 0.400 | 0.225 | 0.200 | 0.150 | 0.100 | 0.197
PWLM 0.050 | 0.075 | 0.175 | 0.075 | 0.125 | 0.100 | 0.084

ILM 0.025 | 0.000 | 0.175 | 0.025 | 0.075 | 0.075 | 0.050

HINDI Baseline 0.550 | 0.475 | 0475 | 0.550 | 0425 | 0.394

- PWLM 0.125 | 0.125 | 0.125 | 0.050 | 0.150 | 0.097

LM 0.050 | 0.100 | 0.075 | 0.075 | 0.050 | 0.053

JAPANESE | Baseline 0.375 | 0.550 | 0450 [ 0.325 | 0413
PWLM 0.100 | 0.075 | 0.100 | 0.275 | 0.109

ILM 0.075 | 0.125 | 0.125 | 0.150 | 0.075

MANDARIN | Baseline 0.375 | 0.125 | 0.175 | 0.300
PWLM 0.150 | 0.075 | 0.175 | 0.128

ILM 0.175 | 0.050 | 0.100 | 0.109

SPANISH Baseline 0.350 | 0.325 | 0.381
PWLM 0.175 | 0.250 | 0.141

LM 0.125 | 0.075 | 0.103

TAMIL Baseline 0.425 | 0.322
PWLM 0325 | 0.131

ILM 0.050 | 0.078

VIETNAM Baseline 0.269
PWLM 0.191

ILM 0.084

AVERAGE Baseline 0.311
PWLM 0.116

ILM 0.076

Table 1. Error rates for language-pair discrimination experiments on the 1995 NIST LID evaluation test set. PWLM
indicates the pseudo-word approach, and ILM indicates the iterative language modeling approach.

mined by a measure of the linguistic similarity between
the phonemes.

This process finds all exact matches, as well as a
large number of inexact matches, each with an associated
score, Hjj, which indicates the quality of the match.

4.2. Clustering of Phoneme Subsequences and Ex-
emplar Selection

Given the large number of pseudo-word candidates gen-
erated by the pairwise alignment of all training sentences
for a language, we need to determine a more compact
set of pseudo-words to use in the LID system. This is
accomplished by clustering on the pseudo-word candi-
dates based on a phonetic distance measure.

Agglomerative clusters are formed until the maximum
phonetic distance between members of the clusters has
reached a pre-determined limit, Dmax, at which point
all clusters containing a minimum of N members are
assumed to represent a pseudo-word. Finally, the clus-
ter member which minimizes the sum of the distances to
the other cluster members is chosen as the cluster exem-
plar. The set of cluster exemplars for a language then
comprises the pseudo-word dictionary for that language.

Given the pseudo-word dictionary, we then build
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the language-specific acoustic models, and, after back-
substitution of the pseudo-words into the phonetic tran-
scriptions, we estimate the phoneme-and-pseudo-word
bigram transition probabilities. LID is then performed
as indicated in Section 3.

5. ITERATIVE LANGUAGE-MODEL
ESTIMATION

We demonstrate experimentally in Section 6., that the
pseudo-word approach to LID proposed in Section 3. is
a more effective means of modeling inter-phoneme rela-
tionships than a simple bigram built from the phoneme
sequences generated from a nullgram recognition. In
this section we present an iterative approach to the lan-
guage model estimation problem, in which we seek to
provide an improved estimate of £; through an EM train-
ing procedure.

In the baseline system, we decoded the training sen-
tences for language ¢ using a null language model, and
used the resulting phoneme sequences to estimate bi-
gram phoneme transition probabilities. This procedure
may be viewed as the first iteration of an EM algorithm
for estimating a bigram language model for language .
However, the nullgram does not constitute a good ini-
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tial estimate of the transition probabilities, resulting in
a weak £;. If we replace the initial nullgram estimate
by a phoneme bigram which has been trained on several
hours of transcribed Switchboard conversations, we ex-
pect that the EM algorithm will result in a much more
powerful language model.

In this paper we limit our experiments to a single iter-
ation of the EM algorithm, in order to provide a compar-
ison of the nuligram and the Switchboard bigram initial-
izations. Aside from the choice of the initial language
model, the baseline and iterated language modeling LID
algorithms are identical.

6. EXPERIMENTAL RESULTS

We have evaluated the LID algorithms on nine languages
of the OGI multi-language telephone speech corpus. The
training set for each language consisted of “story-before-
the-tone” utterances from approximately 80 speakers
from the original database of recordings from analog
telephone channels. Testing was performed on “story-
before-the-tone™ utterances collected over digital tele-
phone channels from 20 speakers of each language, as
defined in the 1995 NIST Language ID Evaluation. All
results presented represent our first run on the test data,
and did not benefit from any tuning of system param-
eters. This is particularly significant given the channel
differences between the training and testing data.

Pairwise language discrimination results are presented
in Table 1. Comparison of the three systems shows that
the pseudo-word approach (PWLM) yields a 63% er-
ror rate reduction over the baseline system. However,
the iterated language modeling system (ILM) provides
an even greater error rate reduction of 76% over the
baseline system with significantly less system complex-
ity. An important result of these experiments is that the
variance of the language-pair discrimination results over
the languages of the database is quite small. This is es-
pecially remarkable in light of the fact that only English
acoustic models are used in the LID system.

An experiment (not presented in Table 1) which com-
bined the PWLM and ILM approaches by searching for
pseudo-words in the phoneme sequences generated by
the Switchboard bigram recognition resulted in a slight
performance degradation compared to the basic ILM ap-
proach.

Note that all recognition likelihood scores were gener-
ated by the commercially available BBN HARK speech
recognition system.

7. CONCLUDING REMARKS

We have presented two LID systems which provide a
significant improvement over our baseline system. Both
these systems have been designed to provide improved
models of the phonotactic constraints of the languages
to be identified. The pseudo-word approach was aimed
at improving the language model estimate by discover-
ing frequently occurring multi-phoneme sequences in the
training sequences, while the iterative language model-
ing approach aimed to impose greater regularity on the
training sequences by providing stronger initial estimates
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of the phone transition probabilities. Both approaches
resulted in significant performance gains over the base-
line system, however, the performance of the PWLM
system was somewhat disappointing when compared to
the ILM system. We are currently investing strategies
for adding pseudo-word knowledge sources to the ILM
system.
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