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ABSTRACT

In a knowledge-based speech recognition system, land-
marks are key points in time in the speech waveform.
They guide the search for the underlying distinctive fea-
tures. The effect of background noise on the automatic
detection of landmarks is studied. Two landmark detec-
tion algorithms are tested. The full algorithm is hierar-
chical and uses many criteria to look for speech cues. The
mintmalist algorithm uses a reduced set of these criteria.
Experiments show that the full algorithm outperforms
the minimalist algorithm in clean speech, while the min-
imalist algorithm outperforms the full algorithm in very
noisy speech. These results suggest that, in the presence
of background noise, a speech recognition system should
customize its algorithm and parameter values to the char-
acteristics of the noise in order to perform effectively.

1. INTRODUCTION

The study of how noise affects speech recognition is
relevant from a practical point of view. In any realistic
situation, a speech recognizer must be able to perform in
some amount of background noise. A speech recognition
system proposed by Stevens [5] forms the background to
this study. A block diagram of the system is shown in
Figure 1. The first step is to locate landmarks, which are
points in an utterance around which acoustic cues related
to the underlying distinctive features are most salient.
Next, the distinctive features at a landmark are identified
based on measurements made in the vicinity of the land-
mark. The landmarks and associated features are then
organized into a sequence of segments.! This sequence is
matched to a lexicon whose words are directly defined in
terms of features, and word hypotheses are made. Shown
in dotted lines, feedback allows information from an ad-
vanced stage to be used to correct mistakes made at an
earlier stage.

Stevens [4] has suggested that, for some phonetic con-
trasts, a listener focuses on landmarks to get the acoustic
cues necessary for phonetic recognition. Because of the
critical role they play in human perception, landmarks
should be particularly salient even in noise. Landmarks
occur at consonantal constrictions (e.g. a [b] closure or
release), other points of abrupt spectral change (e.g. the
voice onset after an aspirated [p] burst), vowel nuclei (e.g.
the middle of an [a]), and the most constricted point of a
semivowel (e.g. the middle of an intervocalic [w]).

Landmark detection is similar to the more common
process of segmentation. Segmentation divides the speech
waveform into unequal length, steady-state, abutting
pieces, with each piece corresponding to a phone or sub-
phone unit. A problem arises when parts of the waveform

1A segment is used here to refer to a bundle of distinctive
features which describe a speech sound and which have acoustic
correlates. Tt does not refer to a physical piece of the acoustic
signal.
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Figure 1: The proposed lexical access system.

do not have sharp boundaries, like those corresponding
to diphthongs and semivowels. In order to accommodate
different degrees of abruptness, either oversegmentation
is required to find all the pieces of interest [1] or a multi-
level representation is needed [6], [2]. While many of the
segmentation boundaries are also landmarks, the motiva-
tions for the two processes are quite different. Landmarks
are the foci, not the boundaries, of speech processing.
The problem of delimiting semivowels and diphthongs is
avoided altogether because landmarks for these segments
are placed in the middle.

Acoustically-abrupt landmarks, or those at comso-
nantal constrictions and other points of abrupt spectral
change, comprise approximately 68% of the total num-
ber of landmarks. A detailed description of these land-
marks and experiments in landmark detection can be
found in [3]. Figure 2 shows a spectrogram with the
acoustically-abrupt landmarks indicated by vertical lines.
Two algorithms were developed for detecting acoustically-
abrupt landmarks. The full algorithm was designed for
operation in clean to slightly noisy environments. It as-
sumes that most of the speech cues are not masked by
noise. The minimalist algorithm was designed for opera-
tion in very noisy environments. It assumes that only a
few robust cues remain unmasked by noise.

This paper explores to what extent acoustically-
abrupt landmarks are robust in noise. The full and min-
imalist algorithms were run on speech in various levels
of noise. Section 2 presents the database of noisy speech
used. In Sections 3 and 4, the full and minimalist algo-
rithms are presented. Section 5 gives the results of run-
ning the two algorithms on the database of noisy speech.
Section 6 concludes with a discussion.

2. DATABASE
The database of noisy speech was created by adding
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Figure 2: A spectrogram with acoustically-abrupt landmarks denoted by vertical lines.

s(onorant), and b (urst).

pink noise to clean speech. The clean speech was recorded
in a quiet room using an omnidirectional microphone.
Four native speakers of American English, two men and
two women, each read 20 sentences. The utterances
were low-pass filtered at 7.5 kHz and then digitized at
16 kHz. The average signal-to-noise ratio (SNR) for
speech recorded in this condition was about 30 dB.

The pink noise was generated by shaping Gaussian
white noise with a filter whose magnitude response ap-
proximated that of the long-term speech spectrum. The
average spectrum of the pink noise was similar to that of
the speech of a number of people talking in the back-
ground. The noise was added to the clean speech to
achieve SNRs of 20 dB, 10 dB, and 0 dB.

In order to have a reference for evaluation, the utter-
ances were hand-labeled with acoustically-abrupt land-
marks using the aid of the speech waveform, its spectro-
gram, and listening.

3. FULL ALGORITHM

The input to the full algorithm is a speech waveform
and the output is a series of landmarks specified by time,
sign, and type. The algorithm is divided into two stages:
general processing and landmark type-specific processing.

Figure 3 illustrates the steps in general processing.
First, a wide-band spectrogram is computed from the
speech waveform using a 6 ms Hamming window shifted
1 ms at a time. The first panel of Figure 3 shows a spec-
trogram. The spectrum is divided into five frequency
bands. These five bands correspond roughly to spec-
tral peak ranges: 0.0-0.4, 0.8-1.5, 1.2-2.0, 2.0-3.5, 3.5-
5.0 (kHz). Then, a coarse and a fine processing pass are
executed. In the coarse pass, the approximate times of
abrupt spectral changes are found. The spectrogram is
smoothed over 20 ms every 1 ms to remove glottal pulse
variations and noise fluctuations. Then, five energy wave-
forms are computed by tracking over time the maximum
DFT magnitude component in each band. The second
panel of Figure 3 shows the energy waveform in Band 1
(0.0-0.4 kHz). An overlapping first difference, or rate-
of-rise (ROR), of each energy waveform is computed by
taking differences over 50 ms every 1 ms. The third panel
of Figure 3 shows the Band 1 ROR waveform. Peaks from
the ROR waveform are picked out using a peak-threshold
of 9 dB/time step. These peaks represent approximate
times of abrupt spectral change in the bands in which
they are found. In the fine processing pass, these times
are made more precise. The processing steps of the fine
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pass remain the same as in the coarse pass, except the pa-
rameter values are reduced. The smoothing interval for
energy calculation is shortened to 10 ms, the time step
for ROR calculation is shortened to 26 ms, and the peak
threshold for Band 1 is lowered to 6 dB/step. The fine-
pass ROR peaks provide a more precise estimate of the
times of abrupt spectral change than do the coarse-pass
peaks. The time of each coarse-pass ROR peak is adjusted
to the time of the corresponding fine-pass peak. Thus, a
sequence of time-adjusted ROR peaks in five frequency
bands is the output of the general processing stage.

In the subsequent landmark type-specific processing
stage, the ROR peaks are further processed to find three
types of landmarks. These three types are:

1. g(lottis), which marks a time when the vocal folds
begin or cease free vibration (e.g. [b] closure, voice
onset after a [p] release).

2. S(onorant), which marks sonorant consonantal clo-
sures and releases. Sonorant consonantal segments
comprise nasals and abrupt [IJs.

3. b(urst), which designates stop or affricate bursts
and points where aspiration or frication ends due to
a stop closure (e.g. [p] burst, the end of [s] frication
in “ski”).

Figure 2 shows examples of these landmark types. G
landmarks are found from Band 1 ROR peaks. The sign
of the peak indicates whether the glottis is turning on (+)
or off (-). G landmarks are forced to occur in pairs and
must meet a minimum syllable requirement. Landmarks
are inserted or deleted to meet these requirements.

Intervocalic sonorant consonantal segments are imple-
mented with an abrupt closure, followed by a relatively
steady-state vocal tract configuration in which the artic-
ulators are essentially unmoving, and then an abrupt re-
lease. During this time, the vocal folds are freely vibrat-
ing. An interval of free vocal fold vibration is delimited
by a +g landmark on the left and a —g landmark on the
right. Bands 2-5 ROR peaks in these intervals are picked
out as possible candidates for S landmarks. Each can-
didate must pass a steady-state requirement in the low
frequencies and an abruptness criterion in the high fre-
quencies in order to become an 8 landmark.

B landmarks are caused by segments involving a com-
plete closure and pressure buildup in the vocal tract.
They are characterized by a sudden burst or cessation
of energy in the high frequencies, accompanied by a si-
lence period either before or after the change in energy.
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Figure 3: An illustration of general processing.

B landmarks can occur only when the vocal folds are not
freely vibrating, if they are vibrating at all. The intervals
when the vocal folds are not freely vibrating are delim-
ited by a ~g landmark on the left and a +g landmark on
the right. Bands 2-5 ROR peaks in these intervals are
candidates for b landmarks. In order for a candidate to
become a b landmark, a silence period of sufficent dura-
_tion must occur adjacent to the candidate. To be a +b
landmark, which indicates a burst, the candidate must
occur after the silence; to be a —b landmark, which indi-
cates the cessation of noise energy due to a closure, the
candidate must occur before the silence.

4. MINIMALIST ALGORITHM

Some speech cues are more susceptible to being
masked by noise than others. To work optimally in noise,
an algorithm must know the noise characteristics and the
SNR of the operating environment, deduce which speech
attributes are masked and which are remaining, and then
concentrate on finding the remaining attributes. The in-
formation content of the output of an algorithm for op-
eration in mnoise is reduced since noise masks out some
of the desired information. This section presents a land-
mark detection algorithm designed to work in very noisy
conditions (i.e. 0 dB SNR). Because of its simplicity, it
will be called the “minimalist” algorithm.

The full algorithm presented in Section 3 was hier-
archical: first, it searched for the g landmarks; then it
searched for the 8 and b landmarks in specific intervals
delimited by the g landmarks. The full algorithm was also
stringent in its requirements: tests specific to g, S, and b
landmarks were imposed on a landmark candidate before
it could assume landmark status. The output was rich in
information content: the sign of the landmark signified
whether the point in the speech waveform was a closure
or release, and the landmark type provided information
on the manner of articulation of the underlying segments.

In the minimalist algorithm, this hierarchy and strin-
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gency are relaxed. The minimalist algorithm has the
same general processing stage as the full algorithm: it
calculates a spectrogram, energy waveforms, and ROR
waveforms, and picks out ROR peaks. But, in contrast
to the full algorithm, the landmark type-specific process-
ing stage of the minimalist algorithm is greatly simpli-
fied. The ROR peaks automatically become landmarks
without having to pass any landmark type-specific crite-
ria such as pairing, steady-state, abruptness, or silence.
These landmarks are “generic” in that they are unmarked
by sign or type. The minimalist algorithm simply picks
out the points in the speech waveform where there is
abrupt spectral change in a band but does not classify
them or try to exclude false landmarks.

5. RESULTS

Results of running the full and minimalist algorithms
on noisy speech at 30, 20, 10, and 0 dB SNR are reported
in this section.

5.1 Results with the full algorithm

A landmark is considered detected if it is within
+30 ms of the labeled landmark and has the same sign
and type as the labeled landmark. If it is of the wrong
type but correct sign, it is a substitution. All other hand-
labeled landmarks are considered deleted. Extra land-
marks found by the landmark detector are insertions. An
E; error rate is defined to be the sum of the deletion,
substitution, and insertion rates. Clearly, a substitution
is not as serious an error as a deletion or an insertion,
if it i1s to be considered an error at all. The FE; error
rate, defined to be the sum of just the deletion and in-
sertion rates, does not count a substitution as an error.
The common denominator in all the rate calculations is
the number of tokens.

Table 1 shows the results of runring the full algorithm
on noisy speech. The deletion rate increases as SNR de-
creases. At 20 dB SNR, the deletion rate is still relatively
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[ SNR “ Tokens l Del. | Subs. [ Ins. [ E I E2j

30 dB 1597 4% 2% | 10% | 16% | 14%
20 dB “ 7% 3% | 10% | 20% | 17%
10 dB « 20% 8% | 9% | 31% | 29%

0dB « 66% | 14% | 8% | 88% | T4%

Table 1: Results of the full algorithm.

l SNR “ Tokens ! Del. | Ins. l m

30 dB 1597 2% | 33% | 35%
20 dB “ 3% | 29% | 32%
10 dB « 15% | 20% | 35%

0dB « 61% 6% | 67%

Table 2: Results of the minimalist algorithm.

low. At 10 dB SNR, the deletion rate increases but the
majority of the landmarks are still being detected. At
0 dB SNR, the deletion rate is understandably high, since
most of the spectral structure in speech is buried under
noise. The substitution rate increases with decreasing
SNR as the delimitation of sonorant and obstruent re-
gions by the g landmarks breaks down. The insertion
rate decreases slightly with decreasing SNR, apparently
because the speech cues that cause insertions are increas-
ingly buried in noise as well. Overall, error rates increase
with decreasing SNR.

5.2 Results with the minimalist algorithm

In the experiment involving the minimalist algorithm,
the criteria for a detection are necessarily relaxed. Since
the output of the minimalist algorithm is simply the times
of generic landmarks with no type or sign attached, a
detection is merely a generic landmark within 430 ms of
a labeled landmark. All other landmarks are insertions.
The substitution rate is zero by design.

Table 2 shows the results of running the minimalist
landmark detector on noisy speech. The trend is the same
as with the full algorithm: as SNR goes down, the deletion
rate increases while the insertion rate decreases. However,
the major difference is in the actual values of these rates.
At all SNRs, the minimalist algorithmn’s deletion rate is
lower than the full algorithm’s deletion rate. This result
is due to the relaxed criteria in the minimalist algorithm.
However, the relaxed criteria also produce a higher inser-
tion rate at all SNRs except 0 dB. In contrast, the full
algorithm’s insertion rate does not vary much with SNR.

6. DISCUSSION

In summary, the use of landmarks in a proposed
speech recognition system has been described, and two
algorithms for landmark detection have been outlined.
Landmark detection experiments were performed on
speech in several levels of background noise. At high
SNRs, the full algorithm, which uses hierarchy and many
criteria, performed better than the minimalist algorithm,
which uses a minimum of criteria. At 0 dB SNR, the
minimalist algorithm outperformed the full algorithm.

Several conclusions can be made concerning the ef-
fectiveness of the full and minimalist algorithms in noise.
Figure 4 shows the E» error rates for the full and mini-
malist algorithms. F» is the sum of the deletion and in-
sertion rates. At 30 dB SNR, the full algorithm’s E, rate
is lower than minimalist’s by 21%. Furthermore, the full
algorithm gives more information in its output than the
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Figure 4: The E; error rates of the full and minimalist
algorithms as a function of SNR.

minimalist algorithm. When speech cues are not masked
by noise, exploiting acoustic-phonetic information helps
performance. At 0 dB SNR, the other extreme, the mini-
malist algorithm’s F rate is now lower than the full algo-
rithm’s, by 6%. When speech cues are masked by noise,
imposing acoustic-phonetic constraints as the full algo-
rithm does actually decreases performance; instead, the
minimalist algorithm which looks for just the few remain-
ing strong cues outperforms the full algorithm. At the in-
termediate SNRs of 20 dB and 10 dB, the full algorithm
arguably outperforms the minimalist algorithm, although
optimum performance is expected to be achieved with an
algorithm of intermediate complexity.

To operate robustly in noise, a speech recognition sys-

 tem would need to determine the characteristics and level

of background noise in the operating environment, choose
the scheme suitable for that environment, and accordingly
adjust parameter values for that level of noise.
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