Eurospeech.1995-328

4

) |

10.214:

ISCA Archive

http://www.isca-speech.org/archive

4™ Eyropean Conference on
Speech Communication and Technology
EUROSPEECH 95
Madrid, Spain, September 18-21, 1995

HUMAN BENCHMARKS FOR SPEAKER INDEPENDENT
LARGE VOCABULARY RECOGNITION PERFORMANCE

David A. van Leeuwen!, Leo-Geert van den Berg?, Herman J. M. Steeneken'

Electronic mail: (vanLeeuwen|vandeBerg|Steeneken)@tm.tno.nl
ITNO Human Factors Research Institute,
Postbus 23, 3769 ZG Soesterberg, The Netherlands
2University of Utrecht, Department of Phonetics, The Netherlands

ABSTRACT

In order to evaluate and compare the recognition per-
formance of automatic speech recognizers and of hu-
mans, sentences were selected from the Wall Street
Journal database (Wsi0 and wsicaM0). Eighty sen-
tences, spoken by native British and American speak-
ers, were presented to three automatic speech recog-
nizers (trained under strict conditions) and thirty hu-
man listeners for recognition.

A comparison of the performance of human and
machine recognition was made, resulting in average
total word error rates of 2.6 % for humans (native lis-
teners) and 12.6% for machines. The ASR systems
had great difficulty with sentences with a high per-
plexity. Listeners tended to be more sensitive to sen-
tence length: long sentences were more difficult to
recognize than short sentences.

INTRODUCTION

The performance of large vocabulary speaker inde-
pendent continuous speech recognition systems is in-
creasing gradually. If we observe results from the
American ARPA evaluation tests the performance in-
creased from an error rate of 20% in 1992 (for a
limited vocabulary size) to 7.2% in 1994 (for an un-
limited vocabulary size).l! However, the performance
scores are not only dependent on the state-of-the-
art but also on the specification of the speech ma-
terial used for the evaluation test. For calibration
purposes Human Benchmark tests were proposed at
the Spoken Language Technology Workshop!?! which
included an introduction of a reference which might
describe the effect on the performance of uncontrolled
variables (i.e., speaking rate, distortions etc.). In
the SQALE project {Speech recognizer Quality Assess-
ment for Linguistic Engineering) these human bench-
marks were examined as a pilot study. The SQALE
project itself includes the evaluation of large vocabu-
lary speaker independent recognition for three lan-
guages (French, British English, German) and addi-
tionally American English as a reference language.
Tests with automatic speech recognition (ASR) sys-
tems were performed within the dry-run of the SQALE
project.l?]

' By means of a listening experiment the speech
material of the evaluation test for both American
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English and British English was used in the human
benchmark test. The results of the native listeners
(British and American) as well as non-native listeners
were compared with the results of the ASR systems.

Pols!! performed an experiment in which he in-
vestigated spoken digit recognition by humans. The
main interest was to find out what type of errors were
made. Also language-effects were studied by using
both native and non-native listeners. The results in-
dicated that one-digit numbers were recognized al-
most perfectly, but if long digit numbers were pre-
sented, the listeners started to make more errors.
Three-digit numbers gave an error rate of 1.3% and
five-digit numbers an error rate of 8.2%. It was also
found that the position of the digit in the number
was an important factor (digits at the end of a num-
ber were easier to recognize than digits in the middle
of a number). Native listeners performed better than
non-native listeners. Pols concluded that in ideal cir-
cumstances and for a limited vocabulary, computers
could do as well as humans, but as soon as the speech
is no longer ‘ideal’ (with noise corruption) or when
continuous speech is concerned, automatic recogni-
zers will have problems and humans will perform bet-
ter.

Ebell®! went one step further and offered con-
tinuous speech to humans and measured their perfor-
mance. The speech originated from the Wall Street
Journal database, using the 5000 word vocabulary.
Twelve listeners (all native, with a college education)
were asked to listen to 113 utterances and to admin-
ister what they perceived. The results indicated word
error rates between 0.5 and 4.5 %, without a spelling
check. After a spelling check an average word error
rate of 2% was found. A significantly better score
than the automatic speech recognizers, of which the.
best system still produces word error rates of 7.2 %.[1

In our experiment we also expect the native lis-
teners to perform better than the non-native listen-
ers, and both of these groups to perform better than
the automatic speech recognition systems. But the
kind of parameters that influence the performance
will probably be different. The parameters used in
this experiment are: sentence length, sentence per-
plexity, speaker, speaker gender, speaker origin and
speaking rate. Also the type of mistakes will be ex-
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amined and its influence on the understanding of the
sentence.

METHOD

Eighty sentences were selected from the Wall Street
Journal database, 40 sentences from WsJ0, recorded
in the Us and 40 from wsijcaM0, recorded in Cam-
bridge, UK.®) Four parameters were equally dis-
tributed among the sentences, being:

- speaker origin (British, American)

- sentence length (short, long)

- sentence perplexity (low, high)

- speaking rate (slow, fast)
Besides this full design for these parameters (5 sen-
tences per cell make the total of 80), 20 sentences of
each language were spoken by male speakers and 20
sentences by female speakers.

The total number of speakers was 23, each speak-
ing in between 2 and 5 sentences (randomly selected).
Hence, 80 sentences were offered to 30 subjects, of
which 20 were native listeners (here defined as being
British or American) and 10 were non-native listen-
ers. These 10 non-natives were all Dutch students
who had lived or studied in the US or the UK for
some time. All subjects were paid for doing the ex-
periment. The experiment itself was conducted in a
room with a low ambient noise level. The subjects
were positioped in front of a keyboard and a mon-
itor, listening to the sentences that were presented
by a headphone. Before the experiment three test
sentences were presented to examine if the subject
was familiar with the procedure. After this, the 80
sentences were offered. First the whole sentence was
played (the subject didn’t have to react yet), after
which the sentence was played broken up in segments
of 4-7 words. This segmentation had been carried
out beforehand. It was tried to break up the sen-
tences at syntactic boundaries as well as possible, so
that the subject could optimally use context infor-
mation. The subject had to type in what had been
perceived. Whenever the subject wanted to listen to
a small piece again, the ‘?’-key could be pressed which
resulted in a replay of the segment. All the action of
the subject was precisely monitored and stored in a
log-file.

The subjects were told in the instructions to
avoid listening to the segments over and over again,
and to use this option only if really needed. The
number of trials was administered, therefore it could
be seen that approximately 10 percent of the seg-
ments was listened to once (or more times) addi-
tionally. Non-native listeners used this option sig-
nificantly more than native listeners.

The total test took on average about two hours.
After the subjects had performed the test, the sen-
tences had to be examined in order to check on typ-
ing and spelling errors. This spelling check removed
most of the unwanted errors. In a few cases it was
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doubtable whether it was a typing error or a percep-
tual error. Here the experiment leader decided on
what to do.

The 80 sentences were also presented to three
automatic speech recognition systems: two systems
from CUED (HTK and the ‘connectionist’ recognizer)
and one from LiMSI, France. The lexicon used was
20000 words (wsJ0). The recognizers were trained
using the 37M Wall Street Journal bi- and trigram
language model of ArRPA 1992.

The acoustical training consisted of 12 hours
of training, wsJO 84 speaker set and wsicam0 90
speaker set. The tests were performed as part of the
SQALE dry-run tests, hence the automatic speech re-
cognition systems were improved later on. Scoring
was done on the results by using the NIST scorings
software, which aligns the sentences on a word level
and calculates the number of insertions, deletions and
substitutions. This resulted in a total word error rate
for each of the subjects and each of the automatic
speech recognition systems, by using formula 1 for
the total word error rate e:l"]

_ Ns+ Ny + N;
e= N,
in which N,, is the total number of words in the input,
and N,, Ny and N; are the total number of substi-
tuted, deleted and inserted words, respectively.

100 %, 1)

RESULTS

The total word error rates for the 80 sentences are
given in Table I. Native listeners performed better
than non-native listeners (p < 0.01). Machines per-
formed worse than non-native listeners (p < 0.01).
Calculation of sentence length was done by counting
the number of words per sentence. Calculation of the
sentence perplexity ) was carried out by using:[®!
1/N @)
where N is the number of words per sentence plus one.
Note that wordy represents the end-of-sentence sym-
bol thus accounting for the extra word. The sentence-
probability was estimated from the same trigram lan-
guage model as was used by the recognition systems.

Qsentence = (PI’(WOI‘dl s wordN))

Table I. Average total word error rates e and standard
deviations s, on 80 sentences for native listeners (20), non-
native listeners (10) and machines (3).

Subjects/systems e (%) se (%)
native listeners (n = 20) 2.63 0.93
non-native listeners (n = 10) 7.40 1.67
machines (n = 3) 12.60 1.92
DISCUSSION

We have performed an analysis of variance on our
data of which the results for the three groups (na-
tives, non-natives and machines) are shown in Ta-
ble II. Only the (very) significant results are shown
(p < 0.01). In Table III the level values are specified.
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Table II. Influence of sentence length and sentence perplexity on the average word error rates e for native listeners (n = 20),
non-native listeners (n = 10) and machines (n = 3). The significance level p and the explained variance for the effects are

also given.
Group Parameter p (%) Explained Parameter Average word
variance (%) definition(s) error rate

native listeners sentence length 0.002 6.7 il;(l);t ' ;g

sentence length 0.212 8.6 il)l::;t 2(2)

sentence perplexity 0.572 3.4 low 57

non-native listeners ' high 7.5

sentence length short X low 5.5

X short X high 4.9

sentence perplexity 0481 59 long X low 5.9

(interaction) long X high 9.9

machines sentence perplexity 0.752 62.2 ifi:h 2611

Table III Definition of sentence length (short, long) and
sentence perplexity (high, low).
Sentence length (words) Sentence perplexity
short long low high
8.3 23.1 48.5 505.7

As can be seen, speech recognition of both na-

tive and non-native listeners is affected by sentence
length. Long sentences tend to be harder to recognize
than short sentences. Machines on the other hand do
not have any problem with sentence length. Subjects
are influenced presumably, because they try to use
. the context information maximally. Short sentences
are easier to remember, understand, and hence to cor-
rectly recognize.

Sentence perplexity seems to influence only the
performance of non-native listeners. The fact that
there is an effect is quite surprising in the first place,
because the perplexity is a quantity based on a lan-
guage model derived from Wall Street Journal news-
paper texts. Perhaps the reason is that infrequently
used words are unknown to non-natives, and these
words increase the perplexity of sentences, hence the
correspondence.

As can be seen, not only are sentences with a
high perplexity more difficult to recognize than sen-
tences with a low perplexity, there also exists an in-
teraction with sentence length. If long sentences do
also have a high perplexity, the subject will find them
harder to recognize; the higher perplexity makes it
more difficult. If short sentences have to be recog-
nized, the subjects find it easier to recognize the ones
with a high perplexity than the ones with a low per-
plexity. These ‘short-low’ sentences do contain a lot
of function words which are easily confused and thus
mistaken, where the ‘short-high’ sentences do con-
tain more ‘difficult,” often longer words, which are
less confusable than the function words.

The main effect on machines is sentence perplex-
ity. The effect of the language model training is ob-
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vious. No significant effect of the speaking rate was
found. For the other parameters no conclusive effect
could be determined.

For the analysis of the type of error, the errors
were separated into two categories, function words
and content words.[? 1% For both subjects and ma-
chines 27% of the errors turned out to be function
words and 63% content word, while in the original
material (the 80 sentences) 33 % was a function word
and 67% a content word. This result is significantly
different (p < 0.01), so both machines and subjects
make more mistakes in content words than in func-
tion words. When separating the content word errors
in substitutions (i.e., man for woman or tree for tea)
and inflection errors (i.e., house for houses or nine-
teen for nineteenth), listeners do make significantly
more inflection errors than machines. It can be ar-
gued that these errors are less severe than the sub-
stitution errors when looking at the understanding of
an utterance. When relating ASR systems to under-
standing, this could give rise to problems.

CONCLUSIONS

Humans perform better in recognizing continuous
speech samples than machines (under the strict con-
ditions of SQALE), although the parameters that in-

. fluence the performance do differ.

- Subjects are influenced by both sentence length
and perplexity. The loss of context information
or the ‘difficulty’ of a sentence seems to be an
important factor.

- The results of ASR systems are affected by the
perplexity of a sentence. The importance of a
language model and an optimal training phase is
emphasized once again.

- The parameter speaking rate does not affect the
results significantly (neither for ASR systems nor
for listeners).

- Both listeners and ASR systems make signifi-
cantly more errors in content words than in func-
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tion words.

After the dry-run experiment of SQALE, the speech
recognizers were improved, hence the results pre-
sented here can be too low. However, this will not
affect the conclusions just mentioned.

One of the partners of SQALE ran their system
used in the ARPA November 1994 on the 40 US sen-
tences, resulting in an word error rate of only 5.2%.
This result is in fact comparable to the Us-score for
non-native listeners. Unfortunately, for the UK sen-
tences no comparable system was availably, mainly
because there is no acoustic training database of a
size comparable to the wsi0+1 databases used with
the ARPA 1994 bench mark evaluation.
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