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ABSTRACT

The use of well-suited algorithms to a particular
language can lead to efficient systems. In this paper we
show how static modelling of phonemes, combined with
phonetic heuristic knowledge, is a good approach for
isolated word speech recognition in Spanish. The system
developed is specially indicated in applications where
low computational load and easy speaker adaptation is
important, while maintaining an acceptable performance.

1. INTRODUCTION

Static modelling of phonemes is based on the
assumption that their spectral characteristics do not vary
in time, i.e. the signal is stationary over their duration.
This lack of variation implies two things: first, the
speech signal can be seen as a sequence of stationary
portions (each corresponding to a phoneme) that can be
characterised with the spectral shape at any given time
and, second, information is only contained in these
stationary portions, and not in the transitions, that are
abrupt.

Although this assumption is false, there are some kind of
phonemes for which it can be considered a good model:
we call them stable phonemes, in opposition to those for
which the assumption is completely false, that we call
transient phonemes. Compared to other languages,
Spanish speech is rich in stable phonemes. Some authors
call them “phonemic-like”, and develop special
algorithms to address speech recognition for them [1].

When this approach is applied, it is important to
distinguish between stable and transient phonemes,
because they may have complete different processes, and
even every phoneme could be treated in a different way.
Then, a better acoustic-phonetic knowledge of the
language is desirable when building an algorithm. That’s
why the static modelling approach may be related to
expert knowledge and heuristic rules.

In this paper we demonstrate that this approach can lead
to a very efficient speech recognition system for Spanish
(as it has been for some other langunages [2]) in terms of
computational load and training complexity, with
competitive accuracy. We describe a system built in our
laboratory over these premises, and we present its
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Figure I: Block diagram of the system. Speech flow is
represented by thick solid line, lexicon flow by narrow solid
line and data flow by dashed line.
performance. A real-time implementation of the system
has also been developed.

2. ARCHITECTURAL DESCRIPTION

The system follows an hypothesis-verification strategy
in which both parts are based on static phoneme
modelling. At the same time, the hypothesis subsystem
follows a bottom-up strategy (phonetic string generator
+ lexical access). Feature extraction and end-pointing is
the first step in the system. Figure 1 illustrates this
process.

Expert knowledge applied in an heuristic manner is used
through the system as the key for achieving good
performance at a low cost. This strategy is defended by
some authors {6]

2.1 Feature extraction and end-point detection

10 mel frequency cepstrum parameters and global
energy are derived from a 16 kHz sampled, 12 bits
resolution per sample, digital speech signal. Global
energy combined with heuristic knowledge is used for
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end-pointing and energy lobule detection through an
algorithm that adapts to background noise level.

2.2 Hypothesis subsystem
It follows a bottom-up strategy with two steps.

The first step obtains a phonetic string using static
models and heuristic knowledge [3][4]. In this step, only
the so called “stable” phonemes are considered (see
Table I). Each phoneme meodel (called prototype)
consists of a vector of parameters previously obtained
during a training process by averaging speech frames
related to that phoneme.

The process of building the string is the following: each
speech frame is labelled with the symbol of the phoneme
whose model is closest to the frame (a simple euclidean
distance is used). This symbol sequence is smoothed
with an average filter and combined with heuristic
information (phoneme duration + spectral stability
information) to obtain a final sequence. Consecutive
frames labelled with the same symbol are merged into
one to obtain the phonetic string.

The spectral stability function [8] outputs a sequence of
numbers given a sequence of input vectors. The output
sequence consists of a real value per frame, and exhibits
local maximums for those frames where the spectral
shape changes faster (transitions between phonemes),
and local minima for the frames with slowest change
(middle of stable phonemes).

PEOFE PHO PEC)
Vowels aeiou
Unvoiced fricatives fTsX
Some nasals nm
Lateral 1
Voiced fricatives BDG
Table 1: Considered phonemes in the hypothesis

subsystem.

This string, made up only of stable phonemes, is
accurate enough to be used for accessing a lexicon in
which each word is represented by a model (lexical
model) describing acoustic expectations for that word. A
dynamic programming algorithm obtains a score for
every model, given the incoming phonetic string, and a
set of matrices of elemental scores (called substitution,
insertion and deletion matrices). These matrices account
for real matches between symbols, taking place while
confronting phonetic strings and lexical models in a
previous training process.

The words in the lexicon are ordered by the score
obtained in the lexical access process, and only the top
40 candidates of the list are kept for the next process.

2.3 verification subsystem

The goal of this subsystem is to perform a final
deambiguation of the candidates supplied by the
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previous step. Its main modules and relationships can be
seen in figure 11.

The core of the verification subsystem is the DTW
process, in which the speech utterance (subdivided in
energy lobules, as we will explain later) is matched
against every model associated to the words selected in
the hypothesis step. This model is generated using the
following information:

1. Static model (or prototype) associated to each
phoneme of the word (acoustic modelling). To get
the whole set of prototypes used in the verification
step, the set of prototypes used in the hypothesis
subsystem is completed with those corresponding to
transient phonemes. We assume that the latter cannot
model as well the transient phonemes as the former
can model the stable phonemes.

i

Duration expectations on each phoneme of the word.
To estimate the duration, we use the average duration
of the phoneme modified in such a way that the
whole duration of the model matches the duration of
the utterance under recognition. Not all the durations
are modified in the same way, because phonemes are
divided into three categories depending on the
“elasticity” of their duration: non-modifiable,
partially elastic and wholly elastic.

The model generated in this way consists of a temporal
sequence of parameter vectors, that is matched against
the temporal sequence of vectors corresponding to the
utterance, via a DTW algorithm. Then, for each word in
the candidate list, a new score is obtained.

Lexical modellmg -

Acoustic modelling -
Symbol Protolyps -
correspondence o

Duration modelling

CANDIDATES

—
Figure II: Block diagram of the verification subsystem. Speech
Jflow is represented by thick solid line, lexicon flow by narrow
solid line, and data flow by dashed line.

The matching process is performed by energy lobules.
By energy lobule we mean the portion of speech that is
in between two dips where the energy level falls (or
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nearly falls) to the background noise level during a short
number of frames. In Spanish this may happen in
unvoiced plosives, over all. In the comparison of an
utterance with an hypothesis word, energy lobules for
the utterance are isolated, and energy lobules for the
hypothesis word are estimated. Both sequence of lobules
are then aligned through an heuristic algorithm and
DTW is performed for each lobule.

2.4 Score combination

At this point, we have a list of 40 candidates each one
having a score given by the hypothesis subsystem and
another score given by the verification subsystem. Both
scores represent the “opinion” of two different
algorithms to the fact that the candidate is the actual
graphemic form of the uttered word. Though it is
reasonable to think that the verification score is better, it
is also reasonable to consider the hypothesis score in
some degree.

The final score is obtained by:
S=H+aV

where H is the hypothesis score, V is the verification
score and o is a constant empirically calculated for
optimum performance (recognition rate versus o exhibits
apeak at a=0,67).

3. SYSTEM PERFORMANCE

3.1 Efficiency: computation, memory and training
requirements

As previously pointed, memory and computation needs
are low, what makes the system suitable for real time
applications [5]. For a 2000 words lexicon, our real time
system working on the AT&T DSP32C at 40 MHz has
immediate response time. Data memory requirements are
0.5 Kbytes for acoustic models, 75 K for lexical models
and 55 K for internal process.

1 T7%
2 75.81%
3 80.77%
4 84.02%
5 86.22%
10 91.51%
20 94.67%
30 95.99%
40 96.96%

Table II: Inclusion rate for the hypothesis subsystem

As there is remaining time in the processor, it is possible
to implement a language model in the system and grow
to a 8,000 words lexicon or more without degrading
response time. The memory requirements for lexical
models grow approximately in a linear way with the
lexicon (at a rate of 60 bytes/word).

EUROSPEECH ’95, Madrid, Spain, September 1995

Training requires the pronunciation of 150 words by the
new speaker and 5 minutes computation on a 50 MHz
486 PC.

Comparison between the hypothesis subsystem and other
approaches is shown in [4], concluding that this system
reaches highest efficiency.

3.2 Recognition rate

Tests were done on a isolated word speech database,
with 10 speakers and 1000 utterances per speaker. Half
were used for acoustic models and weights matrices
training, and the other half for evaluation. A lexicon of
2000 words was addressed. Recognition performance
was evaluated for both hypothesis and verification
subsystems separately and combined.

Table II shows results for the hypothesis subsystem and

1 74.79%
2 86.01%
3 90.47%
4 93.00%
5 94.50%

Table IlI: Inclusion rate for the verification subsystem
table IH for the verification subsystem. Inclusion rate is
given as a function of number of candidates in the
hypothesis list.

/ien a coinbination of verification and hypothesis
scores is used, the performance increases for the first,
second and third candidate, and stays similar for the rest,
as shown in table IV.

1 79.99%
2 88.34%
3 91.07%
4 92.53%
5 : 93.46%

Table IV: Inclusion rate for an optimal combination of the
hypothesis and verification scores

Though the goal of this paper is not to compare this
approach to more conventional ones, the reader can find
this kind of information in the references: [4] shows
recognition performance of the hypothesis subsystem
compared to other two approaches, while [5] shows
recognition performance of the whole system -compared
to an HMM based system. Both papers conclude that this
system exhibits weaker recognition rate.

4. DISCUSSION

Two algorithms were presented, both using static
modelling of phonemes. The first one, used for the
hypothesis subsystem, only models stable phonemes.
The second one, used for the verification subsystem,
models every phoneme.
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Though the weakness of the first algorithm is obviously
the ignorance of the transient phonemes, the richness in
stationary sounds of Spanish speech makes it suitable as
a fast preselection system that can reduce the perplexity
of the task (in our experiments, from 2000 to 40, with
97% inclusion rate).

The weakness of the second algorithm is the modelling
of transient phonemes in a static manner. Application of
this algorithm to the list of candidates supplied by the
first achieves a 74.79% in the first and 94.50% in the
fifth candidate, respectively, that may be good enough
for a perplexity of 2000 but is lower than the rates given
by other algorithms (HMM for example). Combination
of scores improves rates for the first candidate up to
80%.

The whole system exhibits a moderate recognition rate,
but an extremely low computational load and training
complexity that makes it suitable for real time
applications where immediate response can be achieved
with a non very fast hardware, and a quick speaker
enrolment is possible.

Our conclusions are that static modelling combined with
expert knowledge can be a good approach for a
preselection system in Spanish. Even for isolated word
speech recognition moderate rates can be achieved, with
the advantage of low cost computation. The every day
faster and cheaper hardware lessens the importance of
efficient algorithms, so the need of a more accurate
recognition in this system is desirable. In the line of
feature processing, we are studying the integration of a
transition detection and identification algorithm [7] that
complements the static modelling.
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