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ABSTRACT

This paper presents the development of a spoken dialogue sys-
tem for a Book Club Member Service [1]. The dialogue has
been designed and implemented utilising a Generic Dialogue
System (GDS) platform, developed at CPK [2].

The goal of this work has been to evaluate whether it would be
feasible to design and implement a Spoken language Dialogue
System (SDS) based on the functionality of an existing Voice
Response (VR) system, and using the GDS.

Following the introduction and a description of the application,
the paper briefly presents the GDS and the hardware architec-
ture. The dialogue design, implementation and evaluation pro-
cedures are then described and discussed.

A preliminary field test has been carried out in order to evaluate
the system, and to compare it to the original VR system.

Finally, some conclusions are proposed, as to whether this prin-
ciple of creating SDS from VR is applicable, and some future
tasks are briefly discussed.

1. INTRODUCTION

VR systems for e.g. information retrieval has spread
rapidly in recent years. These systems are in some
cases built as a hierachy of menus, which can make
them it rather tiresome to complete the desired
tasks. Parallel to this, commercial speech-activated
systems are now beginning to appear.

Consequently, it is relevant to investigate the possi-
bilities of transferring present VR-applications into
speech-activated systems.

The goal of the work presented here is to investigate
whether it is feasible to transfer an existing VR sys-
tem into an SDS. Another important issue being
considered is to what extent the use of the GDS-
platform facilitates the design and implementation
procedures in such cases.

2. APPLICATION

The application has been chosen to be that of an
Automated Book Club Service [1]. It is representa-
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tive for a broad class of automated telephone based
transaction systems. Members of this class are e.g.
systems for information retrieval or home banking.
The systems are characterised by a well-ordered
task structure, often organised as a hierachy of sub-
tasks, and a strong system controlled discourse
Structure.

A Book club sells books and other items by post
order, and the members regularly receive a cata-
logue of the current offers from the club, with inter-
views of authors, citations, reviews, etc. Each
month a book is selected and advertised as “The
Book of the Month”. If a member does not want to
buy this book, he must cancel it. Books are ordered
(and cancelled) by sending a slip by mail to the
book club.

2.1 Functionality of the Voice Response system

Recently, VR systems have been introduced by
some publishing companies in order to facilitate this
communication. Basically, the functionality of the
system investigated in the present work is to enable
members to 1) place orders, and to 2) cancel the
book of the month via the phone. Except for the
book of the month, only the number assigned to
each item in the catalogue is used in this communi-
cation.

2.2 The Spoken Dialogue System

The present system emulates the functionality of the
VR system, but a number of extra features have
been added to the system: Members can request an
overview of their present orders, and it is possible to
cancel any previous order. Furthermore, the system
refers to the books by author and title as well as by
number. This reduces the risk of misunderstandings.

In order to be able to make comparisons between
the voice-controlled system, and the original VR-
system, the telephone keypad input (DTMF-tones)
has been retained in the SDS. The keypad input is
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also used as a means of graceful degradation, if the
speech recogniser for some reason repeatedly fails
to recognise a customer’s voice input. This is
described in greater detail in section 4.

An important factor is the book club’s monthly cata-
logue, the Membership Booklet, containing reviews
of current books, special offers, and a complete
inventory of the book club. All books are referenced
with numbers which are used for ordering, etc. Fur-
thermore, instructions for using the VR service are
printed on the back of the booklet, as well as order-
ing information in general. The user is presupposed
to have the membership booklet at hand, when call-
ing the service.

3. SDS ARCHITECTURE

In this section, the overall architecture and features
of the GDS are described briefly.

The GDS consists of two parts: A Dialogue Devel-
opers Environment (DDE), and a runtime system.
The DDE is closely coupled to the runtime system,
to facilitate debugging, tracing, etc.

3.1 The Dialogue Developers Environment

The main component of the DDE is the interactive
Dialogue Development Language (DDL) Tool. By
using this, the dialogue developer implements the
dialogue as a hiearichal set of dialogue graphs, with
associated textual- and frame- descriptions [1], [2].
The resulting dialogue description is then checked
for consistency and compiled.

The graphical part of the DDL has been designed to
enable the dialogue developer to efficiently map
dialogue graphs into corresponding DDL-diagrams.

Furthermore, frames for specifying e.g. lexica are
provided, with siots for e.g syntactic and semantic
word classes, special actions etc. Frames are also
used to represent the result of the semantic analysis
of the NL-parser [3]. Declarations of data structures,
operators and assignments are implemented in the
textual part of the DDL.

The GDS automatically takes hand of a number of
tasks, such as the communication between system
modules. Thus, the dialogue developer, has trans-
parent access to the devices.

3.2 System Modules

The dialogue description is compiled and inter-
preted by the runtime system, where the central
component is the Interpretation and Control Mod-
ule (ICM, c.f. [2] and figure 1). Other modules of
the GDS is the speech recogniser [4], the speech
synthesiser, the natural language parser [3], and
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the telephone interface. All modules operate in real
time communicating via a common protocol. The
system runs on unix based work stations, and can be
configured across several hardware platforms, inter-
connected by a TCP/IP network. The speech recog-
nition and telephone interface modules runs partly
on a DSP [4]. The application database contains
information on books and other items available
from the club, as well as the current status of each
members orders. For convenience, the database has
been implemented as a separate dialogue descrip-
tion, running on a second ICM.

DDL dialogue |
description |

i ICM
i dialogue manager

Communication manager ‘

Device Device Device Appl.
driver driver driver driver

: Text toﬁ
Recogniser DTMF speech Appl.

Figure 1.Architecture of the Generic Dialogue System
Platform

4. DIALOGUE DESIGN

The dialogue design is mainly based upon two
sources:

* The membership booklet containing information
about the currently available items from the club,
each item associated with an identification
number. Furthermore, the personal membership
number is printed on the back of the booklet,
together with instructions for use of the VR-serv-
ice. This information has in the present case been
replaced with a guide to the SDS.

¢ A number of experiments with the VR-service.
A dummy account was set up by the publishing
company, and a number of scenarios were con-
structed and tried out. A record of each scenario
was made, with information about e.g. the trans-
action time, etc.

The functionality has to a large extent been defined
by the VR-service. As mentioned in section 2, some
extra features have been added, so the dialogue in
the present form comprises five tasks: The main
task, the order- and cancel task, the overview task,
and the help task. Some subtasks have also been
defined, to e.g. verify that a given book number
actually exists in the application database.
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The dialogue is designed to be almost exclusively
system directed. The system keeps the initiative
throughout the dialogue. In most cases, the system
asks for confirmation when it receives new informa-
tion. This makes the dialogue slower, but in practise
eliminates misunderstandings, which might other-
wise be time consuming to clear up.

4.1 Dialogue graphs

The dialogue has been designed by drawing up a set
of dialogue graphs, according to the defined task
structure. These tasks have in turn been imple-
mented as diagrams in the graphically oriented Dia-
logue Description Language (DDL), using the DDL
tool, as described above, and in greater detail in sec-
tion 5.

S. DIALOGUE IMPLEMENTATION

The dialogue description comprises 5 tasks, 17 sub-
tasks, and 21 wait dialogue states. In total 345 DDL-
symbols have been used to implement the dialogue
description.

The Speech recognition is based upon a word spot-
ting approach, and the vocabulary size is about 40
words, augmented with 10 garbage- and noise mod-
els. The recogniser applies the token passing algo-
rithm [4], and the acoustic models are standard
CDHMMs. Apart from the vocabulary, the speech
recogniser is constrained by finite state grammar
networks, which in turn are combined into dynamic
grammar sets. By this, the recogniser performance
is optimally constrained in any state of the dialogue.
Four grammars have been implemented, according
to the dialogue task structure. See e.g. [5] for a fur-
ther elaboration of this.

Speech output has been implemented both as text to
speech (TTS) synthesis, and replay of prerecorded
human speech. For the TTS, the commercial
Infovox synthesiser has been used. As the items
offered by the book club changes at least once every
month (often 5 - 10 new items are introduced every
month) the flexibility of a TTS system is needed.
Furthermore, as a large portion of the output con-
sists of (often multilingual) proper names, the
results from the Onomastica project [7] could be uti-
lised. Unfortunately, the TTS is difficult to under-
stand (for Danish spoken over a telephone line).
Thus, it has mainly been used in the development
phase, and in an English-speaking version, whereas
the prototype version tested here uses prerecorded
speech for optimal voice quality.
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The database contains a iimited number of members
and books, as the test scenarios (see section 6)
doesn’t require a full simulation of the book club.

All input from the speech recogniser and the DTMF
decoder are processed in parallel. No special dia-
logue structures for processing DTMF input have
been necessary, which has simplified the dialogue
implementation.

6. TEST SETUP

This sections describes the preliminary test, that has
been carried out on the system. The purpose of the
test was to evaluate the dialogue design as well as
the combined system.

6.1 Scenarios

Five test scenarios of varying complexity were
designed. The simplest task was to cancel “the book
of the month”, and the most complex involved both
ordering and cancellation of a number of books. All
tasks required the subjects to identify themselves
(with a member number). The “book of the month”
was automatically ordered at the initialisation of
each dialogue.

6.2  Subjects

The test subjects (approximately 25 persons) have
nearly all been recruited from the university, and
includes researchers as well as secretaries. They
were instructed about the functionality of the sys-
tem, and told that it is based on automatic speech
recognition. The information also included e.g that
they could use the keypad, and that the system could
not be interrupted. The subjects could choose where
and when they wanted to carry out their test, as it
was conducted via the phone. Three questions were
associated with each scenario to capture the imme-
diate impressions of the subjects (whether the task
was completed, if any special problems occurred,
and whether they made use of the keypad). A ques-
tionnaire was mailed to each subject after the tests
were completed.

7. RESULTS

The following results were derived from the ques-
tionnaires:

* In general, the subjects found it relatively easy to
carry out the tasks given in the scenarios. Most
of the tasks were completed.

* Most of the subjects used the keypad from time
to time, because of misrecognitions. This was
especially the case for the membership number,
which consisted of six digits. Some of the sub-
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jects experienced major difficulties with the
speech recognition, and had to make extensive
use of the keypad.

* Although the system made many mistakes, they
were relatively easy to correct, either by repeat-
ing the answer or by using the keypad.

* In general, the subjects found the system rela-
tively easy to use, but somewhat slow and rigid.

When inspecting the questionnaires, a close corre-
spondence between the answers concerning the
number of recognition errors made by the system,
and the subjects’ answers concerning the overall
impression of the system is evident. This is not sur-
prising, but makes it difficult to make firm conclu-
sions about the dialogue design as such. The ability
of the system to recognise the voice of a particular
subject seems to be the most important factor, i.e. it
is to be expected that a (near) error-free speech rec-
ognition would drastically change the results of the
test.

8. CONCLUSIONS

The system is evaluated both with regard to the
design and implementation procedures, and the pre-
liminary user test.

8.1 Dialogue Design and Implementation

The design and implementation phases were very
short compared to other SDS, where often a large
number of WOZ simulations are used in the design.
In this approach, it was decided to try to avoid this
and directly base the design on a VR-service. This
was possible for a number of reasons:

» The application could easily be modelled into a
well-defined set of subtasks.

* The dialogue is strongly system-directed, which
makes it possible to a certain extent to accurately
predict the users actions.

The dialogue was implemented using the DDL for-
malism and the GDS platform. As the platform pro-
vides all the required functionality with regard to
the peripheral modules and their internal communi-
cation, etc., the emphasis could be put solely on
implementing the dialogue structures. Using the
DDL-formalism, the task graphs could be directly
implemented as DDL-diagrams [1]. The DDL for-
malism possesses the capacity and features to effec-
tively implement dialogues of this complexity and
nature.

8.2 Preliminary user test

As discussed in section 7, the speech recognition
task is the most important factor. If we look at those
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who experienced no or very few misrecognitions,
the conclusion of the test is that the system is rather
rigid, but otherwise performs well.

The subjects were asked whether they liked speak-
ing with the system, and if they would use a system
like this if a commercial service were offered to
them. Only a very few of the subjects didn’t like
speaking to the system, and wouldn’t use a similar
system, if given the opportunity.

It is evident from the test, that better speech models
are needed. In particular, the models used in the test
were not trained on speech recorded via the tele-
phone, which is necessary to obtain optimal acous-
tic models.

Some changes in the dialogue, especially concern-
ing the instructions given are needed.

However, on the present basis, it can be concluded
that the chosen approach is applicable, both regard-
ing the design and implementation principles.

When these tasks have been completed, a full user
test is needed to establish a firmer ground for con-
cluding to what extent this approach can be adopted
for the next generation of automatic information
retrieval systems.
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