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ABSTRACT

This paper analyses the incorporation of rule-based lan-
guage models based on probabilistic context-free gram-
mars into speech recognition systems. The important is-
sue of efficiency is addressed and the parsing of word lat-
tices is shown to be both effective and fast. It is shown
that parse failure can occur when the lattice is incom-
plete. The application of a phrase level integrated gram-
mar/bigram language model is investigated with particu-
lar relevance to handling these parse failures.

1. INTRODUCTION

Recent progress in speech recognition and understanding
technology has been accompanied by a corresponding in-
crease in the complexity of both acoustic and language
modelling. The efficient storage of models and their util-
isation is gaining increasing significance. A popular tech-
nique used to address this issue is to decouple the initial
recognition from the application of more complex acoustic
and linguistic models by the use of word lattices [1] (or
word graphs [2]). This method of search-space reduction
is attractive for the incorporation of rule-based language
models. These have potential utility in recognition and
are used widely in understanding systems. This paper
considers the available approaches to the application of
rule-based language models, in the form of probabilistic
context-free grammars (PCFGs); and describes how they
can be handled efficiently using probabilistic LR parsing
techniques and word lattices.

Rule-based grammars are only of use if they are suffi-
ciently rich to parse all meaningful input word sequences.
This presents problems in speech recognition systems re-
lating both to the choice of the best matching input and
the parsing time. This paper demonstrates that efficient
strategies for application of rule-based grammars can re-
sult in failure to parse an input utterance arising from
reduction in the search space, even when complete cover-
age by the grammar is ensured. A solution to this prob-
lem is investigated using an integrated grammar/bigram
language model.

2. APPLICATION OF RULE-BASED
GRAMMARS

The practical application of sophisticated language mod-
els to speech recognition and understanding systems re-
quires efficient data processing techniques. Even when
suitable algorithms are available the computation re-
quired means that the direct utilisation of higher order
language models in the initial speech recognition stage
creates an intractable search space. This problem is of-
ten addressed by sequentially applying language models
in order of increasing complexity. There are two current
approaches to this based on N-best lists and word lat-
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tices. In either case the higher order language model
is used to rescore hypotheses generated in the previous
phase(s). The overall score for each hypothesis is typi-
cally a weighted sum of some or all of the applied knowl-
edge scores. The lattice approach is attractive since it
can compactly represent many word sequence hypotheses
and it can avoid a fundamental inefficiency of N-best lists
where the separate parsing of each hypothesis necessitates
much repeated work.

2.1. Lattice Parsing

Previous work [3] has demonstrated that a probabilistic
LR parser extended to handle uncertain input [4] is able
to successfully parse the output of an acoustic pattern
matcher front-end directly. A more detailed investigation
[5] showed that this technique yields increased recognition
performance over the rescoring of an N-best list using a
PCFG. This was shown to be due largely to the increased
proportion of sentences for which an output parse is pro-
duced. Unfortunately, the search space required by this
direct application topology is intractable for more than a
trivial recognition task. However, if the search space can
be sufficiently constrained the extended LR parser could
potentially be applied to these tasks.

A word lattice [1] or word graph [2] formed using an
n-gram language model in combination with the pattern
matcher forms such a reduced search space. A similar
constrained search space is created by merging N-best hy-
potheses into a word hypotheses lattice [6]. In principle
lattices can be parsed efficiently in a single pass by the ex-
tended LR parser. Indeed, the application of LR parsing
to word lattices has been considered in [7]; however the
parser used in this current work is more sophisticated and
there are additional issues to consider as described later.
Lattices as described in [1] and [2] can contain many arcs
for the same word, with slightly differing start/end times,
word sequence contexts, or different pronunciations. This
can present a significant problem for the parsing of lat-
tices since the LR parser must handle each word transition
node in the lattice. This can produce much inefficiency in
the parsing due to the need to process the multiple con-
texts independently. The problem can be addressed by
merging the lattice arcs that are closely spaced in time
using reduction rules to produce a finite-state syntax ig-
noring word transition time differences. It is reported in
[1] that this merging can reduce the number of distinct
arcs by a factor of between 10 and 20. In this merging
the lattice can be optionally constrained to only allow
predecessors which existed prior to the merging.

The lattice produced by N-best merging in [6] is con-
strained to only allow the actual N-best hypotheses. Pars-
ing a lattice of this form should give recognition perfor-
mance identical to the parsing of the individual N-best
hypothesest. The information in a lattice without prior

IThe only difference may result from the use of a Viterbi
type beam search in the enhanced LR parser.
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Word Sentence Word
Density | Error Rate | Error Rate
N=5 Lattice 1.49 27.82 6.10
N-best - 29.23 6.51
N=100 | Lattice 4.10 16.20 3.21
N-best — 18.66 3.67

Table 1. % sentence/word error rates for lattice and N-best,
and lattice word density.

N-best extraction does not include this level of word tran-
sition restriction. The parsing of a merged lattice is able
to consider either all word arc transitions at merged nodes
or to be constrained to consider only transitions observed
prior to compaction. Parsing in the latter case may be
observably faster due to the additional constraint on the
search-space. The word lattice parsing considered in [7]
allowed adjoining word time frame overlaps and gaps,
but in this case no account was taken of acoustic score
consistency. Correct acoustic scores can only be avail-
able in a constrained word sequence lattice; an additional
frame level recognition pass being necessary in the un-
constrained case to compute exact acoustic scores. For-
tunately, it is found in [2] that this type of word sequence
constraint does not affect recognition accuracy. Despite
the lattice compaction there may still be arc overlaps
across nodes which the parser must handle efficiently.

2.2. Experimental Investigation
2.2.1. Lattice Construction

An initial investigation of lattice parsing was carried
out using the experimental system described in (3, 5].
This system consists of an acoustically lightly trained iso-
lated speaker-dependent HMM recognition system with a
pre—terminal vocabulary of 100 words. A corpus derived
from a hand written PCFG was used to train a bigram
smoothed using the Good-Turing method. A spoken test
set of 284 additional sentences generated from the PCFG
was recognised by the acoustic front~end without linguis-
tic assistance. The front-end output was fed to a Viterbi
decoder which used the Good-Turing smoothed bigram to
produce an N-best list for each sentence. A simple word
lattice was then created by merging the N-best list entries
as in [6]; however, in our case the N-best word sequence
constraints were not present in the lattice. This was nec-
essary since the current implementation of the enhanced
LR parser does not allow path constraints.

The quality of a word lattice can be computed in terms
of two measurements: the sentence error rate, which de-
termines whether a path corresponding to the true sen-
tence exists in the lattice; and the word error rate, which
indicates whether the correct word exists at a given point.
These measures give lower bound recognition error rates
for the lattice. Another figure of interest is the word den-
sity which corresponds to the number of unique word arcs
in the lattice for each utterance. Table 1 shows these fig-
ures for word lattices and N-best lists generated for N=5
and N=100. It can be observed from these results that
for both values of N, improved word and sentence recog-
nition hypotheses are available within the lattice. This
demonstrates the potential of allowing a lattice search
not constrained to only N-best entries. The word den-
sity figures show the lattices derived when N=100 are
much deeper. In addition, both the longer N-best lists
and corresponding deeper word lattices contain on average
more correct words and sentences. These statistics would
be expected to improve if a trigram were applied either
in the Viterbi decoder or as an initial rescoring of the
N-best list; however, it is anticipated that performance
where N=100 would still remain superior. In practice,
it is found that the length of N-best lists in speech un-
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Error Rate (%)
Target Bigram | Rescore | Direct | Lattice
N-best
Words 9.12 10.85 4.86 7.82
Sentences 41.61 27.99 2299 | 25.92
% no parse - 5.47 0.00 1.82
Av par (secs) - 12.23 7.31 1.35

Table 2. Comparison of recognition and LR parsing perfor-
mance for alternative application topologies.

derstanding systems, utilising the parsing and rescoring
of individual hypotheses, must be considerably restricted
if useful operating speed is to be maintained; for exam-
ple, N=5 in the system described in [8]. Hence, efficient
parsing of word lattices could be of considerable utility.

2.2.2. Parsing Ezperiments

The recognition output data for N=100 was used to
examine the performance of three parsing topologies: re-
scoring N-best hypotheses lists generated using the bi-
gram,; direct parsing by the enhanced LR parser [4] of the
front-end output; and parsing the word lattice from the
merged N-best list using the enhanced LR parser. It was
found that 10 of the test sentences could not be parsed
to completion in the lattice. These sentences were held
over for examination in section 3 and the results here are
for the remaining 274 sentences. The key results of this
recognition experiment are shown in table 2. This shows
the parsing of the word lattices to be around 10 times
faster than rescoring a 100 entry N-best list; although as
noted previously, N-best lists of this length are unlikely
to be used in practice. Also for the lattice the proportion
of sentences with a completed output parse is consider-
ably increased, resulting in a consequent increase in word
and sentence recognition accuracy. Direct connection of
the parser to the front-end output resulted in the best
recognition performance and produced parsed output for
all sentences. However, whilst average parse time is only
about 6 times greater than for the lattice in this system,
the required search space would make this topology in-
tractable in a larger system. Overall the use of the word
lattice is shown to be effective and efficient.

3. APPLICATION OF AN INTEGRATED
LANGUAGE MODEL

From the results in table 2 it can be seen that the parsing
of the word lattice fails to produce any parsed output
hypotheses for some input utterances which were handled
by the direct connection topology. For a further subset of
10 sentences the parser failed to complete the parse of the
word lattice. Investigation of these lattices showed that
the search space reduction had removed some important
word entries, without these the parser was unable to form
a complete grammatical parse through the lattice. This
will always be a potential problem where the search space
has been probabilistically constrained, regardless of the
quality of acoustic and lower level language modelling.

An additional consideration is that the formation of
suitable grammars for speech recognition systems is com-
plicated due to conflicting properties. A grammar with
high coverage of input word sequences is likely to have
high ambiguity, and hence increased parse time; and also
coverage of many incorrect word sequence hypotheses,
making discrimination of the most correct hypothesis dif-
ficult.

Our approach to handling both these sources of diffi-
culty is an integrated grammar/bigram language model.
This can score any word sequence by a combination of
phrase level parsing and bigram links between parsed
phrases [9]. There is no requirement for the grammar to
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Original | Integrated | Bigram
PCFG Model Model
Perplexity | 7.7 112 113

Table 3. Language model of perplexity values.

Error Rate (%)
Target Bigram | Direct | Integrated
Words 28.13 16.13 28.13
Sentences | 100.00 90.00 100.00

Table 4. Recognition results for word lattice failures.

have full coverage, or even for it to be fully connected. In
the first stage of processing all syntactic structure present
within a sentence is found using the generalised LR parser.
For any sentence there is a set of possible paths that span
it, passing sequentially through the nodes of this struc-
ture. The model is trained by finding for each element of
the model (symbol bigram or production rule) the propor-
tion of these paths which use that element, accumulating
these over the corpus, and then normalising and smooth-
ing both the bigrams and the production rule probabili-
ties. The score assigned to each path is then the product
of probabilities of all bigrams and rules used along the
path in deriving the sentence. A sentence score can natu-
rally be defined as the sum of scores for all paths that span
it, and can be found using a procedure very similar to the
HMM forward algorithm. The optimum interpretation is
obtained by finding the highest—scoring partition of a sen-
tence into a series of phrases, where the phrases have the
widest possible coverage and the score is the total score
over all paths through the structure thus defined. There
may be many possible interpretations because of node-
sharing as well as ambiguity. '

3.1. Re-scoring Lattice Hypotheses

An initial investigation of the utility of the integrated
model was carried out by using it to process sentences for
which the parse of the lattice failed to complete. For this
first test the N-best list used to form the word lattice was
rescored using the integrated model. The bigram links
and rule probabilities of the integrated model were trained
by processing a 10,000 sentence subset of the grammatical
corpus used to train the recognition bigram as described
in [9]. Table 3 shows perplexity values for the original
sentence based PCFG, the integrated grammar/bigram,
and a smoothed bigram, measured over a 10,000 sentence
test set.

The N-best list was re-scored by combining the acoustic
and integrated scores for each hypothesis. Table 4 shows
word and sentence recognition error rates for these addi-
tional word lattices. The results for direct connection of
the LR parser demonstrate that these sentences perform
worse overall than average for recognition anyway. Exam-
ination of the acoustic recognition data revealed that this
is due to poor acoustic scoring of some correct words. It
is frequently these words which are found to be missing
from the lattice, resulting in the parse failure sentences.
Recognition performance for the integrated model is iden-

Word Sentence Word

Density | Error Rate | Error Rate
N=5 Lattice 1.44 100.00 26.61
N-best - 100.00 26.61
N=100 | Lattice 3.16 100.00 20.96
N-best - 100.00 21.77

Table 5. % sentence/word error rates for lattice and N-best,
and lattice word density for lattice parse failures.
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Error Rate (%)
Target Bigram | Lattice | Integrated
N=100 | Words 9.08 19.84 8.38
Parsed | Sentences | 41.61 31.39 39.78
N=100 | Words 27.42 100.00 30.65
Failed | Sentences | 100.00 | 100.00 100.00

Table 6. Recognition results for N=5 word lattices using:
bigram, sentence grammar, and integrated model.

Grammar | No. of Non- Vocabulary
Rules | terminals coverage
Full 787 123 501(100%)
G775 775 117 500(100%)
G702 702 99 472(94%)
G530 530 45 453(90%)
Null 0 0 0

Table 7. Details of ARM corpus test grammars.

tical to that of the bigram. Whilst this is slightly disap-
pointing it is important to note that syntactic structure
can now be interpreted where none would otherwise have
been available. The sentence and word error rates and
word density for the word lattices derived for this subset
of the test sentences are shown in table 5.

Unfortunately, the implementation of the integrated
model is not currently sufficiently sophisticated to syn-
chronously process word lattices. A preliminary evalua-
tion was carried out using the shallower lattices derived
where N=5. In order to generate individual word string
sentence hypotheses which can be processed by the in-
tegrated model, the word lattices were expanded to an
N-best list containing all the word sequences possible
through the lattice. These N-best lists contained around
20 entries per sentence; attempting this expansion with
the deeper lattices would produce lists with many thou-
sands of entries for each sentence.

Table 6 parse shows recognition performance using both
the bigram model, integrated model, and sentence level
parsing of the lattice, for both the 274 sentences parsed
from the deeper lattice and the 10 sentences where lattice
parsing failed. The integrated model is shown to work well
for the previously parsed sentences®, but unfortunately
slightly degrading performance for the others . The latter
data set is very small and, taken with the results in table
4, can only be taken as indicative of general behaviour.

3.2. ARM corpus experiments

Much of the ongoing development of the integrated model
has focussed on a corpus of Airborne Reconnaissance Mis-
sion (ARM) reports [9]. This section describes some re-
cent experiments. on the ARM corpus using a version of
the integrated model modified to prune “hanging” single-
ton reductions from the parsed subtrees. This pruning is
applied to both the training and recognition phases and
has been found to greatly reduce the number of paths and
improve perplexity figures.

The ARM reports have a vocabulary of 511 words, and
each one consists of a series of sentences of standard types.
There is a full grammar for these reports which we have
adapted into context—free form. This allows us to study
the effect of using a hierarchy of grammars from empty to
full-coverage: details are contained in Table 7. The results
for these grammars shown in figures 1 and 2 demonstrate
that although the mean number of possible paths through
a sentence increases exponentially with length, the mean

2The high word error rate for the sentence level grammar
arises since all words in the sentence are counted as incorrect
when no output parse is possible.
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