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ABSTRACT

This paper describes pitch extraction of telephone-
bandwidth speech using a combined place-temporal
approach. The method makes use of a nonlinear
auditory model which regenerates harmonics below 300
Hz which have been removed from the speech by the
bandlimiting effect of a telephone channel. The spectral
rerpresentation  produced by the nonlinear auditory
model is further processed using the Harmonic Product
Spectrum to give an initial estimate of the fundamental
frequency, using only place information. This initial
estimate is then refined by temporal analysis on the
detailed time response of a single section of the
auditory model.

1. INTRODUCTION

The problem of pitch or fundamental frequency
extraction of speech is one which has received a great
deal of attention from the research community over the
years (for a review, see [1], [2]). Traditionally, Pitch-
Detection Algorithms (PDAs) were classified as being
cither time-domain or frequency-domain. More
recently, a third class of PDAs has been suggested,
namely those techniques based in some way on auditory
pitch perception theory [2]. Among this third class of
PDAs are the Harmonic Product Spectrum (HPS) and
the Harmonic Sum Spectrum (HSS)[3], which rely on
the fact that in a complex stimulus, sub-harmonics of
the different resolved stimulus components will
coincide at certain frequencies. The largest number of
such coincidences will occur at the fundamental
frequency. Although these PDAs predate many of the
strongest theories of pitch perception, they bear a
remarkable resemblence to the ‘place’ theories of, for
example [4].

Many researchers have proposed the wuse of
computational auditory models followed by a stage of
post-processing for the purposes of pitch extraction {5],
[6]. Several such techniques are based on so-called
‘temporal’ theories of pitch perception, which rely on a
temporal analysis of the detailed outputs of individual
nerve fibres, rather than using purely place information,
as in the HPS or HSS. Autocorrelation analysis is
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frequently used in such models. The question of
whether a place mechanism, a temporal mechanism, or
both is used in the perception of pitch is still a subject
of some debate [7], particularly regarding the relative
importance of resolved and unresolved harmonics of a
complex stimulus.

While many PDAs have been proposed, very few
have directly addressed the problem of pitch extraction
of telephone-bandwidth speech, i.e. speech which has
been bandlimited to between 300 Hz and 3.4 kHz (those
which have addressed this problem include [8] and [9]).
Generally, such speech will not contain a component at
the fundamental frequency (or the second harmonic, in
the case of most male speakers), and consequently, any
technique which depends on their being a strong
component at the fundamental frequency (e.g. HPS or
HSS) will find pitch extraction more difficult than for
low-pass filtered speech. Those auditory models which
perform pitch extraction using temporal analysis do not
require individual components to be resolved; however,
they generally involve a running autocorrelation to be
performed across the entire array of auditory nerve
fibres, which results in a high computational load.

In [10], the authors proposed a nonlinear auditory
model which attempted to regenerate the missing
harmonics in  band-pass filtered speech, and
subsequently extracted a HPS from the inner hair cell
outputs of the model. This was essentially a pitch
extraction mechanism based on place theories of pitch
perception. They found that better results were obtained
using the combined nonlinear auditory model/HPS than
for a linear auditory model/HPS combination.
However, the pitch estimate obtained could only take a
value which was equal to the characteristic frequency
(CF) of one of the filters in the cascade of filters used
to represent the basilar membrane. The work described
in [10] is extended here by adding a temporal analysis
module to the pitch extraction mechanism, the purpose
of which is to obtain a more refined estimate of the
pitch frequency. Essentially, the ‘place’ analysis
performed by the HPS gives a gross estimate of the
pitch, quantised to the nearest filter CF. Temporal
analysis is then performed on the detailed time response
of the filter corresponding to the gross pitch estimate,
thus yielding a more accurate pitch estimate. Thus, this
is a hybrid place/temporal method for pitch extraction.
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It should be noted that in this context, the term ‘pitch’
refers to ‘fundamental frequency’ rather than ‘perceived
pitch’. Therefore, the model proposed here is not
intended to provide an accurate model of human pitch
perception, along the lines of [6]. Rather, it is intended
that this model should provide a reasonable estimate of
the fundamental frequency of band-pass filtered speech
as a by-product of the spectral analysis carried out by
the auditory model.

2. THE NONLINEAR AUDITORY MODEL
2.1 The nonlinear basilar membrane model

The auditory model consists of a cascade of 128
digital filters, with characteristic frequencies between
70 Hz and 3.4 kHz [10]. This model is based on the
digital filter model described in [11]. The sampling
frequency is 8 kHz. The displacement of each digital
filter is passed through a model of the inner hair cell
(THC), which essentially extracts the energy in the
output of each filter.

In addition to being input to the IHC, the membrane
displacement is also fed into a nonlinear element which
regenerates missing components below 300 Hz,
provided enough harmonic information is available in
the membrane displacement. The output of this
nonlinear element is then bandpass filtered to the range
70 Hz to 300 Hz, thus passing only those harmonics
within the model bandwidth which are below 300 Hz,
and suppressing any regenerated harmonics above 300
Hz, since these latter components are already available
in the pressure waveform (see [10] for further details).
The output of the nonlinearity bandpass filter is then
added to the pressure output of the current filter, to
form the pressure input to the next filter. Thus,
components which have been regenerated at any given
point on the membrane travel along the cascade to their
own characteristic places as if they were components in
the original stimulus. A block diagram of one section of
the auditory model is given in Fig. 1.

2.2 Gross pitch estimation using the harmonic
product spectrum

The harmonic product spectrum (HPS) was used to
obtain an initial estimate of the fundamental frequency,
making use of purely place information at the THC
output of the nonlinear auditory model. To calculate the
HPS, the THC output of every filter with CF in the
range 70 Hz to 500 Hz, and the THC outputs of the
filters corresponding to its second to sixth harmonics,
are multiplied together. This method is used because
harmonics of a common fundamental multiply
coherently, whereas other uncorrelated components do
not. Up to six harmonics are used because the sixth
harmonic of 500 Hz is 3 kHz, which is approaching the
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Fig. 1. Block diagram of one section of the
auditory model.

upper lintit of the bandwidth of the auditory model (3.4
kHz). The HPS is plotted against either filter number or
frequency, and a peak-detection algorithm can be used
to obtain the frequency of the most prominent peak. It
was found in [10] that the HPS calculated from the THC
outputs of a nonlinear auditory model was more
effective in extracting the fundamental frequency of
bandpass filtered speech than the HPS calculated from
the THC outputs of a linear auditory model, which does
not regenerate missing harmonics below 300 Hz. Plots
of the THC responses and corresponding HPSs of the
linear and nomlinear models, for one frame of a
bandpass filtered vowel, are shown in Fig. 2.

2.3 Refining the initial pitch estimate

As described in the previous subsection, the
frequency of the the most prominent peak in the HPS
for a given frame is taken to be the pitch estimate for
that frame. However, this pitch estimate is quantised to
the nearest filter centre frequency. A more accurate
estimate of the fundamental frequency can be obtained
by treating the estimate obtained from the HPS as a
gross estimate only, and by subsequently performing
temporal analysis on the detailed displacement response
of the filter whose CF is equal to the gross pitch
estimate. Thus, a combined place- temporal approach is
used, in which place information is used to give a gross
pitch estimate, and temporal information is used to fine-
tune the initial estimate. For the results presented here,
the Average Magnitude Difference Function (AMDF)
[12] was used for temporal analysis.

3. PITCH EXTRACTION

Before pitch extraction, the nonlinear auditory
model also carries out a simple voiced/unvoiced
classification for each speech frame, using the
information in the HPS. For a voiced speech frame,
there will be a very strong peak in the HPS at the
fundamental frequency, while the mean value of the
HPS will be quite small. :
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Fig. 2. Typical IHC and HPS responses for linear and
nonlinear models, for one frame of a bandpass
filtered vowel.

For an unvoiced speech frame, there will be little
coherent behaviour in the HPS, thus the mean value of
the HPS will be much higher than for a voiced frame.
Hence, the ratio between the peak value and the mean
value of the HPS can be used as a simple measure for
making a binary voiced/unvoiced (V/UV) decision for a
speech frame. If this ratio is found to be above an
empirically-determined threshold, then the frame is
classified as voiced, otherwise it is classified as
unvoiced. Unvoiced frames are arbitrarily assigned a
pitch value of 0.

The algorithm has been tested using band-pass
filtered isolated and continuous utterances. Pitch
contours were derived from the test utterances for the
nonlinear model/HPS/temporal analysis combination.
Reference pitch contours were obtained by applying the
AMDF directly to the lowpass filtered speech (i.e. the
test utterances before the low frequency components
were removed). Gross errors in the reference pitch
contour were corrected manually. Pitch contours
derived from the bandpass filtered speech using the
proposed model, as well as the reference contour, are
plotted in Fig. 3 for the isolated digit ‘ZERO’, which
contains both voiced and voiced fricative portions (the
time waveform of the utterance is shown in the top half
of the figure).
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Fig. 3. Time waveform and pitch contours for
isolated, bandpass filtered utterance ‘ZERO’.

A number of points can be noted. Firstly, during the
initial voiced fricative portion of the utterance, the
auditory model pitch extractor incorrectly classifies the
voiced frames as unvoiced. Siuce the V/UV decision is
based on a measure of coherency in the HPS, this
means that the HPS does not exhibit a strong level of
coherency for these frames. The reason for this is that,
in order for the model to regenerate missing harmonics,
it is necessary for sufficient information to be present in
the responses of those filters in the cascade which
include a nonlinear element. This is not the case for this
particular utterance. The auditory model had no
difficulty in extracting the fundamental frequency of the
lowpass (as opposed to bandpass) filtered speech.
During the middle and final vowel portions of the
utterance, the auditory model contour follows the
reference contour fairly closely. It should be noted that
the AMDF also failed on the voiced fricative when
applied directly to the bandpass filtered speech. The
second point to note is that the pitch contour for the
auditory model lags behind the reference contour. This
can be accounted for by the latency of the auditory
model.

Reference and auditory model-derived pitch
contours for a continuous speech utterance are shown in
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Fig. 4. Pitch extraction of voiced portion of TIMIT
utterance “...water all year”.

Fig. 4. The utterance in this case is taken from the
TIMIT acoustic-phonetic database. The behaviour of
the model here is similar to that observed for the
utterance in Fig. 3.

4. DISCUSSION

This paper has described an auditory model-based
method for pitch extraction, using a nonlinear auditory
model, combined with a hybrid place-temporal
technique for extraction of fundamental frequency from
the model output. The method is intended for use with
telephone bandwidth speech, which generally will not
contain a component at the fundamental frequency. The
principal advantage of the method is that it is not
necessary to carry out temporal analysis on every filter
output, as is currently done with several auditory
model-based pitch extractors. Also, regeneration of the
fundamental frequency in voiced speech simplifies the
extraction of pitch using temporal analysis, since,
generally, the filter output which is temporally analysed
will only contain a single dominant frequency
component. In essence, this method emphasises the
contribution of lower harmonics to pitch extraction.

This method is not intended to provide an exact
replica of the perceptual pitch extraction mechanism,

EUROSPEECH ’95, Madrid, Spain, September 1995

rather it is intended to provide a means by which the
spectral output provided by the auditory model (i.e. the
IHC response) is enhanced by the inclusion of nonlinear
elements, and a pitch extraction mechanism. While the
nonlinecar model is effective in pitch extraction of
voiced speech, some further development is needed to
handle more complicated cases, e.g. voiced fricatives,
or cases of mixed excitation. Also, the voiced/unvoiced
detection mechanism, while effective for the simple
cases of either purely voiced or purely unvoiced speech,
could probably be improved. Future work will involve
further development to address these issues, as well as
more extensive evaluation, to enable more direct
comparison with other studies [8], [9].
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