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Abstract

Two efficient and exact algorithms for computing the N
best sentence hypotheses in continuous speech recogni-
tion are studied and compared. Both procedures are first
stated as algorithmic solutions to the N shortest paths
problem in graphs. The first algorithm is based on the
general A* search strategy. The second one is based on
a recursive procedure that enumerates shortest paths end-
ing at a given node and is referred to as the Recursive
Enumeration Algorithm.

1 Introduction

Most commonly used Continuous Speech Recognition
(CSR) algorithms search for the shortest path in an un-
derlying graph whose paths represent word sequences. In
this work two efficient and exact algorithms for finding the
N shortest paths in a graph are studied, and it is shown
how they can compute the N Best Sentence Hypotheses
(BSH) in CSR. Both algorithms compute the best solution
in a first (time-synchronous) stage, and compute alternat-
ive solutions in a second (time-asynchronous) stage.

The first algorithm is studied in Section 3 and is based
on the A* search strategy, which has been applied to the
N BSH problem in CSR in different ways. Soong and
Huang [1] apply the A* search for finding the N BSH in a
finite state automaton that models syntactic constraints.
Lokbani [2, 3] applies the same strategy for finding the N
BSH in the One Stage Trellis (OST) (the search graph
underlying the One Stage algorithm) [4].

The second algorithm is studied in Section 4 and is re-
ferred to as the Recursive Enumesstion Algorithm (REA).
In [5] this algorithm is used for finding the N BSH in the
graph underlying the Two Level algorithm [6]. In [7, 8] it
is applied to compute the N BSH in the OST.

Section 5 presents an experimental comparison of these
algorithms when they are used to compute the N BSH in
the OST. In both cases this results in a highly efficient
computation of the exact N BSH. The major drawback of
working with the OST is the space required in order to
store the best score computed by the One Stage algorithm
for each node of the graph (that is, for every acoustic state
in every frame). This space can be highly reduced if beam
search is used and only the candidates which survive the
pruning are stored [8]. For large applications, different
approaches should be considered. Searching for altern-
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ative paths in the graph associated with the Two Level
algorithm, whose size is smaller than the size of the OST,
can reduce this problem [5], but requires a more costly
first stage. Alternatively, shortest paths can be searched
for in the syntactic graph, at the cost of performing Vi-
terbi alignments during the second stage [1]. Word graph
representations may also be preferable when the N BSH
for large values of N are required [9].

2 Problem Formulation

Let G = (V, E) be a directed graph, where V is the set of
nodes and £ C VxV istheset of arcs. Let £: E ~ IR bea
weighting function on the arcs. The value of £(u, v) will be
called length of (u,v). Positive and negative lengths are
allowed but it will be assumed that G does not contain
negative length cycles. The set of predecessors of a node
v € V will be denoted as I'"!(v) = {u : (u,v) € E}.

Given u, v € V, a path from u to v is a sequence
T=71 72" " Wxy € V*, where m = U, My = v, and
(i, mig1) € E for 1<¢<|n]. The length of a path 7 is
L(m) = Zl<z<]7r| £(m;, miv1), and L(r) = 0 if |x| = 1.

Let us consider the problem of finding the N paths from
a start node s to a terminal node ¢ with minimum length.*
For every v € V, the n-th shortest path from s to v will be
denoted as 7" (v), and L™(v) will denote its length. The
problem of finding = (t), 7°(t), ..., 7" (t) will be hereafter
referred to as the N shortest paths problem. It will be
assumed that algorithms for finding #'(v) and L'(v) for
every v € V are known.

The N Best Sentence Hypotheses problem consists in
finding the N shortest paths whose associated word se-
quences are different.

3 A" Algorithm

The A* search strategy, applied to the shortest path prob-
lem, maintains a set C of candidates for shortest path in
the graph. A candidate is a path 7 ending at ¢, and repres-
ents the set of all paths from s to ¢ that end with the suffix
7. A candidate = whose first node is v is scored by L(w)
plus an estimation L' (v) of the shortest length from s to v.
The algorithm initially contains one candidate path con-
sisting of only one node, ¢, with score L'(¢). In the main
step of the algorithm, the candidate with minimum score is
extracted from the set C and all its one-arc extensions are

*Finding the N shortest paths from nodes in a set 4 cVv
to nodes in a set B C V can be reduced to this problem by
connecting an extra node s to all nodes in A and all nodes in
B to an extra node ¢, with arcs of length 0.
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inserted in C. This step is repeated until a complete path
(i.e. a path beginning at s) is extracted, which is then
returned as the shortest path. If I'(v) < L*(v) Vo € V
and L!(s) = 0 then the algorithm finds the correct op-
timal solution (and the estimation function is said to be
admissible).

This A* procedure can be easily extended to generate
the IV shortest paths by repeating the main step until N
complete paths are extracted from C. This is shown in the
following algorithm, which slightly improves' the version
presented in [10]:

1. Compute L' (v) for all'v € V. Initialise n + 1 and
C « {t}.

2. Let w be the best candidate in C. Remove 7 from C.
Let v be the initial node of =.

3. If v = s then
let 7" (t) «~ m,let n ¢+ n+1
if n = N then STOP.

4. For each u € 1'~(v), insert u - 7 in C with score
L*(u) + l(u, v) + L{x).

5. If C' # 0 then goto step 2, else STOP.

Efficiency of this algorithm depends on how approxim-
ate are the estimations to the exact values. In a particu-
lar and extremely efficient version, the first stage (step 1)
computes L'(v) = L*(v) for all v € V. The following
theorem states the efficiency of the resulting algorithm:

‘Theorem 1 If L'(v) = L*(v) then for every n> 1,
7™ (t) can be obtained by the A* algorithm in time
O(k - d-log N), where k is the number of nodes in «"(t),
and d is the magimum input degreet of the graph.

Proof: If the score in C of a partial path corresponds ex-
actly to its best possible extension arriving at s, the A*
search is of maximum efficiency: once a partial path =
from v to t has been extracted from C, the search pro-
cess leads to the next shortest path from s to ¢ by adding
to 7 all nodes in 7' (v) in |7!(v)| iterations of steps 2-5.
That is, the selected candidate is always a suffix of the
next shortest path. Therefore, no more than k = |x"(¢)|
iterations of steps 2-5 are required in order to compute
7™ (t) once 7' (t), w(t), ..., #" () have been obtained.
For every node u in 7' (v), the number of candidates in-
serted in C is |T™!(u)| < d. Each new candidate can be
efficiently represented as a pointer to the selected one (this
leads to a suffix-tree representation of the shortest paths
rooted at ¢). Candidate scores can also be incrementally
computed in O(1) time. If N is a priori known, the size
of set C can be limited to IV, so that partial paths whose
best possible extension is worse than the N best current
ones are pruned. If set C is implemented as a bounded
heap, the cost of selecting and inserting a candidate in C
is OlogN). O

Computing an inexact estimation of L'(v) may allow a
faster first stage at the cost of losing some interesting
properties: size of C"can not be limited to N, and selec-
ted candidates are not always suffixes of the next shortest

1t is not restricted to non-negative arc lengths, and does
not associate a vector of N labels to each node.
tSometimes referred to as branching factor.
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path. This represents a trade-off between complexity of
the first and second stages [11, 12].

In order to generate the N shortest paths with different
word sequences, it is not necessary to insert in C a path
from u to t if it corresponds to the same word sequence
as a previously inserted better path from » to ¢. This
approach is used in [2, 3, 13] for finding the N BSH in the
OST.

4 Recursive Enumeration Al-
gorithm

The Recursive Enumeration Algorithm solves the N
shortest paths problem and i$ based on a recursive pro-
cedure which selects the next shortest path ending at a
given node v from a set of candidates associated to v:

1. Compute 7*(v) for all v € V.

2. For all v € V| initialise a set of candidates for next
shortest path from s to v: C[v] « {x'*(w) v :u €
) Anl(w) #7t(u) - v}.

3. For n « 2 to N do NexztPath(t); if " (t) does not
exist then STOP.

Assuming that 7l(v), 72(v),..., 7" (v) are already avail-
able, NextPath(v) computes 7"+ (v) as follows:

3.a Let 7™ (v) be of the form 7™ (u) - v. If #™%(u) has
not been already computed, call NeztPath(u). If
7™+ (4) exists then insert 7™ (u) - v in C[u).

3.b If C[v] # @ then extract from C[v] the best candidate
and assign it to 7" (v), else 7" (v) does not exist.

A proof of correctness can be found in [14, 15], where
it is shown that the REA solves a system of equations
which generalise the well-known Bellman equations for the
shortest path problem. The efficiency of this algorithm is
stated in the following theorem:

Theorem 2 Time cost of step 2 of the REA is O(|E|).
For every n > 1, w"(t) is obtained (step 8) in time
O(k -log d), where k is the number of nodes in 7™~ (¢),
and d is the mazimum input degree of the graph.

Proof: Each candidate set C[v] can be efficiently im-
plemented as a heap, and can be initialised in time
O(log [T~ (v)}) (heapify routine). Therefore, the total cost
for initialising |V| candidate sets is O(| E|). Let us suppose
that 7"~ 1(£) = vy - v2 - ... vs. In step 3.2 NextPath(v;)
could require computing NeztPath(vi—1), which could in
turn recursively require computing NextPath(vi-2), and
so on. In general the recursion could step before reach-
ing node vy = s, due to the fact that shortest paths
could share common preffixes and, therefore, next re-
quired paths could have been previously computed. In
the worst case recursion reaches node v; = s. Therefore
the number of recursive calls needed to compute 7" (t) is
bounded by k& = |7"~!(t)|. The set C[v] contains at any
time at most one candidate for each predecessor node of
v. Each candidate can be implemented as a pointer to the
corresponding path in the predecessor node, accessible in
time O(1) (this leads to a prefix-tree representation of the
shortest paths rooted at s). If the set C[v] is implemen-
ted as a heap, time cost of each call to NeztPath(v) is
O(log [T~} (v)]), where [T™!(v)| <d. D
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Figure 1: CPU time of REA and A* algorithm for generating the exact N BSH in Tasks L.a and Lb (city-name spelling, left) and
Task II (500 isolated words, right). Time for N = 1 corresponds to the One Stage Algorithm.

The time cost of step 2 is bounded by the cost of step 1.
[n practice, it is convenient to initialise the candidate
sets during step 3, and only for those nodes v on which
NeztPath(v) is required. On the other hand, lists are more
efficient in practice when [T ~*(v)| is small.

In order to generate the IV shortest paths with different
word sequences, the following step is added to procedure
NeztPath so that partial paths whose word sequences have
been already generated are discarded:

3.c If 7"*1(v) = 7™(4) - v and it shares the same word
sequence with 7*(v) for some 1 < i < =, then
discard 7" (v) and insert ™ (@) - v in Clv] (if
it is not available, then compute it by first calling
NeztPath(4)). Goto step 3.b.

This approach is used in [7, 8] for finding the N BSH in
the OST.

5 An Experimental Comparat-
ive Study

In the previous sections it has been shown how the A*
algorithm and the REA can be adapted for generating the
N shortest paths with different word sequences. Time
cost of the algorithms is affected by this modification in
a way that depends on the number of paths that share
identical word sequences. An experimental comparison
with respect to their application for finding the N BSH
in the OST is given here. Results are presented for two
different representative tasks.

Task I is a connected word recognition task consisting of
the recognition of 1641 utterances (accounting for a total
of 7132 seconds of speech) of French city name spellings
chosen from a vocabulary of 121 names and recorded over
the telephone network for 93 speakers (see [16] for a de-
tailed description). Average number of words (in this case
individual characters) per utterance is 6.95. Average num-
ber of frames per utterance is 271.65. Thirty context-
independent continuous Hidden Markov Models describe
the French characters plus silences. The syntactic-level fi-
nite state automaton allows any arbitrary concatenation of
characters and silence, preceded and followed by silence.
The integrated network embedding acoustic and syntactic
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models has 699 states and 2168 transitions. Two variants
have been used: in one of them (Task I.a) word labels
in the integrated network are as close to the initial state
as possible; in the other one (Task Lb) they are as close
to the final state as possible. Task L.b favours the A* al-
gorithm since paths with repeated word sequences can be
discarded earlier.

Task II is an isolated word recognition task consist-
ing of the recognition of 4883 utterances (accounting for
a total of 4615 seconds of speech) of French words chosen
from a vocabulary of 500 words, recorded over the tele-
phone network for 10 speakers. Average number of frames
per utterance is 59.07. Thirty eight French phonemes
are described by context-independent continuous Hidden
Markov Models. A finite state automaton with phonemes
associated to the arcs models the 500 possible words, pre-
ceded and followed by silence. In this model prefixes
and suffixes shared by several words are represented com-
pactly. The integrated network embedding acoustic and
syntactic models has 6835 states and 19378 transitions.
In this case, word labels are as close to the final state as
possible. .

Figure 1 compares both algorithms in terms of CPU
time for an IBM RISC 6000/3AT Power Station. This
results have been obtained with implementations of both
algorithms sharing the same input data: i) a network in-
tegrating the acoustic and syntactic models, and ii) the
(exact) scores L'(v) for all v in the OST, computed by
means of the One Stage algorithm. Beam search prun-
ing was not performed. Space requirements for both al-
gorithms mainly correspond to the cost of storing the best
score to each node of the OST, plus the cost of storing the
paths generated during the second stage. For the tasks
considered here the first cost predomines for N < 10 and
both costs are similar when N = 100.

The REA is more efficient for Task I, as expected from
the analysis of cost performed in Sections 3 and 4. Due to
the small branching factor (in average 3.1 for Task I and
2.8 for Task II), the local candidate sets of the REA have
been implemented as sorted lists. These lists are created
during step 3 only in those nodes v on which NeztPath(v)
is invoked. The cost of this initialisations can be appreci-
ated in the figure for small values of N.

The A* algorithm is more efficient in Task II. This can
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be explained by the fact that, when searching for the N
shortest paths with different word sequences in the OST,
both algorithms devote most of the time to the generation
of paths that are finally discarded because they do not
correspond to different word sequences. However, the time
that the REA consumes iterating until it gets a partial path
with a different word sequence is wasted if the obtained
path is not finally selected. The A* algorithm explores a
lower number of finally discarded paths, owing to its global
decision nature. In Task II, where there are a maximum
of 500 possible solutions, generation of different solutions
is more costly and this advantage of the A* algorithm
becomes more significative.

6 Concluding Remarks

Both the A* algorithm and the REA are highly efficient for
solving N shortest paths problem and can be generalised
for finding the N best solutions to Dynamic Programming
problems {17]. The main difference relies on the fact that
the REA chooses the best candidates locally (that is, at
each node it chooses the next best predecessor, with a
computation time which is logarithmic with respect to the
number of predecessors), while the A* algorithm performs
global minimisations (with higher computation time).

‘When applied to the N BSH problem, both algorithms
can discard partial path candidates which would produce
previously generated word sequences. An experimental
comparison with respect to their application for finding
the N BSH in the OST has been presented in Section 5.
Depending on the task, one or other of the two algorithms
may perform better. This difference is not important in
practice: computational time of both algorithms for ob-
taining the exact N BSH (IV > 1) exhibits a behaviour
nearly linear with IV, and it represents a fraction of real
time when values of N up to 100 are considered.
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