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ABSTRACT

Large Vocabulary Word Scoring (LVWS) integrates word
spotting and Large Vocabulary Continuous Speech Recog-
nition (LVCSR) to generate scores and times for a com-
plete lexicon of several thousand words. We first discuss
the main characteristic of LVWS and consider two imple-
mentations, one based on posterior probability scoring,
the other on the n-best lists. Then we address the issue
of how to map the scores to more meaningful confidence
scores. We propose two solutions and present experimen-
tal results on the Switchboard corpus where we associate
confidence scores to the words on the recognition output.
Finally we discuss how to generate transcriptions directly
from the LVWS output. We propose a simple approach
and compare its performance to the performance of the
LVCSR system.

1. INTRODUCTION

Large Vocabulary Word Scoring (LVWS) refers to the pro-
cess of generating word hypotheses for a complete lex-
icon of several thousand words, where each hypothesis
has associated with it a score, as well as beginning and
end times. It is in some sense a generalization of word
spotting to a very large set of keywords, where word spot-
ting is now completely integrated into the Large Vocab-
ulary Continuous Speech Recognition (LVCSR) frame-
work. Even though word spotting has typically dealt
with tasks where we are only interested in a small set of
words [1], some more recent applications such as topic
spotting [3] have successfully used over one thousand
keywords. We describe in. this paper how LVWS can
be implemented and how it can be used in the context
of transcription generation. More specifically, we address
three issues.

1 How do we implement LVWS ? We consider two
approaches that were originally proposed for word
spotting, one based on posterior probability scoring,
the other based on the n-best list.

2 How can we generate confidence scores ? We
know from [4, 5] that the scores generated by the
word spotters have biases and we need to improve
them so that they reflect more accurately the confi-
dence of a given word of being correct.

3 How can we generate transcriptions ? Given the
pool of hypothesized words and their estimated con-
fidence, we discuss how to generate transcriptions
and propose an approach based on thresholding.

We illustrate these issues with a set of experimental re-
sults on a transcription task of conversational speech over
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the telephone, using Byblos, our state-of-the-art Large Vo-
cabulary Continuous Speech Recognition system [8].

This paper is organized as follows. We describe in
Section 2 the implementation of Large Vocabulary Word
Scoring. We present in Section 3 two approaches to im-
prove our original scores and convert them to confidence
scores. In Section 4 we discuss how to generate tran-
scriptions from the LVWS output. Finally we describe in
Section 5 the paradigm used for our experiments. This
includes a brief description of the corpus and of the base-
line LVCSR engine. Section 6 presents our results on a
Switchboard test set. We conclude with a discussion.

2. LARGE VOCABULARY WORD
SCORING

In large vocabulary word scoring (LVWS), we generate
word hypotheses for a large collection of words. Each
hypothesis is associated with a time and a score, and can
be viewed as a 4-tuple of the form (word, beginning time,
ending time, score). These word hypotheses are typically
generated at a much higher rate than the effective word
rate and they typically overlap. LVWS can be viewed as
a simple extension of word spotting to a large collection
of words; the two approaches that we present were in fact
originally derived for word spotting tasks. However, we
would like to emphasize that beyond the conceptual sim-
ilarities, the scope of word spotting and LVWS is fairly
different. In word spotting, we are generally interested
in a few selected keywords and it is generally assumed
that each keyword occurs frequently in training so that
some optimal detection thresholds can be derived. In ad-
dition, given that these keywords are buried in irrelevant
speech, there is a need for filler models and the selection
of such models is critical [2]. LVWS on the other hand
should be viewed in the framework of LVCSR systems
since it’s main goal is transcription generation. As such,
we typically deal with very large lexicon (several thou-
sand words) where most of the words are poorly trained.
In addition the lexical coverage on the test is usually high
(high 90s) and the use of filler models is not critical.

We present now two approaches for LVWS. The first
one is based on forward-backward posterior probability
scoring. The second approach can be viewed as an ap-
proximation of the posterior probability scoring and is
based on the n-best transcriptions. Both approaches can
easily be integrated into a Large Vocabulary Continuous
Speech Recognizer.

2.1. Posterior Probability Scoring

We presented in [2] the forward-backward posterior prob-
ability scoring method. This score, generated on an ut-
terance base, combines the forward score a and back-

2149



ward score 3 as defined in the Baum-Welch algorithm.
These two quantities are first used to compute the quan-
tity p(w,t), which is the posterior probability of being in
state e,, at time t: :

afew, t)B(ew, t)
Zalls o(s, 1)B(s, 1)
where e,, is the last state of word w. The posterior prob-

ability score Sy, measures the probability of keyword w
ending in the vicinity of time 7:

p(w,t) 6))

T+d/2

> pw,t) )

t=r—d/2

Spp(“’: Ty =

where d, the approximate duration of the putative hit, is
obtained by a traceback procedure.

2.2. N-best Scoring

An alternate approach is to estimate the posterior proba-
bility on the n-best lists produced by a LVCSR system [7].
In this approach, the score Sy is:

.. _P(nb;

where P(nb;) is the likelihood of the i-th hypothesis from
the n-best list. We can also view this score as a weighted
count of the number of times a given word appears in
the different n-best list, where the weights are the likeli-
hoods of each n-best hypothesis. This approach has the
advantage of being simple and the putative hits can be
generated as a post-processing step. A limitation how-
ever is that to generate a fairly large pool of putative hits,
the n-best list has to be very large and the method then
becomes impractica.l.

3. GENERATING CONFIDENCE
SCORES

We presented in the previous section two approaches
to generate posterior probability scores. These scores
are posterior probability estimates given the models vused
(acoustic and language model). Given the limitation
of our models (underlying independence assumption,
smoothing, etc.), these scores = have biases and are poor
estimates of the true posterior probabilities [4, 5]. In this
section, we examine how we can improve our posterior
probability estimates by converting these scores to confi-
dence scores C(x) that better reflect the probability of a
given word of being correct.

Approach 1. In this first approach, we assume we have
available a collection of scores z each labeled either as
a hit or a false alarm. From these scores, we can derive
an empirical distribution that can be.used to generate the
confidence scores. The main underlying assumption in
this approach is that the distribution of the scores does
not vary significantly from one test to the other. The
procedure can be summarized by three steps:

1 Given that H is the class of correctly detected words
and H is the class of incorrectly hypothesized words
(false alarms), we can derive two non-parametric dis-
tributions fi(z) = p(z|H) and fo(z) = p(z| H).

2 For the test data, the scores can be modeled by the
mixture density of the form: p(z) = fi(e)p(H) +
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fo(z)p(H), where p(H) = 1 — p(H). Using the
collection of test scores, we can estimate the prior
weight p(H) that maximizes the likelihood of the
test scores.

3 The confidence scores can then be estimated using

H
Bayes rule: Cy(z) =p(H|z) = p(H)fl(i()+()1f~li7z()I{))fo($)

Approach 2. In the second approach, the confidence
scores Ch(z) are generated collectively on a large collec-
tion of test samples. The confidence scores are modeled
as a function g of the rank r(z) of the score z, where
Ch(z) = g(r(z)). We also assume that the overall prior
p(H) on this large test set is known. This simple ap-
proach assumes that on a large enough test set, the rank
is a good indicator of the confidence. This approach has
the advantage that it preserves the ranking if the function
g is monotonic. The procedure is as follows:

1 Pool all the scores from the test set and rank them.
The ranks are then normalized by the total number
of test samples NV so that the result is a relative rank
r(z) € [0, 1].

2 The confidence score C is modeled as a simple func-
tion g(r), where g has one single undetermined pa-
rameter. Given the constraint presented earlier, the
parameter of the function g can be estimated by solv-

ing: [ g(r)dr = p(H).

4. GENERATING TRANSCRIPTIONS

We have presented so far a framework allowing us to gen-
erate putative hits and associated confidence scores. We
examine now how these confidence scores can be used
as a basis for generating transcriptions. We can try to
maximize the average confidence for the transcriptions by
selecting appropriately the subset of words, given some
constraints. These constraints might be as simple as time
constraints to minimize overlap or based on additional
knowledge sources. Working on the output of the LVWS
allows more flexibility since we can adjust the insertion
and deletion rates very easily without having to rerun the
decoding. It also allows us to incorporate different confi-
dence thresholds for different words or subset of words.
In contrast, the Viterbi traceback tries to find the com-
plete transcription that explains all the data, and in doing
so, might force in the transcription words with low con-
fidence scores (out-of-vocabulary or substitution). In fact
we observed that the words in the Viterbi transcription
are not necessarily the ones with the highest confidence
scores.

At this point, we propose a simple approach that uses
only the scores and the timing information.The basic ap-
proach can be broken down into three main steps:

1 Select all words above a given confidence threshold
estimated on held out data.

2 Filter the remaining words using time constraints
since the putative hits can overlap.

3 Generate the transcription by ordering the words ac-
cording to their time of occurrence.

5. EXPERIMENTAL PARADIGM

We describe in this section the data used for our experi-
ments and the configuration for our baseline system. Qur
task is the transcription of conversational speech from the
Switchboard corpus and a more complete description of
our LVCSR system can be found in {8].
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speakers [ dif. words [ tot. words [ hours
training 382 22,235 19M 143
test 10 918 4975 04

Table 1. Number of speakers, unique words, words and
hours for the training and test set.

The Data. The corpus used for these experiments is the
Switchboard corpus which contains conversations over the
telephone in which the two speakers were asked to discuss
a particular topic [6]. A total of 143 hours of acoustic
and language modeling data were set aside for training
and five conversations were used for testing. Given that
each conversation is around 5 minutes long, the training
conversations were segmented at turns and pauses accord-
ing to time marks provided. For the test conversations, a
four-wire speech detector was used. A summary of the
training and test set is presented in Table 1. In terms of
the lexicon, we used the 10 thousand most common words
in the training and the resulting out-of-vocabulary rate on
our test set was 98.3%. Using all the data available in
training, we trained 2-gram and 3-gram language models
and we measured perplexities of 116 and 117 respectively.

Baseline System. As our LVCSR engine, we used By-
blos, BBN’s tied mixture system. The 143 hours of acous-
tic training were used to train gender dependent mod-
els where each context dependent unit was represented
by a 5-state HMM model. For these experiments, a set
of 52 phonemes was used, including 7 phonemes dedi-
cated to model non-speech events such as laughter and
coughing. The decoding was performed in a multi-pass
manner where the first three passes used the 2-gram lan-
guage model and the fourth pass used the 3-gram language
model and crossword acoustic ‘models on an expanded
word lattice. This lattice pass produces the recognition
output as well as a n-best list. A fifth pass is done in the
reverse direction over the same expanded lattice to gen-
erate the forward-backward posterior probability scores.

6. RESULTS

We describe here a set of experimental results on the
test set described above. Using the baseline system we
achieve a word error rate of 53.0% on the test set.

6.1. LVWS

We first examine the performance of the large vocabulary
word scorer. In parallel to the recognition output, we
generate the posterior probability scores Sy, during the
fifth pass. To assess the quality of the scores, we pool
them and report in Figure 1 the detection rate as a function
of the number of putative hits normalized by the number
of words in the reference transcription. We report on the
same plot the operating point from the recognition (55.3
% detection at 0.98 normalized putative hit rate) and we
notice that this point falls almost on the curve. As the
number of putative hits reaches ten times the number of
words in the reference transcriptions, the detection rate
for our LVWS reaches 80%.

6.2. Scores on Recognition Output

In this section, we present results on combining the recog-
nition output with the output of the LVWS. To assess the
quality of the scores Spp, we report for a given threshold
the fraction of correct words above the threshold as a func-
tion of the total number of words hypothesized above the
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Figure 1. Detection rate vs number of hypothesized
words, normalized by the number of words in the ref-
erence for the posterior probability scores (Spp), and op-
erating point from the recognition output.
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Figure 2. Fraction of correct words as a function of the
number of words hypothesized, for posterior probability
scores Spp (plain) and n-best scores Sp;(dotted).

threshold. We can view this process as generating partial
transcriptions where some words in the original transcrip-
tion are discarded, and we measure for a given threshold

the fraction of the words that are correct. At the limit,
all words in the original transcription are included and
we reach the performance of the recognizer. We show in
Figure 2 this curve for both posterior probability scores
and the n-best scores. We notice first that even though the
scores themselves are biased, their rank is meaningful and
if we for example look at the top 20% of the words, 90%
of these words are correct. We can also observe here the
limitation of the n-best based scoring that saturates around
80% correct. This is due to the fact that the words that
occur in all the n-best transcriptions get the maximum
score. Ways to avoid this problem are suggested in [7].

6.3. Generating Confidence Scores

We convert now the posterior probability score Spp, to

confidence scores and evaluate their quality using a x?
test. This test is designed by partitioning the range of
scores in 20 regions or bins, and comparing for each bin
the observed number of correct with the expected number
of correct, which is the sum of the confidence scores for
all the words that fall in that bin. We suspect that our
confidence estimates are not very reliabie for low confi-
dence values and we include a second test where we only
consider the confidence scores higher than 0.3. A level
of significance of 20% was chosen for these tests.
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System: [ avg. conf. p-value p-value

C= (p(H)) 0<C<1103<Cx<«l

Sop 0.88 .00 (RE]) | 1.00 (RED) e
1 0.54 099 (RE]) | 0.1I0TACC)

C, A 0.56 0.73 (ACC) | 0.14 (ACC)

C, B 0.56 099 (REI) 1 001 (ACC)

Recognition

Word Error Rate (%)
5

Table 2. Average confidence and p-values from the x2
test for full range of scores (0 < C < 1), or scores above | Lvws
0.3, for 8y, C) scores, and Cs scores (exponential fit (A)
or linear fit (B)) Optimized N-best

52

50

For the first approach, the parametric densities for the 04 06 08 10
posterior probability scores f1 and fO are estimated in a Threshold
leave-one-out fashion. We generate the confidence scores
one speaker at the time and use the nine other speakers Figure 3. Word Error Rate (WER) as a function of the
to estimate the distributions and the prior. For Approach threshold on the posterior probability scores Sy ; horizon-
2, we consider two models for g(r) and assume the value tal lines indicate WER measured on the Viterbi transcrip-
for the prior is known (p(H) = 0.56). The first model is a tions (“Recognition”), using LVWS with cross validation

linear model of the form g(r) = 1 —ar; the se_c;):ld model (“LVWS”), or measured on the reordered n-best with op-
is an exponential model of the form g(r) = e=*". timal weights (“Optimized N-best”).

We report in Table 2 the average confidence, which is
an estimate of p(H), and the p-values obtained for our
various scores, including the posterior probability score
Spp. We note that as expected, the score Sy, does not
pass the x? tests. We also note that both C; and C, do
not provide good confidence estimates for scores below
0.3, even though the C, score with the exponential fit just

they reflect more accurately our confidence that the word
is correct. We proposed two methods and showed that
they provide good estimates of the confidence scores. Fi-
nally, we addressed the problem of generating transcrip-
tions using the output of the LVWS. We discuss the advan-
tages and proposed a simple method based on thresholding
the confidence scores. Initial results on the Switchboard

passes the test. For the scores above 0.3 however, both test set are very encouraging since this approach achieves
C, and C; pass the test. The score C has the additional a better word error rate than the word error rate measured
advantage that it does not assume a known prior and the on the transcriptions straight out from the recognizer. At
estimated prior is 0.54 for our example; this approach can this point, we plan to first incorporate simple constraints
in fact be used to provide an estimate of the prior that can such as time constraints (overlap removal) or language
be used for C,. modeling constraints. For the long term, we plan to look
at a framework where we can include additional knowl-
6.4. Generating Transcriptions edge sources.
We present here some preliminary results on transcription
generation using the output of a LVWS. In this experi- REFERENCES
ment, we used the posterior probability scores Sp, and [1] JR. Rohlicek, W. Russell, S. Roukos and H. Gish.
estimate the optimal threshold via cross validation. Once “Continuous Hidden Markov Modeling for Speaker-
the threshold is picked, we generate a transcription by or- Independent Word Spotting” Proc. IEEE ICASSP, 1989,
dering the words according to their beginning times and pp. 627-630. ) ) .
we do not apply any time constraints to eliminate over- (2] E}.)hJeanqenaud, M. Siy, K. Ng, R. Rohlicek, H. Gish,
lapping hypotheses. We report in Figure 3 the word error onetic-based Word Spotter:  Various Configurations
pping hyp p g and Application to Event Spotting.” Proc. ESCA Eu-
rate for different values of the threshold and for the word rospeech, 1993, vol. II, pp. 1057-1060
error rate using the threshold selected via cross-validation [3] J. McDonough, K. Ng, P. Jeanrenaud, M. Siu, H. Gish,
(52.0%). We compare this result to the WER measured R. Rohlicek, “Approaches to Topic Identification on the
on the Viterbi transcriptions (53.0%), and to the WER Switchboard Corpus.” Proc. IEEE ICASSP, 1994, vol. I,
measured if we unfairly estimate on the test an optimal pp. 385-388.
set of weights to balance insertions and deletions and re- [4] S. Young, W. Ward, “Recognition Confidence Measures
order the n-best lists according to these weights (51.5%). for Spontaneous Spoken Dialog.” Proc. ESCA Eurospeech,
We show that using LVWS, we achieve a WER around 1993, vol II, pp. 1057-1060 = .
1% lower than the WER measured on the Viterbi tran- 3] gl me H. G,],SIPI; R. I}ggll{%ekfggiredlftlf]\% Worglspottmg
scriptions, and only 0.5% worst than the WER obtained eriormance _ Froc. > 1994, vol. 1V, pp. 2195-2198

: : : [6] J. Godfrey, E. Holliman, and J. McDaniel, “SWITCH-
with the optimal weights. BOARD: Telephone Speech Corpus for Rescarch Devel-
opment” Proc. IEEE ICASSP, 1992, pp. 1-517-520

[71 M. Weintraub, “LVCSR Log-Likelyhood Ratio Scorin
7. DISCUSSION AND CONCLUSIONS for keyword Spotting” Proc. IEEE ICASSP, 1995, vol. Ig
pp. 297-300

We introduced the concept of Large Vocabulary Word 3
Scoring in the context of Large Vocabulary Continuous (8] Ng, M. Siu, H, Gish, “Reducing Word Error Rate on Con-
Speech Recognition tasks and discussed the differences versational Speech from the Switchboard Corpus.” Proc.
with limited vocabulary word spotting. We proposed two IEEE ICASSP, 1995, vol. 1, pp. 53-56.
implementations, one based on posterior probability scor-

ing and the other one based on the n-best. Experimental

results showed that the posterior probability approach is

superior but required an additional decoding pass. We de-

veloped next a framework to improve the scores so that

P. Jeanrenaud, E. Eide, U. Chaudari, J. McDonough, K.
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