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ABSTRACT

A linear transformation is described that turns a set of
variables into a new set all having the same variance.
The number of new variables is at least that of the
original set and optionally more. This reversible
transformation can be used to encode data efficiently
when the precision available is limited and is the same
for all variables. In tests with synthetic data, it encoded
information more efficiently than simple scaling
methods. Also, because the transformation is
orthonormal, it can be wused directly in speech
recognition systems that use unweighted Euclidean
distances. In speaker-independent alphabet recognition
tests with telephone speech, scaling the variables into
four bits caused a 34% increase in error rate. Applying
the transformation before scaling, however, resulted in
only a 5% rise. Finally, spreading the information in the
original 16 variables over 32 transformed variables
before scaling resulted in an increase of just 3%.

1. INTRODUCTION

This paper describes a linear transformation that can be
applied to sets of variables. It generates a new set of
variables whose variances are all equal to each other.
This is sometimes desirable, because the precision with
which each variable can be represented may be limited,
for example to the byte range, and the original variables
may have very different variances. As will be seen,
scaling the variables uniformly to make them fit into the
range available, or even scaling the variables
individually, results in an inefficient use of the available
precision compared with the use of the variance-
equalising transformation.

In many speech recognition systems, Euclidean distances
are computed between frames of variables generated by
an acoustic analysis and corresponding sets representing
the mean values for states in Hidden Markov Models
(HMMs). The transformation described here is
applicable to such systems because Euclidean distances
obtained from the transformed variables are equal to the
distances obtained from the original variables. When the
variances of the variables are unequal, and the precision
with which they can be represented in the recognizer is

EUROSPEECH ’95, Madrid, Spain, September 1995

less than the precision with which they can be derived,
the transformation will provide more accurate values for
distances.

The transformation is aiso potentially useful in certain
coding applications, including some kinds of speech
coding, because the transformation is reversible, and the
original variables can therefore be recovered.

2. REPRESENTATION OF VARIABLES WITH
LIMITED PRECISION

Suppose that we have sets of variables that differ in the
numerical range over which they are distributed. In
what follows we will assume that the values of each
variable are normally distributed, so that range is simply
related to variance.

If the precision available to represent the variables is
limited, a clearly efficient strategy is to assign bits
according to the relative standard deviations of the
variables. In many cases, however, uneven bit
assignment is not allowed: each variable must be
represented in, for example, the byte (8-bit) or nibble
(4-bit) range. The simplest solution is then to scale all
variables equally such that the variable with the largest
variance does not exceed the allowed range too often. If
the relative size of each variable does not have to. be
preserved, then the variables can be scaled individually
so that each fills the range available. However, this
option is not available for applications such as those in
speech recognition where Euclidean distances must be
preserved.

The method described here takes linear combinations of
the original variables to produce transformed variables
all having the same variances. Since the process evens
out the variance over the new variables, we refer to it as
the even transform. Because it is an orthonormal
transformation — broadly corresponding to a rotation in
space — it also preserves Euclidean distances.
Orthonormal transformations are reversible: the inverse
of a matrix corresponding to an orthonormal
transformation is simply its transpose. This means that
the original, untransformed variables can be recovered.

We might note in passing that the widely used method of
principal components analysis (PCA) [1,2,3,] also
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consists of an orthonormal transformation. Its purpose,
however, is exactly the opposite of that of the even
transform in that it concentrates the variance in as few
variables as possible; that is, it makes the distribution of
variance across the variables as uneven as possible. In
doing this, it removes correlations between variables: if
the original variables are uncorrelated, then it has no
effect. The even transform, on the other hand, increases
the correlations between the variables. Since PCA
generates transformed variables known as principal
components, the variables generated by the even
transform might be called unprincipalled components!

As we shall see in the next section, the even transform
can be used to spread the information present in the
original variable set over a larger set of limited-precision
variables. In this respect also, the even transform is the
opposite of PCA. PCA is often used when one needs to
reduce the number of variables while preserving as much
information as possible and when the precision available
to represent each variable is not a limiting factor.

A covariance matrix can be pictured geometrically as a
hyperellipsoid. PCA finds the principal axes of this
ellipsoid, and the resulting transformation specifies a
rotation to a new set of axes that coincide with the
principal axes. The even transform, on the other hand,
specifies a rotation such that the principal axes are at 45
degrees to the new axes.

3. MATHEMATICAL DETAILS OF THE EVEN
TRANSFORM

To derive an even transform suitable for a given set of
data consisting of frames of » variables such that the i’th
frame is X; = {X;;, X3, ... X;,}, we first need to compute
the covariance matrix C over these variables. (C has

elements ¢, = Z(x,.j —x i —x ¢)- We then derive
i
the orthonormal transformation, T, that will turn this

covariance matrix into one whose diagonal elements are
all equal.

3(a=b)
ccos20 + ;(a—b) sin20

cc0s20 + % (a~b)sin 26
1(a-b)

If the above 2-by-2 covariance matrix forms part of a
larger covariance matrix, for example:

a f ¢ h
fd g i
c g b j
hoi

we can still equalize the relevant diagonal terms by the
matrix:

EUROSPEECH ’95, Madrid, Spain, September 1995

cos@ 0 -sinB 0
0o ! 0 0
sin@ 0 cos6 0
0 0 0 1

Moreover, we can also equalize other pairs of diagonal
elements in the same way. In the example above, for
instance, we could use the matrix;

cos6 0 —sin® 0

0 cosd 0 —sin¢
sin6 0 cosO 0

0 sin¢ 0 cosf

where ¢ is defined in the same way as 0 except that the
elements d e and i are used. Since the 2-by-2
submatrices are orthogonal, and the off-diagonal
elements link each diagonal element to just one other,
the resulting composite matrix is also orthogonat.

Averaging  together any pair of diagonal
elements reduces the spread in their values. The process
is most efficient, however, when the largest diagonal
element is paired with the smallest, the second largest
with the second smallest, and so on.

Since the product of two orthogonal matrices is also
orthogonal, we can apply the algoritim iteratively. If
the original covariance matrix is C, and the
first transformation matrix is T,  the first
transformed covariance matrix will be

C =TWC Ty
where T’ is the transpose of T.

We can then compute a second transformation, T,, by
ordered pairing of elements in C,. Then

C,=T/CT, =T,/ T, CT,T;.

The variance differences in C, must be less than those
in C;, and this will be true of all subsequent
iterations. This convergent process can therefore be
continued until the diagonal elements are sufficiently
similar. The final transformation after P iterations is

P-1

T =[] T

i=0

and if a frame of the original coefficients is x, the
transformed frame is xTy'.

If more variables can be used than are being generated,
the even transform can be used to spread the information
over the larger number of variables, say # more, by
notionally extending the vector x with a set of n zeros.
This is equivalent to extending the covariance matrix C
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with n rows and » columns of zeros. The even transform
is then derived as before.

4. CODING EXPERIMENTS WITH THE EVEN
TRANSFORM

Since the even transform is reversible, it can be
considered as a means of efficiently encoding
multiplexed data for limited-precision channels. Apart
from having direct application to transmission of
vocoder parameters, this point of view allows of the
effectiveness of the technique to be tested
numerically. To this end, some experiments were tried
with synthetic data.

1,000 frames of 12-parameter independent random data
were generated, in which the variance decreased
monotonically by 144 times between the first and 12°th
parameter, and the first parameter filled the 16-bit
integer range. The data was then scaled down
uniformly to fit into the byte range. On scaling it back
up and comparing it with the original data, the SNR was
found to be 33.6 dB. The use of the even transform gave
an SNR of 41.3 dB, rising to 43.0 dB when the
transformed data was spread over 24 parameters.
Simple individual scaling of each input gave an SNR of
just 36.4 dB.

5. SPEECH RECOGNITION EXPERIMENTS

The even transform can be applied directly to HMM-
based speech recognition only when grand variances [4]
rather than state-dependent variances are used. This is
because any weighting must be applied to the parameters
before they are subjected to the even transform.
Unweighted Euclidean distances are then used in the
frame-to-state comparison process. However, with
IMELDA parameters [5,6], we have found that state-
independent  parameter weighting works  well,
particularly for recognition of telephone speech, and it
also simplifies the recognition process computationally.

To test the transform we ran speaker-independent
continuous speech recognition experiments with
alphabet data spoken over the telephone. The training
data consisted of the alphabet spoken once by each of
160 female speakers. The test data consisted of spelled
names spoken by each of 324 other female speakers
giving 1736 test tokens in all, though they were not, of
course, uniformly distributed over the alphabet (x, for
example, was completely absent).

Unimodal HMMs were used with 16 IMELDA
parameters derived from 32 original acoustic parameters.
The highest-variance parameter had a variance about 10
times greater than the lowest. The range of the data
determined from the training material was around 1500.
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The baseline error rate with unmodified parameters was
14.1%. When the parameter values in the models and
test data were scaled down so that all the training data
would fit into the four-bit nibble range, the error rate
rose to 18.9%. When, however, the even transform was
applied before scaling into the nibble range the error rate
rose to only 14.9%. Finally, when the 16 IMELDA
parameters were spread into 32 even transformed
parameters before scaling the error rate was just 85.5%.

It must be admitted that the range-based scaling strategy
adopted in these tests is somewhat arbitrary. A scaling
strategy based on the distribution of the parameters
rather than the range in the training data may be better
motivated. Furthermore, the optimal scaling criterion.
may not be the same for transformed and untransformed
parameters. Such-a determination should be the topic of
later, more extensive experiments. Also, depending on
exactly what situation is being simulated, the models and
the IMELDA transform should arguably have been
derived from scaled data rather than simply scaling the
models as was done here. Finally, the range of the test
data, both transformed and untransformed, turned out to
be slightly greater than that of the training data.
Consequently, test data values occurred that were
outside the 4-bit range, but no limiting was applied to
them. Nevertheless, given the magnitude of the
improvement provided by the even transform, the
variations in experimental procedure discussed in this
paragraph are unlikely to alter the conclusions radically.

6. CONCLUSIONS

The variance-equalising orthonormal linear
transformation described here appears to be effective for

-encoding variables when the precision available is

limited and is the same for all variables. It also appears
to be effective for transforming the parameters used in
speech recognition when the precision is limited and
when unweighted Euclidean distances are computed.
The method optionally allows the original data to be
extended over a larger number of variables than the
original set. Both the coding and the speech recognition
tests have shown this to be a potentially useful feature.
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