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ABSTRACT

Some experiments were conducted to study the
possibility of discriminating voices of identical twins in
texi-independent speaker verification.

Three approaches to speaker verification were
examined: i) by human listeners, ii) by comparison of
long-term spectra, and iii) by automatic methods [1].
Speaker verification experiments were carried out using
LVQ3 and a Second Order Statistical Measure (SOSM). The
results showed that listeners familiar with the voices of
identical twins outperform our automatic speaker
verification systems in discriminating between them. On
the other hand, listeners unfamiliar with the twins perform
worse than our automatic systems. This result may be
explained by the fact that twins' relatives and their friends
have received much more speech material for training than
our automatic systems. A LVQ3-based system provides a
more robust capacity than SOSM for discriminating two
speakers wih similar voices such as twins.

1. INTRODUCTION

Speaker verification algorithms perform well under
controlled conditions, but their performance usually
deteriorates when a user is recorded in other conditions or
when he/she is in an emotional or pathological state, or
when an impostor, an imitator or a person with a similar
voice tries to be verified in his/her place. Twin brothers or
sisters have similar voices in most cases. Rosenberg [4]
and Cohen et al. [6] reported on the speaker verification
and identification experiments on voices of twins.
Rosenberg did experiments with a single pair of twins. In
his experiments, his automatic system performed better
than human listeners. Cohen found that Cepstra and delta
Cepstra yield adequate separation of voices of twins 1n a
speaker identification task. Our experiments concern text
independent speaker verification with 11 pairs of identical
twins and siblings. These new experiments are described in
sections 3 and 4. Section 2 specifies the content and
recording conditions of the data base used for these
experiments. Section 5 compares the results of speaker
verification experiments performed by a panel of human
listeners and by our automatic systems.

2. THE TWIN DATA BASE

Our twin data base is a telephone data base including
recordings of 45 speakers consisting of 9 pairs of
identical twins (8 males and 10 females) with similar
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voices, and 27 other speakers (13 males and 14 females)
including 4 non-twin siblings. Each twin or sibling spoke
for a total of 24 to 30 minutes in three sessions conducted
with at least a one week interval between sessions. In each
session subjects were asked to read three different texts of
one page. The speakers called from their office or from
their home. Subjects were recorded over the telephone
using an OROS AU32 PC-board using 8 kHz sampling
frequency and 16 bit quantisation.

3. LISTENING TESTS

For the aural method [5], two tests were conducted, both
using two groups of listeners. The members of the first
group were friends or relatives of the twins or siblings, and
the those of the second group were not. In each test,
listeners heard 55 pairs of stimuli of 6 seconds duration
extracted from the twin data base, and were asked to decide
whether they belonged to the same speaker or not. Test I
presented stimuli from several pairs of speakers, no pair
belonging to twins or siblings; in this test both groups of
listeners heard the same set of stimuli. Test II presented
stimuli from pairs of twins or siblings only. Each listener
heard stimuli from one pair of twins only, and those of the
first group only heard stimuli from the twins or siblings
with which they were acquainted.

Listening tests were conducted for the following
purposes:

1) Is it an easy task for human listeners to distinguish
twins' voices? What is the decrease of speaker verification
performance on twins compared to non-twins.

1) Is there a large difference in speaker verification
performance according to whether the listeners are familiar
with the twins or not ?

ii1) Are the results of speaker verification by human
listeners comparable to those of automatic systems on a
twin data base?

In a further test (test III), family members of the twins
were asked to listen to a 6 seconds stimulus of one of the
twins and to identify him/her by using their a priori
knowledge of the twins' voices. The result of this test and
test II can serve to verify the hypothesis that when a
listener is familiar with the twins (test III), he/she has a
smaller verification error rate (test II). Table 1 presents the
results of Test I and test II.

A 8.2% twin identification error rate (test III) was
obtained for listeners familiar with the twins. It is much
lower than the MER (18.3%) of test II for LFWT. Table 1
shows no bias in our population of listeners since
identical results for LFWT and LNFWT are obtained on test
1. On the contrary a highly significant difference is found
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between LFWT and LNFWT on test II. The error rates
increase slightly from test I to test II when the listeners are
familiar with the twins, while this increase is much more
significant for LNFWT,

FR(%) | FA(%) | MER%)
LFWT Test 1 17.0 14.3 15.6
TestII | 20.2 16.4 18.3
'LNFWT | Testl 16.8 14.6 15.7
TestIl | 29.4 22.8 26.1
Table 1- Results of speaker verification listening tests for
test I and test Il with Listeners Familiar With Twins
(LFWT) and Listeners Not Familiar With Twins (LNFWT).
FA and FR are False Acceptance and False Rejection error
rates respectively. MER=(FA+FR)/2.

A detailed observation of listening test results
showed that when listeners are familiar with the twins, the
error rate in identifying twins is directly proportional to
the error rate in verifying twins. These results will be
compared to those of our automatic approaches in section

5.
‘4. THE AUTOMATIC APPROACH

Long-Term Spectra (LTS) and two automatic
systems were developed and used for speaker verification.
The automatic systems are based on a LVQ3 supervised
neural net algorithm [4] and a SOSM measure{2]. 22
subjects comprising 18 twins and 4 siblings were
considered as clients and 23 other subjects as impostors
for our experiments with LVQ3 and SOSM.

4.1. Speech Analysis

Long silences were first removed. The recordings were
pre-emphasised with a first order filter with transfer

function of 1-0.95z"1. Each analysis frame of 30ms was
multiplied by a Hamming window that was shifted by 15
ms. A vector of length 24 was retained which comprised 12
LPCC and 12 ALPCC [3]. Cepstral coefficients were
normalised by subtracting from the cepstral coefficients
their averages over the duration of the entire telephone
call. This removes any fixed frequency-response distortion
introduced by the transmission system. The ALPCC
coefficients represent the slope of the time-function of
each coefficient in the cepstral vector; so it reflects the
transitional information in speech signal. The regression
slope is computed over 135 ms. Each coefficient in the
feature vector was weighed by the reciprocal of its standard
deviation, obtained using 2 seconds of training speech
from each of the 22 clients. .

4.2. Long-term Spectra

Identical twins have an identical, or at least very similar
anatomy. So the speech differences between them are
mostly related to their speech habits. This explains why
most of our twins showed very similar LTS when they were
recorded over the same telephone line. The LTS were very
different when twins were recorded over different telephone
lines or handsets. Therefore LTS was rejected as a relevant
feature for distinguishing between twins.
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4.3. LVQ3

Two speaker verification tests were conducted using the
LVQ3 method adapted for speaker verification [1]. This
technique makes it possible to take other speakers into
account during the training phase. Figure 1 shows training
and test phases of a LVQ3-based speaker verification
system. A codebook for client i contains three classes: one
specifies client i, one a non-client i, and one a class of
noise and silence. The training data (reference vectors) for
each client is obtained using 13.5s of speech from client 1,
13.5s of speech from other clients of the same sex and
3.8s of data representing silence, background and
respiration noise. For a given client i, the initial
codebook contains 160 codes: 64 codes representing the
class of client i, 64 codes representing the class of non-
client i, and 32 codes representing noise. The initial codes
were obtained by the classical LBG vector quantization
algorithm using training data and were then tuned with the
LVQ3 algorithm as explained in [1]. In the verification
phase, the feature vector of a test utterance was compared
to all vectors in the codebook and the code label of the
codebook-vector with the smallest distance to this feature
vector was selected. This procedure was repeated for all
feature vectors in the test utterance. A verification score
was obtained which is equal to the number of testing
vectors classified with the label 1 divided by the total
number of vectors in the test utterance minus the vectors
classified as silence or noise. A speaker was accepted if
his/her verification score was higher than a decision
threshold, otherwise he/she was rejected.

Training
Data LvQ®3
clustering codebook
counting

Test —_—’ vactors

data with label 1

v

Decidion

v

Acceptance/Rejection

Figure 1. Training and test phases of a speaker verification
system based on LVQ3.

Two experiments were conducted which differ in the
training phase. In the first experiment (1), training of a
model for client 1 was done with data from any client of the
same sex other than i. In the second experiment (2)
training was done with the 4 closest clients to i excluding
twins or siblings. Verification tests were conducted with
identical protocols for the two experiments:

x-a: tests on impostors

x-b: tests on twins and siblings.
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where x reflects differences in training (x=1, 2). A test
utterance duration of 6 seconds was used to conform with
the human listener test conditions. The tests on impostors
(test x-a) corresponds to protocol I of the listening tests
while the tests on twins (tests x-b) is closer to protocol II
of the listening tests. The FR obtained from the listening
tests is applied to the FR/FA Receiver Operating
characteristics Curve (ROC) of each client to find the
corresponding FA. The mean of FR and this FA is
considered as the error rate for this client (MERI1).
Similarly the FA of the listening test is used to find the
corresponding FR error rate, and their average (MER2) is
averaged with MER1 to find the Mean Error Rate (MER) for
this client. The average of the total error rates of all twins
and siblings for the two sets of experiments is given in
table 2. The speaker verification error rates are also
presented by Equal Error Rate (EER).

MER(%) EER(%)
la 18.0 13.1
1-b 30.0 30.3
2-a 19.6 21.9
b 31.1 34.6

Table 2. Results of speaker verification tests by the LVQ3
method (experiments 1 and 2).

Another experiment was conducted under the two protocols
a and b (experiments 3-a and 3-b). In this experiment
training of LVQ codebooks was done by data of twins or
siblings and their three nearest clients. The results of this
experiment as well as the results of the two previous
experiments are presented using the EER criterion in table
3

EER (%)
protocol
a b
EXP 1 13.1 30.3
EXP2 21.9 34.6
EXP 3 15.3 22.0

Table 3. Results of speaker verification experiments with
LVQ3.

A comparison of the results of the three
experiments provides the following conclusions:
i)- Experiments 1-a and 2-a show that when verification
tests are done on impostors, a better speaker verification
score can be obtained when we use the training data from as
many clients as possible in the clients' data base to train a
model for this client instead of using the training data from
only a small number of clients (here four clients). In this
way the client's model can be more robust against any
unknown impostor.
ii) The same reasoning can be used for experiments 1-b and
2-b when verification tests are done on twins and siblings.
It should be noted that in our data base we have only 8 male
and 14 female speakers, and the four nearest speakers to a
given client among 8 or 12 speakers of the same sex are
not necessarily the speakers whose acoustical
characteristics are very similar to this client's.
ii1)-A comparison of results obtained by experiment 3 and
the two previous experiments shows that when in the
training set of a given client we use the speech material
that belongs to another client with similar acoustical
characteristics (for example the client's twin), we improve
the performance of the speaker verification system when
the tests are done on the the client's twin. In this way the
speaker verification score is even better than in the case
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where training is done on a limited number of speakers and
the tests are done on the impostors.

iv)- When the speaker verification tests are done on
impostors not known to the speaker verification system,
the best speaker verification score is obtained when
training data from a large number of speakers is used in the
training phase.

4.4. SOSM

Another set of experiments were done with the SOSM
technique {2]. Figure 2 shows an SOSM-based speaker
verification system. The training speech data of client i
was used to compute a covariance matrix X for this
speaker. A weighted symmetric sphericity measure W(X, Y)
is defined between a test covariance matrix Y and the
reference covariance matrix X as the quantity:

H SPH sym (X, Y) = A+B
where:
A=p mn log (r (YX-1)) +p nm . log (ir (XY-1))
1 det(Y
— o ©mn P ) - log [gosgy 1 - log (m)
n

and P pm ="

ithe _m
with: p mn= m + n
where m represents the number of training vectors and n
the number of test vectors. For each client an individual
covariance matrix was obtained using the same size of
training speech material as was used for training the LVQ3

models.

Traiﬂing Test
Data data
Calculation Calculation
of covariance of covariance
matrix X matrix Y
n(XY)
Decidion
Acceptance/Rejection

Figure 2. Training and test phases of a speaker verification
system based on Second Order Statistical Measures.

Table 3 prqvides the results of the MER error rates
obtained for experiments 4-a and 4-b .

MER(%) EER(%)
4-a 13.5 8.7
4-b 30.0 28.5
Table 4-Results of the speaker verification test by SOSM
method (experiment 3).
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4.4. LVQ3/SOSM

SOSM performs slightly better than LVQ3 on the
protocol a. No significant difference is found on the
protocol b. Both LVQ3 and SOSM show an increase in the
verification error rate when a client's twin is considered as
an impostor (tests x-b) compared to the case where other
speakers (non-clients) are impostors (tests x-a). The
performance of our automatic systems degrades when a
twin's brother or sister tries to be verified in his/her place.
This decrease in performance is more important for the
SOSM method. A comparison of the results of experiment
1 and 2 for LVQ3 shows that when a larger number of
speakers are taken into account for training a codebook for
a client, a better speaker verification result can be
obtained. A comparison of the results of experiment 3 in
table 3 and experiment 4 in table 4 shows that LVQ3
outperforms the SOSM technique when tests are done on
data from a client's twin or sibling.

5. MACHINE vs. HUMAN

A comparison of Tables 1, 2 and 4 shows that neither
human listeners nor our automatic systems are robust
against voices of identical twins. Our automatic systems
and listeners not familiar with the twins have about the
same ability to discriminate between identical twins. The
performance of human listeners didn't decrease
significantly from test I to test II when the listeners were
familiar with the twins. Our automatic systems behave in a
way similar to listeners not familiar with the twins. The
MER error rates which are obtained by taking into account
the listening tests are higher than the EER rate for both the
SOSM and LVQ3 methods. It shows that human listeners
familiar with the twins and the two automatic systems
studied here present .different ROC (Receiver Operating
Curve) characteristics.

6. CONCLUSION

Listening tests on twins' voices generally showed an
increase of false acceptance error rate for listeners not
knowing the twins, and a smaller increase for listeners
who were members of the family or friends of the twins.
Speaker verifications tests by automatic systems were
conducted under conditions and protocols similar to those
of the listening tests. About the same ability of
discrimination between twins was observed for our
automatic systems and listeners not familiar with the
twins, while in general human listeners familiar with the
twins outperform our automatic systems. For an automatic
system based on LVQ3, when a model for a client is trained
by speech material from his/her twins, the verification
performance approximates that of human listeners familiar
with the twins. It seems that human listeners familiar with
twins may proceed with a first level of identification prior
to discrimination, and it should be noticed that twins'
relatives and friends have received much more speech
material for training than our automatic systems. LYQ3 is
capable of rendering a speaker verification system robust
against a given impostor. For example, when for a speaker
verification system and for a client of this system there is
an impostor who made some attempts to be verifed as
him/her, it is easily possible to render the system robust
against this impostor by including in the client's training
data some speech material from this impostor.

EUROSPEECH ’95, Madrid, Spain, September 1995

The long-term spectrum of speech was not found to be
a relevant feature for discriminating between twins.
Automatic speaker verification systems use only low level
features which are related to acoustic aspects of speech.
The spectral representations of speech such as Cepstrum
and delta Cepstrum parameters may not capture behavioural
differences between the twins. So a speaker verification
system which take into consideration those features which
represent the behavioural characteristics of a speaker are
more robust against the twins with similar voices. More
efficient features and/or training procedures io match the
performance of listeners familiar with twins remain to be
discovered .
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