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ABSTRACT

Previously, we demonstrated that new, out-of-vocabulary
words occur in a wide variety of tasks no matter how large a
system vocabulary is used, and we quantified the new-word rate
for a number of tasks/corpora, showing that it is dependent on
the task characteristics and vocabulary size [1]. In this paper we
quantify the effects of new words on our system’s accuracy and
computation using carefully controlled experiments. We find
that we encounter about 1.5 word errors per new word, some
of which occurring in neighboring in-vocabulary words. By ex-
amining the computation required to generate a word graph,
we find that even the occurrence of a single new word increases
computation by nearly a factor of four on average. Finally, we
examine some of the issues related to the eventual automatic
incorporation of new words. For our system, we examine the
relative importance of training the acoustic models, pronun-
ciation models, and the language model on exemplars of new
words in order to optimize performance. We were able to as-
semble a system, completely untrained on the new words, that
achieved an error rate measured over a set of new words that
was only 1.6 times higher than that of a fully trained system.

INTRODUCTION

The new-word problem is that of a speech recognition
system encountering a new, or out-of-vocabulary, word in
input speech. Most systems are typically formulated as a
maximum a posteriori (MAP) search for the most likely
sequence of words from a closed vocabulary. When a user
deviates from the system’s vocabulary for any of a num-
ber of reasons the system faces a new word, and system
behavior is undefined.

In {1,2], we explored several dimensions of the new-
word problem, including the expected rate of new words,
for various tasks/corpora with varying vocabulary sizes.
Not surprisingly, we found that the new-word rate falls as
the vocabulary size increases. However, the new-word rate
versus vocabulary size behavior was found to be dependent
on the type of task/corpus in use. For some types of tasks,
the rate of new words can be reduced to below 1% with a
vocabulary on the order of 1,000 words determined empir-
ically from tens of thousands of sentences. On the other
hand, for some tasks the vocabulary needs to be on the
order of 100,000 words determined from tens of millions of
sentences to achieve the same 1% new-word rate. One of
the conclusions of this study was that it is impossible to
eliminate new words entirely.

Given that new words are almost certain to occur at

1This research was supported by ARPA under Contract N66001-
94-C-6040, monitored through Naval Command, Control, and Ocean
Surveillance Center.

EUROSPEECH ’95, Madrid, Spain, September 1995

a non-zero rate, we set out to study their effect on a
continuous-speech recognition system in which there is no
new-word detection capability. The goal was to quantify
their effects along two primary dimensions: recognition ac-
curacy and amount of computation. Further, looking for-
ward to reliable new-word detection, we examined some
issues related to incorporating new words into an already
trained system.

METHODOLOGY

First and foremost, we wanted a carefully controlled
empirical study of the new-word problem. In order to sep-
arate out the errors caused by new words from those the
recognizer would otherwise make, we needed to compare
two systems. As a control, we set up a fully trained base-
line system for which evaluation utterances were strictly
in-vocabulary. The second, reduced-vocabulary system en-
countered new words during evaluation. Thus, we were
able to compare the difference in output of the two sys-
tems to determine which errors were attributable to the
new words themselves. In essence, we sirnulated new words
in order to have a control.

In order to examine new-word incorporation issues, we
combined various components of the two systems described
above. Since the baseline control system was fully trained
on the “new words,” we were able to measure the short-
fall in performance of the reduced-vocabulary subsystems.
By substituting different acoustic, pronunciation, and lan-
guage models, we were able to determine the relative im-
portance of training the various models on the new words
during new-word incorporation.

TASK, CORPUS, AND SYSTEM

We used the ATIS corpus of spontaneous speech col-
lected interactively for ARPA’s Air Travel Information
Service task, including the ATIS-2 and ATIS-3 subsets
[3-5] for our studies. ATIS-3 represented an explicit expan-
sion of the task vocabulary over that of the older ATIS-2
subset.

The vocabulary for the baseline control system was de-
termined from ATIS-2 and ATIS-3 such that it completely
covered our evaluation vocabulary. On the other hand, the
vocabulary for the reduced-vocabulary system was deter-
mined empirically from ATIS-2 only. The baseline vocab-
ulary had 2,461 words, and the reduced-vocabulary had
1,326 words. Running the reduced-vocabulary system on
ATIS-3 utterances simulates input from users who do not
know the exact limits of the system (e.g., allowable cities,
airports, and airlines).

Our evaluation test set S from ATIS-3 contained 1,449
utterances with a total of 1,618 simulated new words. We
divided the-test set into Sp containing no new words, S;
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containing exactly one new word per utterance, and Spp
containing two or more new words per utterances, with
S =85 US; USa.

For our experiments, we used the SUMMIT [2,6,7]
continuous-speech recognition system. SUMMIT is a seg-
mental system that explicitly proposes a graph containing
potential segmentations of an utterance and proceeds to
model each segment as a whole phonetic unit. SUMMIT
has the capability to compute word graphs containing all
words from all N-best outputs above a preset score thresh-
old {2,8]. The word graphs are searched with a class 4 gram
language model to yield N-best outputs. We also use them
to quantify computation during recognition.

EFFECT ON ACCURACY

One of the primary goals of this paper was to quantify
the effect new words have on recognition accuracy. The
metric we chose is the well-known word-error rate, which
is the sum of word substitutions, insertions, and deletions.

In order to examine errors in more detail, we divided
errors into two classes: direct errors associated with new
words themselves and indirect errors associated with in-
vocabulary words. We made this distinction so that we
could measure the fraction of errors made on in-vocabulary
words as a kind of “ripple effect” near new words. We ana-
lyzed the difference in error rates between the baseline and
reduced-vocabulary systems in order to isolate errors due
to the introduction of new words. To make as controlied
a comparison as possible, the only difference between the
two systems was the active vocabulary; the acoustic and
language models were identical (baseline). As a result, the
reduced-vocabulary system was forced to hypothesize in-
vocabulary words in place of any new words. The baseline
error rates are displayed in the first column of Table 1.

Direct Errors

We first examined errors that were directly associated,
or aligned, with new words. In general, a recognizer will
hypothesize a sequence of in-vocabulary words in place
of each new word. We sought to examine the nature of
the substitutions, which are chosen in the face of conflict-
ing acoustic and language cues. To examine direct errors,
we examined the additional errors made by the reduced-
vocabulary system on set S;. Table 1 shows the high error
rates due to the new words. We encounter 1.22 direct er-
rors per new word.

Examining the reduced-vocabulary recognizer’s hy-
potheses for new words, we found that for our system
and task, fully 45% of them were within-class substitutions
(e.g., an out-of-vocabulary city name replaced with an in-
vocabulary city name). These cases would be difficult to
detect by a language component since the resulting hy-
potheses would make sense syntactically and semantically
(provided there aren’t other recognition errors). Some
of the other substitutions appeared to make more sense
acoustically than linguistically (e.g., “Miami” becoming
“Y N mean”).

Indirect Errors

However, new words can also introduce errors to other
in-vocabulary words in an utterances. These indirect er-
rors arise for a number of reasons, including lack of obvi-
ous word boundaries in continuous speech, acoustic con-
text due to co-articulation, and language context due to
language model constraints.
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baseline reduced-vocabulary

overall 82% 26.2%
direct 9.1% 131.3% (1.22)
indirect 8.1% 11.9% (0.28)

Table 1: Effect on recognition accuracy. The first two columns
are word-error rates, and the last column is the number of errors
per new word. “Overall” refers to all words in test set Si,
“direct” to all new words, and “indirect” to all in-vocabulary
words. For the baseline system, which encounters no new words
whatsoever, we still break down the errors based on the set of
new words encountered by the reduced-vocabulary system.

Table 1 also shows the indirect errors to the in-
vocabulary words in §;. We found that the new words do,
in fact, cause 0.28 additional errors to the in-vocabulary
words per new word on average. In further analyzing the
0.28 indirect errors per new word, we found that 0.20 oc-
curred before a new word, 0.08 after, and fully 0.27 adja-
cent to (immediately before or after) a new word. Since
“to” and “from” frequently precede (new) city names in
ATIS-3, these short words were often absorbed into the
substitution for new words.

Multiple New Words Per Utterance

We also examined the case of multiple new words per
utterance to see if they presented special problems. By
examining errors in the test set Sy, we found that new
words that form sequences are not as problematic as new
words that are disjoint (i.e., have in-vocabulary words be-
tween them). Sequences of new words were actually a bit
easier to recognize than single new words and resulted in
1.12 and 0.07 direct and indirect errors per new word, re-
spectively. Essentially, new word sequences are similar to
single new words, except that they are generally longer in
duration. Disjoint new words, on the other hand, resulted
in 1.20 and 0.28 direct and indirect errors per new word,
respectively. Of the indirect errors, most of them, 0.20
errors per new word, occurred between the new words.

EFFECT ON COMPUTATION

Not only do new words introduce recognition errors,
they can also significantly increase the amount of compu-
tation required to perform recognition. Because an utter-
ance containing a new word generally can no longer be
modelled well by the acoustic models and/or the language
model, it is unlikely that a single hypothesis can be cho-
sen with high confidence. Rather, it is more likely that
there are a number of hypotheses closely competing with
each other. Such competition during recognition can mean
increased computation since the competitors may not be
pruned. Typically, there are a relatively large number of
in-vocabulary words competing to explain the acoustics of
the new word.

‘We chose a measure of computation based on the word
graphs used by the SUMMIT system (see [2, 8] for de-
tails). These word graphs effectively contain all time-
aligned word hypotheses that are part of N-best lists down
to some preset relative score threshold. Specifically, we
chose the number of A* partial-path extensions within our
A* word graph algorithm as our computation metric.

The number of partial-path extensions is the same as
the number of word edges contained in our word graphs.
Because the length of utterances varied, especially between
the evaluation subsets Sy, &1, and Say, we divided the
number of edges by the duration of each utterance. In
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word-error rate

acoustic lezical language  all new

models models models words words
(1) B B B 9.1% 7.5%
(2) R R R 19.8% 132.8%
(3) R B B 9.1% 8.6%
(4) B R B 9.1% 7.5%
(5) B B R 9.9% 8.8%
(6) R R R 10.0%  12.0%

Table 3: Summary of new-word incorporation by system
component. B indicates a baseline component, R a re-
duced-vocabulary component trained in the absence of the new
words, and R’ an adapted reduced-vocabulary component.

Line (4) of Table 3 shows the system performance when
using the adapted (R') but untrained pronunciation mod-
els. Somewhat surprisingly, the transition scores were
unimportant for the newly added words and we achieved
a performance nearly identical to that of the baseline sys-
tem that was fully trained on the new words. Thus, it
appears to be relatively easy to add new words, even with
no examples of them for training.

Language Models

In our experiments, we used a class 4-gram lan-
guage model. In order to add words to the system, we
must allow them in the language model. Fortunately,
with a class n-gram language model this can be rela-
tively straightforward. Our language model computes
P(w; | wi—1...w;_3) as the product of P(w; | c(w;)) and
Ple(w;) | e{wi—1) .. .c(w;—3)), where ¢(w;) is the class of
word w;. Thus, to incorporate a new word that fits into
an existing class, we have to select an appropriate class-
conditional unigram probability P(w | c(w)) for it and add
it to the class. For our experiments we set this probabil-
ity to the average probability for the class. (We also tried
setting it to the minimum probability, but that resulted
in much poorer performance.) For words that didn’t fit
into pre-existing classes, we allowed the language model’s
back-off mechanism to assign non-zero probabilities.

Line (5) of Table 3 shows the performance of the up-
dated language model. We were able to add new words to
the language model without too much performance short-
fall relative to the baseline system. However, of the three
system components we compared, the language model was
most in need of training material. Not only is the error
rate on the new words the highest, adding the new words
to the language model also increased the error rate for in-
vocabulary words (increasing the overall rate by a factor
of 1.1).

All Models

By combining all of the updated system components,
we were able to add the new words to the reduced-
vocabulary system without training on them. Line (6) of
Table 3 shows the performance of this fully updated sys-
tem. Comparing to line (2}, in which new words were not
a part of the system, the overall error rate was cut in half.
Comparing to line (1), we see that the error rate is still
1.6 times as large for the new words themselves as com-
pared to the baseline system. Thus, although we were able
to add the new words and get reasonable performance on
them, there is certainly a lot of room for improvement if
some training data is available.
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SUMMARY

Previously [1,2] we examined the new-word problem at
the orthographic level and quantified the relationship be-
tween the new-word rate and vocabulary size for various
tasks/corpora. This past work gave us an understanding
of the frequency of new words. In this work, we have ex-
amined the effect of new words on a continuous-speech
recognition system.

We found that for our system and task, the system suf-
fered about 1.5 word recognition errors per new word on
average. We found that multiple new words per utterance
do not present special problems if they form sequences,
but disjoint new words tend to cause much higher error
rates to in-vocabulary words between them. We examined
the effect new words have on the computation during the
recognition search and found that even the occurrence of a
single new word can increase the computation for an utter-
ance by a factor of four on average. Thus, new words not
only hurt recognition accuracy, they also increase recogni-
tion time. We introduced a measure called the active-word
count which appears to be useful in detecting and locating
new words. Finally, we examined issues related to incorpo-
rating new words into an existing system and found that of
context-independent acoustic-phonetic models, pronuncia-
tion models, and class n-gram language models, the lan-
guage model benefits the most from training on the new
words. Nevertheless, we were able to add many new words
to our system despite no retraining or adaptation on ex-
amples of the new words.
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