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ABSTRACT

The aim of the work described in this paper is to make
a state of the art HMM based speech recognition system
robust to the effects of additive noise. It describes the
application of Parallel Model Combination to a large vo-
cabulary speech recognition in noise task, the ARPA 1994
CSRNAB Spoke 10. Two variants of PMC have been
examined; the Log-Add approximation and Data-driven
Parallel Model Combination (DPMC). In the latter two
schemes were investigated, one compensating both the
means and variances, the other just the means. All the
schemes were found to improve the noise robustness of
the system. Comparable performance to the DPMC mean
compensated system was achieved using the Log-Add ap-
proximation. However, little gain in performance was
found when the variances were compensated, indeed on
the evaluation data the performance was degraded. This
was surprising, since experiments on the Resource Man-
agement database with additive noise showed that vari-
ance compensation consistently improved performance.

1. INTRODUCTION

Increasingly, as they are applied in real world applica-
ticns, speech recognition systems must operate in situa-
tions where it is not possible to control the acoustic envi-
ronment. This may result in a serious mismatch between
the training and test conditions and this invariably leads
to a significant degradation in performance. A variety of
approaches have been adopted to tackle this problem [2].
They may be split into three basic categories: inherently
robust parameters for speech; speech enhancement tech-
niques; and model based noise compensation techniques.
The compensation method examined in this paper is a
model based one, Parallel Model Combination (PMC). In
previous work this technique has been applied to small vo-
cabularies in extreme noise conditions [5], the NOISEX-92
database, and medium size vocabularies in more moder-
ate noise conditions [6], Resource Management (RM) with
additive noise. Here the technique is applied to a larger
problem, the ARPA 1994 CSRNAB Spoke 10, a 5000 word
task.

2. PARALLEL MODEL COMBINATION

For the work carried out in this paper two implementa-
tions of PMC are considered, Data-driven Parallel Model
Combination (DPMC) [6] and a greatly simplified and
faster version of PMC, which cannot compensate the vari-
ances of the models, the Log-Add approximation.

EUROSPEECH ’95, Madrid, Spain, September 1995

2.1. Data-driven Parallel Model Combination

DPMOC is a fast and flexible implementation of PMC that
can compensate all the parameters, other than the tran-
sition probabilities, of a speech recognition system. Fur-
thermore, it allows the frame/state component alignment
within a state to be optimised, in contrast to most model
based schemes where this alignment is assumed to be un-
altered by the addition of noise. The basic compensation
process is as follows. A series of speech and noise “ob-
servations” are generated using the clean speech models
and a noise model estimated from the ambient noise, re-
spectively. The speech and noise “observations” are then
combined according to a mismatch function that describes
the effect of additive and/or convolutional noise on the
clean speech parameters. The mismatch function in the
Log-Spectral domain for static parameters in the presence
of additive noise is

0i(7)

F(Si(r), Ni())
log(gexp(Si()) +exp(N/(7))) (1)

where S!(7), Ni() and O!(r) are the 7" clean speech,
noise and corrupted speech “observations” and g is a gain
matching term introduced to account for level differences
between the clean speech and the noisy speech. Simi-
lar functions have been derived for the delta and delta-
delta parameters [6]. The set of corrupted speech “ob-
servations” are then used as training data for a particu-
lar speech noise state pairing. This training may be im-
plemented in an iterative fashion where the frame/state
component alignment within a state is allowed to vary.
Alternatively, and computationally more efficiently, the
alignment may be assumed to be unaltered by the addi-
tion of noise and the models trained in a single iteration.
Only this single iteration scheme is considered in this pa-
per.

2.2. The Log-Add Approximation

The Log-Add approximation makes the assumption in the
compensation process that the speech and noise models
have zero variance. Thus

fui = F(i, i) = log (g exp(ut) + exp(})) ()

where ji', i} and il are respectively the corrupted speech,
clean speech and noise means in the Log-Spectral domain.
This is a simplification of the original L.og-Normal approx-
imation [3] and for the static parameters is very similar
to hypothesised Wiener filtering [4]. Here, the delta and
delta-delta means are also compensated using the appro-
priate mismatch functions.

The Log-Add approximation is not as powerful as
DPMC, as it does not allow the variances of the mod-
els to be compensated. However, the scheme is faster,
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since only one “observation” is effectively taken to gener-
ate the compensated mean, in contrast to DPMC where
many such “observations” are required. Furthermore as
the variances are ignored in the compensation process, it
is unnecessary to map the clean speech and noise variances
from the Cepstral domain to the Log-Spectral domain and
back again.

3. ARPA 1994 CSRNAB SPOKE 10

The ARPA 1994 CSRNAB Spoke 10 consisted of data
taken from a closed 5,000 word vocabulary task with car
noise added at various signal to noise ratios. The base-
line system used for the recognition task was a gender
independent cross word triphone mixture Gaussian tied
state HMM system and is like that used in the CUED
1994 evaluation [8]. However, there are some important
modifications made to allow the use of PMC to compen-
sate the model parameters. The set of speech parameters
consisted of 12 MFCCs, C; to Ci2, appended by Cp, not
normalised log-energy as in the standard system, and the
first and second differentials based on simple differences
not linear regression, yielding a 39 dimensional feature
vector. Note that, in contrast to the standard HTK sys-
tem, no Cepstral Mean Normalisation (CMN) was used.

The acoustic training data consisted of 36493 sentences
from the SI-284 WSJO and WSJ1 sets, and the LIMSI
WSJ lexicon and phone set were used. As CMN was not
incorporated, it was necessary to map the global signal
levels of the WSJ0 and WSJ1 databases to be the same.
This was achieved by offsetting the Cy feature vector co-
efficient of the WSJO data to have the same average value
as the WSJ1 database. To generate the models with the
new parameter set, a standard HTK system was initially
trained. This used decision tree-based state clustering [9]
to define 6399 speech states. A 12 component mixture
Gaussian distribution was then trained for each tied state,
a total of 6 million parameters. The parameter set was
then changed to that described above in a single pass
and an additional smoothing pass performed. For the
S10 spoke, the standard MIT Lincoln Labs 5k trigram
language model was specified. Decoding used the single
pass dynamic network decoder {7].

As the set of speech parameters has been altered from
the standard HTK Wall Street Journal system, in partic-
ular the removal of CMN from the static parameters, it
was necessary to use different grammar scale factors and
insertion penalties to those normally used. These were es-
timated on the 1994 SO development spoke data. The SO
data was used as it is a comparable task to the 510 task
with more test sentences. Note, this data is a superset
of the S10 data, thus the development S10 data results
may be slightly biased (the SO data consists of 424 sen-
tences spoken by 20 speakers, the S10 data is 113 of these
sentences spoken by 10 speakers). On the SO data the
optimised performance figure was 5.84%, compared with
6.19% with the standard HTK WSJ system and param-
eter settings!. These clean speech settings were used for
all the noise conditions.

1The standard HTK WSJ system when optimised yielded a
figure of 5.62%. This indicates that at least in this data there
is little degradation in performance using Cp, no CMN and
simple differences compared to normalised log-energy, CMN,
and linear regression delta and delta-delta parameters
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4., RESULTS ON THE DEVELOPMENT
DATA

The ARPA 1994 CSRNAB Spoke 10 development data
consists of 108 sentences spoken by 10 different speakers,
recorded in “clean” conditions. Noise from three sources
labelled Carl, Car2 and Car3 was then added at 5 signal
to noise ratios, 6dB, 12dB, 18dB, 24dB and 30dB. The
signal to noise ratio was calculated by NIST, using an A-
Weighted scale, comparing the maximum speaker value
over all the sentences and the noise mean value. The
6dB noise condition was found to be too severe to obtain
meaningful results so was not considered in any of the
development results. For the development results only
one of the car noises, Car3, was considered.

Model SNR (dB)

Set > | 30 | 24 | 18 | 12
DPMC 7.16 | 10.95 | 14.15 | 19.94 | 34.10
DPMC(Mean) | — | 10.37 | 13.87 | 20.74 | 36.56
Log-Add” —_ 10.32 | 13.98 | 21.03 | 37.02

Table 1. Results on Car3 ARPA 1994 CSRNAB Spoke 10
Development Data using grammar scale factor and insertion
penalty optimised on SO, * indicates that the results were
generated by re-scoring the DPMC (Mean) Compensated
System lattices.

Table 1 shows the results on the four development noise
levels. At the higher signal to noise ratios, 30dB and
24dB, the mean compensated system outperforms the
mean and variance compensated system. This is slightly
surprising given the previously quoted results on the RM
database, where compensating the variances was found to
improve the performance up to 24dB?. As the SNR drops,
the variance compensation is found to slightly improve the
performance, though not by the amount observed on the
RM task. The results using the Log-Add approximation
are also shown in table 1. Using this simpler approxima-
tion shows comparable performance to the mean cormpen-
sated DPMC system.

From these development results, it appears there is Lit-
tle to gain, indeed there may be a slight degradation in
performance, using variance compensation at high SNRs.
However, at lower SNRs slight gains in performance are
observed.

5. RESULTS ON THE EVALUATION DATA

The ARPA 1994 CSRNAB Spoke 10 evaluation data con-
sists of 113 sentences spoken by 10 different speakers,
again recorded in “clean” conditions. Noise from a sin-
gle noise source was added at three signal to noise ratios,
labelled Level 1, Level 2 and Level 3, the actual signal
to noise ratios were unknown a-priori®. The results pre-
sented here are not the ones submitted for the evaluation

2There is a difference in the way that the SNRs were cal-
culated in the two systems. For the RM data the SNR was
calculated on a per sentence basis, using the mean of the noise
and the max of the speech (utilising the NIST software). How-
ever on the WSJ database the max of the speech was calculated
over the whole of the test set. This results in an approximate
6dB difference in SNR.

3The official SNRs quoted for the noise conditions are Level
1 16dB. Level 2 22dB and Leve! 3 10dB. These SNR were
calculated using mean speech and noise values by NIST so
cannot be directly compared to the development data SNRs.
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itself, owing to a software problem with the evaluation
system.

Model Noise Condition
Set oo | Level 1 | Level 2 | Level 3
Clean 6.69 35.03 20.35 59.29
DPMC — 10.31 9.38 15.30
DPMC (Mean) | — | 850 | 7.79 | 11.24
Log-Add* — 8.44 7.79 11.18

Table 2. Results on ARPA 1994 Spoke 10 Evaluation Data
using grammar scale factor and insertion penalty optimised
on S0, * indicates that the results were generated by re-
scoring the DPMC (Mean) Compensated System lattices.

The results of the various systems are shown in table 2.
These show a far slower degradation in performance as
the SNR drops than the development data. For the worst
noise condition the mean compensated system’s perfor-
mance has only dropped by 64% compared to the devel-
opment data where at 18dB the performance had dropped
by 190%. For all the evaluation noise conditions the mean
and variance compensated system performed far worse
than the mean compensated system. The level of degra-
dation in performance when both means and variances
are compensated is far larger than that observed in the
development data results.

To investigate the failing of the variance compensation
on both the evaluation and, to a lesser extent, the devel-
opment data, a matched Level 3 evaluation data system
was built by adding the adaptation noise data to all the
WSJ training data. A set of models was then built on
this corrupted speech data, using the frame/state com-
ponent alignment of the clean speech. The Level 3 noise
condition was chosen as it shows the largest disparity in
performance. As this matched system should be the same
as the compensated system, assuming that the models are
well trained, it is possible to compare the performance
compensation scheme with the matched system in detail.

I-Divergence

5 10 15 20 25 30 35
Feature Vector Coefficient

Figure 1. I-Divergence between a Matched System and each
of a Clean System, the DPMC Mean and Variance Compen-
sated System, and the DPMC Mean Compensated System
on Level 3 Evaluation Noise

Figure 1 shows the average I-Divergence between the
matched system and each of the DPMC mean compen-
sated, and the DPMC mean and variance compensated
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systems. Feature vector coefficients 1 to 13 are Cy to C2,
14 to 26 the respective delta parameters and 27 to 39
the delta-delta parameters. The same general trends are
observed as in similar RM systems [6]. The static param-
eters are more affected by the addition of noise, with the
lower order Cepstra being shifted more than the higher
order Cepstra for the clean system. Comparing the per-
formance of the mean compensated system and the mean
and variance compensated system, shows that, at least in
terms of the average I-divergence, it is better to compen-
sate the means and the variances.

Model Level 3 SNR
Set Evaluation | Adapt. Noise
DPMC 15.30 14.25
DPMC (Mean) 11.24 11.35
Matched 12.12 12.26
Matched (Mean) 10.69 11.40

Table 3. Results on the WSJ Spoke 10 1994 Evaluation
Data and Adaptation Noise Corrupted Data using grammar
scale factor and insertion penalty optimised on SO for both
a Matched System and a DPMC Compensated System.

The word error rate for the matched system is shown
in the first column of table 3. This shows the surprising
result that even when training a system under matched
conditions, using the clean speech variances gives better
performance. There are a number of possible explana-
tions for this. As observed in previous work, the addition
of noise to speech invariably reduces the variances in the
Log-Spectral domain. This shrinking of the variances may
make the system less robust to mismatches, such as dif-
ferences between the noise data used to adapt the models
and the actual noise corrupting the speech. Alternatively,
there may be significant differences between the speakers
in the training data and the evaluation data. This may be
in the form of a simple gain difference (no gain compen-
sation was employed in this implementation of DPMC),,
or as a more general difference in speaker styles.

To investigate whether the poor performance was due
to mismatches in the additive noise, a new set of test sen-
tences were generated by adding the noise used to obtain
the compensation noise models. The results for this new
test set are also shown in table 3, labelled Adapt. Noise.
Again, no advantage is gained by compensating the vari-
ances for the data generated on the noise adaptation data.
This indicates that the problem is not due to significant
variations in the background noise conditions.

The second possible cause of mismatch was speaker
variability. The standard HTK WSJ system uses CMN to
generate the speech parameters. This may be viewed as a
simple speaker adaptation scheme. The speaker standard
deviation on the clean speech using this standard system
was 2.42 with a word error rate of 5.8%. With the sys-
tem described in this paper this figure rose to 3.93 with a
word error rate of 6.7%, indicating that part of the perfor-
mance drop may be due to outlier speakers. Furthermore,
on the Level 3 evaluation data the speaker standard devi-
ation was 5.12 without variance compensation, this rose
to 9.64 with variance compensation. Again, an indication
that the degradation in performance may be dominated
by a few speakers with high error rates.

As an initial investigation into the importance of
speaker adaptation a very simple adaptation system was
implemented. The global mean of static Cepstra for each
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Model Level 3 SNR
Set No Adapt. | Adapt.
DPMC 15.30 10.75
DPMC (Mean) | 11.24 10.47

Table 4. Results on ARPA 1994 CSRNAB Spoke 10 1994
Evaluation Data using grammar scale factor and insertion
penalty optimised on SO, comparing no speaker adaptation
with mean offset adaptation.

speaker in the quiet environment was shifted to the global
mean level of the WSJ1 training data. This is a simplified
version of speaker adaptation by probabilistic spectrum
fitting [1] where only one class is considered. It should
be emphasised that this is not a practical scheme, as the
clean speech test data is required for the speaker adapta-
tion, but is solely used to investigate the effects of speaker
variability on the variance compensation. Schemes for
estimating this offset have been investigated on smaller
tasks [5]. Table 4 shows the results of using such a scheme
on the Level 3 evaluation data. The performance of the
mean compensated system is still better than the mean
and variance compensated system, though the difference
in performance is small, with a 2.7% relative increase in
error rate. Comparing the standard deviation on the per-
speaker word error rate shows the systems perform ap-
proximately the same, 4.35 for the mean and variance
compensated system and 4.33 for the mean compensated
system.

6. DISCUSSION

This paper has described the application of a number of
PMC based schemes to a large vocabulary speech recogni-
tion task. This new, larger, task has highlighted some in-
teresting points. In contrast to previous experiments on a
medium size vocabulary task, compensating the variances
of the models does not significantly improve the perfor-
mance. Moreover, at higher SNR it appears to degrade
the performance. This was also found to be the case for
the matched system, which calls into doubt some of the
basic assumptions underlying the PMC approach.

When the variances of the corrupted models were not
compensated the system was found to show good noise
robustness. At the worst noise condition, the uncompen-
sated performance was 59.29% compared with a compen-
sated performance of 11.24%. The use of the Log-Add ap-
proximation, which can be considered as an extension of
hypothesised Wiener filtering to dynamic coefficients, was
found to give comparable performance to DPMC when
the variances are not compensated. These results may
be compared with those of other sites for the S10 spoke,
though it must be stressed that the results presented here
were not the ones submitted for the evaluation. The per-
formance here is comparable with that of the “best” sub-
mitted system which had a word error rate on the Level
3 test of 12.2%. '

The performance of a simple, idealised, speaker adap-
tation scheme was examined, whereby the speaker differ-
ences were modelled as a simple bias in the Log-Spectral
domain. This reduced the error rate for both the mean
compensated and mean and variance compensated sys-
tems. This improvement in performance using a simple
speaker adaptation system agrees with results obtained
recently on the RM task. The error rates for both the
systems after adaptation were approximately the same.
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This implies that at least some of the degradation in the
performance of the variance compensated system was due
to speaker variability, however there is still no gain in
compensating the variances.

Without further experiments it is hard to state whether
the results obtained on the evaluation data are indicative
of the general performance of model based schemes such as
PMC. Most of the experiments were performed on a test
set of ten speakers, uttering approximately ten sentences
each. Previous work on RM used up to 40 speakers each
uttering 30 sentences. Further work is planned on large
vocabulary tasks with additive noise. The DPMC scheme
implemented here does not alter the frame/state compo-
nent alignment within a state. Experiments on RM [6] in-
dicate that this improves performance. Furthermore, the
use of additional components to model the non-Gaussian
nature of the corrupted speech distribution has also im-
proved performance on the RM task. These more complex
compensation schemes should yield improvements in the
variance compensated case.
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