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ABSTRACT

A new scheme to overcome the independence assumption
in standard hidden Markov modeling (HMM) formulations is
presented within the framework of a hybrid system that uses a
discriminatively trained multilayer perceptron (MLP) to com-
pute a correlated emission probability. The scheme takes advan-
tage of the MLP’s ability to model correlations across multiple
frames allowing the use of multiframe long vector history to
condition the emission probability. The required number of
parameters is the same as in the standard hybrid HMM/MLP
formulation. Results presented in a large vocabulary continuous
speech recognition task show that even though performance so
far has not improved over the standard approach, the acoustic
and language model probabilities are better balanced with this
new scheme as compared to the standard one.

1. INTRODUCTION

As used in most state-of-the-art speech recognition sys-
tems, hidden Markov modeling techniques make a number of
simplifying assumptions to assure computationally tractable
formulations for training and recognition algorithms. Among
the usual simplifications is the assumption of independence of
the observation vectors produced within a state. Since the time
sequence of acoustic vectors in speech is highly correlated, this
assumption is certainly wrong. The consequence is reduced
accuracy of speech acoustic modeling and an overweighting of
the observation probabilities compared to the language model
transition probabilities [1].

The overweighting of acoustic probabilities is particularly
severe in segments associated with vowels and other quasi-sta-
tionary sounds. Specifically, the overweighting is equivalent to
raising the observation probabilities for a given acoustic seg-
ment to some power larger than one.

Typical state-of-the-art systems use the heuristic approach
of weighting the acoustic and language model probabilities dif-
ferently to compensate for this imbalance. Usually, the acoustic
model probabilities are raised to an exponent smaller than one
(or conversely, the language model probabilities are raised to an
exponent larger than one). This compensation is very crude
because the exponents should be different for the different
classes of acoustic segments and even for the specific realiza-
tions of each acoustic segment [1].

State-of-the-art systems also alleviate the lack of correla-
tion modeling among frames through the use of first and sec-
ond derivatives of features over a window of frames in order to
capture the dynamics of successive frames of acoustic data.
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Linear discriminant analysis and multiframe observation vec-
tors are also used with a similar purpose. While the use of
these extra features allows the modeling of correlation across
successive frames, it does not prevent the overweighting of the
acoustic probabilities; in fact, it may increase it.

The problem of formally modeling the temporal correla-
tion between successive frames of acoustic vectors within the
HMM framework has been previously addressed by Wellekens
for Gaussian distributions [2], by Brown [1] for Gaussian and
discrete observation distributions, by Paliwal [3] for discrete
distributions, and by Kenny et al. [4] within a general linear
predictive Markov model, (We are not considering here the
segment-based modeling approaches such as [5]). In both [1,2]
and (3] the practical applicability of the approaches is
restricted to the use of specific distributions and the use of a
few frames of acoustic context because of the large number of
parameters involved. In [4] the correlation modeling takes the
form of a vector ARMA process, which experimentally did not
perform as well as the standard techniques.

Hybrid approaches that use the underlying structure of
HMMs combined with MLPs to compute observation probabil-
ities take advantage of the MLP ability to model correlations
among its inputs. One approach to tackle the correlation mod-
eling problem uses MLPs as nonlinear predictors [6, 71, but as
pointed out in [8], it lacks the discriminative characteristic of
the MLP trained as a classifier and requires assumptions about
the probability distribution of the prediction error.

Another approach proposed by Bourlard and Morgan [8]
uses MLPs to model arbitrary distributions with multi-frame
conditioning context. This method uses the ratio of the outputs
of two MLPs, with partially overlapping input windows, to
compute a “correlated” emission probability. They report that
experimentally it did not do as well as their previous standard
method, perhaps because of the numerical problems associated
with computing the ratio of similar small values.

In this work, we propose a new formulation of the tempo-
ral correlation modeling within the hybrid HMM/MLP frame-
work which uses a discriminatively trained MLP to compute a
“correlated” emission probability. It has the following charac-
teristics:

» Overcomes the independence assumption of the stan-
dard HMM formulation.

* Allows a large conditioning context window with a rea-
sonable number of parameters.

* Uses the ratio of a linear combination of the outputs of a
single MLP so it may be less prone to numerical problems
than the method proposed in [8].
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*» Does not make any strong assumptions on the form of the
probability distribution of the inputs.

In the following sections we review both the previous
baseline hybrid MLP/HMM approach to speech modeling and
the correlation modeling formulation which overcomes the
independence assumption. Then, we describe the proposed
approach to correlation modeling and give some preliminary
experimental results of its application to a large vocabulary,
continuous speech recognition task.

2. BASELINE HYBRID HMM/MLP
APPROACH

The hybrid HMM/MLP approach to speech recognition
introduced in [9,10] has been implemented within the SRI
DECIPHER™ speech recognition system [11]. It uses a MLP
for computing the state-dependent observation probabilities of a
HMM.

The training of the hybrid system is bootstrapped from
forced Viterbi alignments for each training sentence obtained
from a basic HMM system. They provide context-independent
phone labels for every frame of speech. A feedforward MLP is
trained using stochastic gradient descend on the labeled training
data. The classification performance on an independent cross-
validation set is used to control the learning rate and to decide
when to stop the training. The training criterion is minimum rel-
ative entropy between the posterior target distribution and the
posterior output distribution. The posterior target distribution is
defined as 1 for the output corresponding to the phone class
label for the current frame, and 0 for the other outputs. Bourlard
and Wellekens [9] proved that assuming a sufficiently large
network, enough training data, and that the training does not
converge to a local minimum, the outputs of an MLP trained in
this way approximate posterior phone class probabilities given
the input features. This result stands without any strong
assumptions about the input statistics and using a reasonable
number of parameters. Therefore, if the input to the network is
formed by concatenating several adjacent frames of acoustic
features around time ¢, the MLP can model local cosrelations
across the adjacent acoustic vectors.

During recognition, the posterior phone class probabilities
are converted to (scaled) observation likelihoods conditioned
on the phone class by using Bayes rule, and used in the HMM in
the same way as the standard observation probabilities. A stan-
dard Viterbi decoding is used for recognition.

Although this approach allows the modeling of correlation
among frames by using a sequence of acoustic vectors as input
to the MLP, it makes the independence assumption used in the
standard probability computation for the Viterbi search even
more incorrect because now the emission probabilities corre-
spond to partially overlapped sequences of vectors.

3. CORRELATION MODELING

In [2] Wellekens established the general HMM frame-
work to incorporate the correlation between successive acoustic
vectors by relaxing the independence assumption used in the
standard HMM formulation. He showed that the well-known
forward and backward recurrences used in the Baum-Welch
training method and for computing several useful HMM proba-
bilities, are still valid if the standard emission probability
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p (ytlsj) for acoustic vector y, from state 5 is replaced by
the “correlated”™ emission probability

-1
o s ®

-1 . .
where Y; =¥,y Iis the sequence of previous
acoustic vectors,

Here we review the assumptions necessary to obtain
the correlated emission probability within the context of deriv-

ing the Viterbi recursions for recognition. We define @, (j)

as the likelihood of the partial vector sequence Y; along the

most likely path ending in state j at time 1.
p(Y;,sj, S, p ...,sl) (2)

®,() = max

\'/sl,s,z, ""St—l

where Jt denotes the event of visiting the state j at time 7, s,
without the superscript denotes a generic state at time #. Intro-
ducing the index i running over the previous states at time #-1,
(1) can be written as

) r TS ’
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P(Ylfl’ S, sl)}} 3)

where the conditional probability can be factored again as:

i 1
A7, s o )
In the standard HMM formulation the emission probability is

. . . -1
assumed independent of the previous acoustic vectors Yl1 .

It is also generally defined depending only upon the current
state and independent of the previous ones, so with these
assumptions the first factor in (4) would result in

P()”,]Ytlh 1’ 5{, S:'fl’ e Sl) = p(yds’j

On the other hand, the correlated model relaxes the inde-
pendence assumption by letting the emission probability be
dependent on the previous vectors ¥, and the current and
previous states:

i IR
e AT B SN AN 1O
this is defined as the “correlated” emission probability.

Furthermore, the transition probability a, j is defined
independent of time and the previous vectors, and dependent
only on the previous state because the Markovian property, the
second factor in (4) now becomes

fft-1 i it i
p(’iinl ’sbl""’slj = P(Szisr-l) =4 (©)
substituting (4), (5) and (6) back into (3) and realizing that the
first two factors do not depend on the second maximization
arguments, we identify the maximization of the last factor as

the definition of &, , (i) . Hence, the well-known Viterbi

recurrence is obtained in terms of the correlated emission prob-
ability:
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A further simplification that we will use in this work is to drop
the dependence of the correlated emission probability on the
previous state, resulting in (1).

4. MLP-BASED CORRELATION MODELING

Let us assume that we use the current frame and the N pre-
vious frames as input to a MLP. After it is trained as described

in section 2, its outputs will approximate p( q:i Yj - NJ ,the
posterior probability of phone class q’ at time ¢ given the input
vector sequence Y: NEYp Yo Yi_N

As reviewed in section 3, if we do not assume indepen-
dence among the observation vectors the standard HMM emis-
sion probability can be replaced by the “correlated” emission

probability:
-1 g
o377 ) ™

where lIi represents the phone class j, at time ¢. This distribu-
tion corresponds to all the HMM states tied to the phone class j.
Because we are using a context-independent phone-based sys-
tem, the output distributions of the HMM states are tied into
phone classes.

Our goal is to obtain (7) in terms of the postesior phone
probabilities obtained from the MLP. Using Bayes rule, (7) may
be rewritten as:

R

where, afiter summing over all the possible predecessor phone
classes ¢, _  , the denominator can be expressed as:

Aoy )=o)y el i)

Aol o, Dol )
A g s Jela i)

! )

Deriving (9), we assumed that the phone transition probability

p(q; Iq; _ 1) is independent of the previously emitted vec-

tors.

The factors p( Y;) and p(Y‘lv 1) are removed in
(8) and (9) because they are constant for each time frame over
the set of states for a given time. (This will not affect the decod-
ing of the optimal state sequence using the Viterbi algorithm.)
Restricting the time window to N+1 frames, we may write the
(scaled) “correlated” emission probability:
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(10)

Note that (10) is a function only of posterior probabilities that
can be computed with a single MLP whose inputs span the cur-
rent and previous N frames of acoustic vectors, and a delayed
version of the same MLP. The phone transition probabilities

p( qi{ qi ~ 1) can be assumed time invariant and estimated
by counting over the training alignments.

5. EXPERIMENTS

We performed recognition experiments using the pro-
posed scheme in a dictation task using the large vocabulary
continuous speech Wall Street Journal (WSJ) corpus [11],
which consists of approximately 18,000 sentences of read
speech for each gender. The reported experiments were per-
formed on the male dataset using a gender-dependent version
of the hybrid HMM/MLP recognition system.

We trained a context-independent two-layer MLP as
described in section 2. It uses the current and the 8 previous
frames of 26-dimensional input features (including mel-cep-
strum, cepstral energy, and their first order derivatives). The
network has 1000 hidden units and 48 outputs. The same net-
work was used in the baseline hybrid system (BHS) and in the
proposed correlation modeling hybrid system (CMHS), allow-
ing us to compare both approaches.

We performed a systematic exploration of the grammar
probability exponent to minimize the recognition error on the
November 92 dataset, which we used as a development set.
Using a bigram grammar and a vocabulary of approximately
20,000 words, we achieved a baseline performance of 16.8%
word error rate using the BHS reviewed in section 2. So far
using the CMHS presented in section 4, we have not improved
the recognition performance over the baseline system; the per-
formance of the CMHS for this set was 18.5%, which was
slightly lower than the baseline, but the difference is not stati-
cally significant. Nevertheless, the optimal relation between
the language model probability exponent and the acoustic
model probability exponent was much closer to one with the
new correlation modeling approach than it was with the base-
line system. The exponents were: 4.0 for the BHS compared to
1.45 for the CMHS. This result suggests that the new scheme
alleviates one of the problems associated with the indepen-
dence assumption, i.e. the imbalance between acoustic model
and language model probabilities.

6. DISCUSSION

Temporal correlation modeling did not improve perfor-
mance compared to the standard method suggesting that the
use of delta parameters and multiframe inputs in the baseline
system is effective in modeling the correlation among succes-
sive frames; if this is so, the primary gain for the explicit cor-
relation modeling scheme would be to intrinsically compensate
for the different degree of correlation within each different
acoustic segment, in contrast to the use of a global exponent
applied to all acoustic model probabilities. Perhaps the con-
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text-independent acoustic modeling system used in this work
was too crude to show this effect. Also, despite using a single
MLP, numerical problems associated with the use of the ratio
of similar small values may have introduced noisy correlated
probability estimates for the phone classes with low probability,
which in turn could have degraded the performance of the
CMHS. In summary, the proposed MLP-based correlation mod-
eling method was very effective in improving the balance of the
acoustic and language model probabilities, making the use of
the heuristic compensation procedure almost unnecessary.
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