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ABSTRACT

This paper presents an empirical study on the annotation of
discourse units in spoken dialogues. The goal of this research
18 to examine whether task-oriented human-human dialogues
can be structured as sequences of a small number of individ-
ual discourse segments that can be reliably end-pointed. The
data used for this study is a corpus of 18 orthographic. tran-
scriptions of actual telephone conversations between customers
and travel agents or Yellow Pages operators. We propose the
use of a general agreement metric derived from the kappa coeffi-
cient and we apply it to measuring the level of agreement among
human coders in bracketing discourse segments. Despite the ap-
parent difficulty of this annotation task, we show that a level of
agreement around 60% can be reached among at least three out
of five coders with variable levels of expertise, using a minimal
and theory-neutral set of annotation instructions.

INTRODUCTION

Recent progress in human language technology has ben-
efitted from the availability of large linguistic corpora. These
corpora are not only instrumental in the quantification of
observable linguistic phenomena, they are also essential for
system development, training, and evaluation.

For a corpus to be useful, it must be properly anno-
tated. Before annotation can take place, however, one
must first define an inventory of constituent units (phones,
syntactic classes, etc.), and specify a set of conventions.
If the units and conventions are well defined and widely
agreed upon, then the task of annotation can be done by
many researchers, resulting in a larger body of sharable
data than would be possible for any single group. How-
ever, sharing of annotated data becomes harder as one
moves up the linguistic chain, partly due to an increase in
the task complexity and linguistic ambiguity, and partly
due to the.fact that the choice of units and conventions
is often tied to linguistic theories that are not universally
accepted. Therefore, corpora annotated by one site may
not be useful to other sites, leading to duplication of effort
and inhibiting cross-system comparisons. One approach
to dealing with this problem is to provide a minimal set
of theory-neutral annotations — exemplified by the Penn
Treebank [7], in which the syntactic structure of sentences
is implicitly described by bracketing major constituents
without actually attaching labels to them. In fact, the

1This research was supported by ARPA under Contract N6601-94-
C-6040, monitored through the Office of Naval Command, Control
and Ocean Surveillance Center. The corpora of telephone conver-
sations used in this research are contributed by American Airlines
SABRE Travel Information Network and by BellSouth Intelliven-
tures.
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Penn Treebank has been instrumental in facilitating the
comparison of scveral general English parsers [2].

As part of our research into the development of inter-
active conversational systems, i.e., systems that can un-
derstand and respond to verbal input, we have become
increasingly aware of the importance of discourse and di-
alogue modelling, and the need for annotated data to aid
research in this area. Following the example set forth by
the Penn Treebank project, we have decided to explore
the possibility of bracketing sequences of one or more ut-
terances into a multi-level structure of embedded discourse
segments, without the need to attach theory-specific tags
to these segments. For such a project to produce a large
amount of useful data for research, we must make sure
that such annotation can be done easily and consistently
by annotators with minimal linguistic training. To answer
the first question, we developed N.b., a graphical annota-
tion tool, which was described in an earlier paper [4]. To
answer the second question, we conducted a set of exper-
iments in which subjects were asked to provide discourse
annotation through bracketing. The purpose of this pa-
per is to describe these experiments, and to quantify the
agreement among annotators using a set of metrics.

The paper is organized as follows. We will first summa-
rize the features of N.b. This will be followed by a descrip-
tion of the bracketing experiment. Next, we will develop a
measure of inter-coder consistency using the kappa coeffi-
cient. Finally, we will apply this metric to the experiments
and report the results.

N.b.: A FLEXIBLE ANNOTATION TOOL

To aid the process of efficiently producing discourse an-
notations, we developed N.b. (NOTA BENE), a graphical
annotation tool [4]. N.b. tries to meet the goal of being
portable and ergonomic. Different annotation instructions
and different theories about discourse interpretation and
generation can be easily incorporated into the annotation
process without the need tp change the graphical user in-
terface. N.b. can be used to tag phrases, utterances and
segments. Instructions and the annotated text are dis-
played in a clear-cut way, and typing is reduced to a min-
imum. Since early this year, N.b. has been used by re-
searchers at two institutions outside of our group. It is
freely available upon request.

BRACKETING EXPERIMENT

With the help of N.b. we have conducted a study for
evaluating human consistency in bracketing discourse seg-
ments in human-human task-oriented dialogues. We used
a corpus of 18 recorded American-English telephone dia-
logues between customers and agents from American Air-
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0] Agent :

LUnclear].

Agent : How can we help you?
Client : Hello.

- -

—e

Client :
Client :
Agent
Client:

Can you give me a fare from Albuquerque to Detroit--
Leaving on the twenty-seventh of Jul

okay, I’11 sure check for you.

Thank you.

71
8]
91
10}
111

Agent
Client :
Agent :
Client :
Agent

®ill this be a one_way or round trip for you?
Uh, round trip --

Right.

-- Returning the first of August.

First of August.

123
13]
141

Agent
Client :
Agent :

tiow many will be going with you?
Uh, one person.
At one person.

Agent
Agent

Let

me check.
Okay .

171 Agent : That will be a wWednesday. back on a Menday.

18] Agent : I’ve got a promotional fare on that one avaiiable.
191 Agent : And that will be 391 dollars

20] Agent : And that includes all airport charges and all taxes.
21] Client : Okay.

Agent :
Agent :
client :

Did you wish to leave in the morning or afterncon?
And T°11 check what schedules are available for you.
Uh, no, um, tet me get back to you, sir.

PR -

Client :
Agent
Agent
Agent :
Client :

Thank you, very much.

Alright.

#ell, let us know as soon as possible.
we’ 11 be happy to help *

Thank you.

Thanks for calling American.

[Beepl.

Agent
Agent :

Figure 1: Example segmentation of a dialogue transcription from the American Airlines corpus.

lines and BellSouth. The domains of the conversations are
air travel planning and Yellow Pages inquiry. The data
are faithful orthographic transcriptions of actual telephone
conversations. Fach dialogue, ranging in length from 29
to 120 utterances, was presented to each subject in its
entirety. Utterance end-points had been determined au-
tomatically based on the punctuation marks. The task
was to bracket the text with possibly embedded segment
boundaries placed between utterances. While N.b. is ca-
pable of playing back the speech signal, coders for these
experiments were given access to the transcriptions only.
The annotation instructions were minimal and were not
biased towards any particular linguistic theory. In partic-
ular, coders were free to define the number and the level of
embeddings of the segments. A precise definition of a seg-
ment was not given to them, except that a segment should
correspond to an individual topic. Each subject completed
the task with no feedback. The subjects (heretofore re-
ferred to as coders) were researchers and students in speech
and language processing and electrical engineering with a
variable level of expertise in discourse analysis, ranging
from no expertise to fluency. Fifteen coders participated
in the experiment; each one annotated 6 dialogues for a to-
tal of 90 annotated texts. Thus each one of the dialogues
has been annotated by 5 different coders. The authors did
not participate as coders in the study. The average text
length was 40 utterances and was annotated in 20 to 40
minutes.

Figure 1 displays the annotated results for one of the
18 dialogues. The text, indented (and displayed in vari-
ous colors on the computer screen) to reflect the hierarchy
of the bracketing, represents the annotation of coder 5.
This segmentation hierarchy is equivalently captured by
the polygons, in varying shades of grey, shown immedi-
ately to the left of the text, along with the same displays
for the other four coders. The bracketing displayed to the
right of the text shows the segments that are common to
the output produced by coders 1, 3 and 5, that are the most
similar segmentations according to the agreement measure
defined in the next section.
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MEASURING AGREEMENT

Various metrics have been proposed to measure the
agreement among coders for different linguistic annota-
tions. For example, phonetic transcriptions have been
compared in terms of a pairwise inter-coder agreement,
taking into account insertion/deletion as well as substitu-
tion errors. The inter-coder agreement has been found to
be 80-85% [3]. For comparing syntactic annotation agree-
ment, the Penn Treebank project measures the percentage
of times the brackets in one annotation cross those in an-
other, as well as precision and recall with respect to a
reference parse tree [2].

There are a number of ways to measure inter-coder
agreement for discourse annotation [5, 6, 9, 10] As seen in
Figure 1, different bracketings of the same text might be
considered structurally similar even if they are not iden-
tical. When the segmentations are linear the annotation
task is reduced to a two-way classification of each utter-
ance (Segment Boundary vs. Non Boundary) and the ob-
served agreement among two coders ¢ and j, P,, is usually
computed as follows:

Utterances where both coders agree

Py = <1)
The problem with reporting only P, is that it can overes-
timate the agreement among coders when the distribution
of the coding categories is skewed. For example, most of
the utterances will be classified as non boundary by all
coders if there are only a few segment boundary utter-
ances, resulting in a large value for P,. Recent empirical
work on discourse coding has overcome this problem by
either reporting the agreement on the most critical cat-
egories (i.e. Segment Boundary) [5] or by reporting the
kappa coeflicient, k, a measure of agreement that is used
in experimental psychology {10, 6, 1]. This measure cor-
rects the observed agreement by subtracting the estimated
chance agreement P, one expects from the distributions of
the coded categories. The kappa coeflicient is computed
as follows [1]:

Total number of utterances

‘Po_Pc

1P, (2)
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SEGMENTATION 1
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SEGMENTATION 2 &

08, DUBes

Figure 2: Computing the agreement among two different
bracketings of the same text. The rounded boxes highlight the
segments that are matched in each sequence. Segments E, F,
H, I and N do not have a match (N crosses brackets with E
and F). The segments in 1 that have a match in 2 are A, B, C, D
(O1 = 4, N1 = 6) and the segments in 2 that have a match in
lare G,J,K,L,M (O2=5,N; = 8).

In practice, a value of k greater or equal to 70% can be
interpreted as a measure of very reliable agreement among
coders.

We wish to estimate the value of P, and P, for multi-
level segmentations. In general, a multi-level segmentation
for a sequence of utterances is analogous to a parse tree
for a sequence of words. In our study, there is no refer-
ence parse tree, and we propose to use a generic symmetric
agreement metric that accounts for substitutions, deletions
and insertions of segments. In general, let O; be the num-
ber of tokens in ¢ that agree with classification j according
to some criterion and let O; be the number of tokens in
j that agree with classification i. Following [1], define the
observed agreement:

_Oz‘+0j

P, =
N, + N,

3)

where N; and N; are the number of tokens in'4 and j,
respectively. If a reference parse tree is not available, dif-
ferent sub-trees that vary only in the hierachical struc-
ture but share the same boundaries should be considered
structurally similar. For example, in Figure 2, we con-
sider that the sequence A, B, C, D matches the sequence
G, J,K,L,M. The observed agreement for this example

182
445

o= g = 645% (4)

In general, we define the following agreement criterion:
Definition 1 A segment [m, n] in i matches with segmen-
tation j if there exists some segment [m,*] or [x,m — 1] in
J and there exists some segment |x,n] or In + 1,%] in j.

The probability P, is the a priori probability that a seg-
ment in one segmentation agrees with the other segmenta-
tion if the two segmentations are assigned at random. We
were not able to find a closed form solution for estimating
the exact value of P.. Instead, we provide a lower bound
estimate for P, (and an upper bound for ) by using some
independence assumptions. P, can be derived by combin-
ing the probabilities of the joint events listed in definition
1. We can estimate these probabilities from the respec-
tive frequency counts. Let P,(z) (respectively P.(z)) be
the fraction of utterances that begin (end) one or more
segments in segmentation . It can be shown that:

Fa(z) = (Po() + Pe(x) — Po(2) Pe(2))’

EUROSPEECH ’95, Madrid, Spain, September 1995

P J_Vi]J‘f_ijb(z)Pe(z‘)Pa(j) + )

“Jvi—]_\(_'jTVJ__Pb(j)Pe(j)Pa(i)

RESULTS

For each one of the transcribed dialogues and each pair
of coders we computed the kappa coeflicient according to
equations 2, 3, and 5. In an attempt to detect and remove
coders that are obvious outliers, we applied a bottom-up
hieracrchical clustering procedure and plotted the dendro-
gram of the results. For example, the right panel of Figure
3 shows the dendrogram for the dialogue displayed in Fig-
ure 1. In this case, the average pairwise agreement, among
all five coders, measured by kappa is 45.2%. However the
average kappa for coders 1,3 and 5 is 68%. For all the
dialogues, we tabulated the results for overall agreement
among coders, and agreement among at least three of the
coders. This is shown in the middle panel of Figure 3,
which displays the average kappa coefficient and its stan-
dard deviation as a function of the number of coders and
the text length. The average agreement between the most
similar coders decreases from 64% for the shortest texts
to 56.5% for the longest ones. The overall average agree-
ment across all dialogue lengths is about 60%. The aver-
age agreement among all five coders ranges from 56.3% to
43.8%. The variability among coders is high, as witnessed
by the standard deviation that ranges from about 22%
t0 15%. These results are influenced by the experimen-
tal settings using coders with a wide variety of expertise
and minimal instructions, and they can be interpreted as
a lower bound estimate on human agreement.

Returning to the rightmost panel of Figure 1, coders 1,
3, and 5 agree on a number of segments as follows:

(utterances 0-2) Greetings
(3-21) Information retrieval: fare
(3-17) Specification of the request
(7-11) Specification of the fare type
(18-21) Agent reporting the information
(22-24) Agent’s attempt to book
(25-31) Closings

To gain further insights into the nature of disagree-
ments, we display the types of segmentation disagreements
among the most similar coders in the right panel of Fig-
ure 3. In descending orders, they are:

Embedded Subsegments (Examples in figure 1: seg-
ment {7 —9] and [10 — 11]). Embedded question-answer
pairs are annotated by some coders, while other coders
prefer to gloss over details. Sometimes a response might
trigger a clarification subsegment that may be ignored by
some coders.

Very Short Segments (Ex.: Utterances [17] and [24]).
Some coders systematically highlight specific single utter-
ances or speakers turns that convey some key information
or summarize one of the topics of the dialogue.

Back Channel Responses (Ex.: Utterances [15,16]).
These utterances are frequent in human-human dialogues,
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Figure 3: Left: Bottom-up clustering of the five annotations displayed in Figure 1. Center: Average pairwise bracketing agreement
and its standard deviation as a function of text length and number of coders. Right: Most frequent types of disagreements among

coders (segments not propased by all of the most similar coders).

and they can be interpreted in two ways: as a confirmation
or acknowledgement - continuing the current segment, or
as a floor switching signal - closing the current segment
and opening a new one with a switch of initiative between
the two speakers.

Greetings and Closings (Ex.: Segments [1 — 2] and
[25 — 31]). Closing boundaries are ambiguous when po-
lite forms are mixed with wrap-ups or negative answers -
the client wanting to close the conversation without con-
necting or without reserving a ticket. Greetings can be
ambiguous when the client formulates a polite and incom-
plete request immediately followed by a more detailed and
elaborate question. Some coders open a segment at the
first request, while others open a segment at the more spe-
cific utterance.

CONCLUSIONS

In this paper we described a set of pilot experiments
designed to measure the level of agreement among human
coders in bracketing discourse level units in spoken dia-
logue, using a metric derived from the kappa coefficient.
Despite the apparent difficulty of this annotation task,
we showed that a level of agreement around 60% can be
reached among at least three out of five coders. This is all
the more encouraging considering the fact that our coders
have diverse linguistic backgrounds, most of them with
no prior experience in discourse annotation, and only the
very minimum of instructions were provided. Experience
from the Penn Treebank project indicated that inter-coder
agreement increased drammatically when elaborate anno-
tation instructions (a more than 300 pages document) had
been provided, and the annotators had been extensively
trained [8]. To increase the bracketing agreement and re-
duce the number of outliers, we believe that a small set
of theory-neutral guidelines is necessary for handling the
four most frequent types of disagreements. The guidelines
should set the minimum level of bracketing detail and con-
ventions for handling ambiguous cases such as back chan-
nel responses, greetings and closings.

This pilot study only scratches the surface of corpus-
based analysis of task-oriented dialogues. In the future, we
will analyze in detail the lexical and semantic structure of
the individual segments that can be reliably end-pointed,
and we wish to characterize with empirical measures the
language used by the agents and the customers.
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