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ABSTRACT

This paper presents an architecture for speech under-
standing that was implemented for an information query
application in Italian. The architecture employs speech
recognition and stochastic grammar algorithms devel-
oped at [RST. Interpretation of an utterance is computed
in three steps: first, a phonetic-unit sequence is produced
by a speech recognizer with the help of a bigram language
model; second, a sequence of semanti¢ units is computed
by a Viterbi decoder with the help of a semantic language
model; and, finally, a semantic parser computes the most
probable semantic interpretation of the query. Experi-
mental results are reported for a test set of 154 queries
which were never seen during the architecture design and
training.

1. INTRODUCTION

This work describes an architecture for speech under-
standing that was designed and tested on an information
query application in Italian {7]. The architecture takes
advantage of a real-time, continuous-speech, speaker-
independent recognizer and of stochastic grammar tools
already developed at IRST [1, 3]. The application sce-
nario is that of a spoken language system that can an-
swer questions about IRST. For this domain, about 3,000
queries, uttered by 50 speakers, were collected by means
of Wizard-of- Oz simulations.

A sketch of the architecture is given in Figure 1. The
meaning of an utterance is incrementally built in terms
of phonetic units, semantic units and frames. The input
speech signal is decoded into a phonetic-unit sequence
with the help of phonetic constraints (i.e. word tran-
scriptions) and of a bigram language model. Successively,
a semantic-unit segmentation is computed by applying
the Viterbi decoding algorithm on a semantic language
model represented by a probabilistic finite state network.
Finally, a semantic parser computes the most proba-
ble semantic interpretation with the help of a stochastic
context-free grammar. The interpretation of a semantic-
unit sequence is given in terms of one top-level frame, or
more top-level frames in case of multiple requests.

Experimental evaluations are reported for a test set of
154 context-independent queries which were never seen
during the architecture design and training.

2. LINGUISTIC DOMAIN

The considered application scenario is an information
query system, called Concierge, that can answer ques-
tions about IRST organization, research activities, pub-
lished papers, location of people and places inside the
building, photos of people, etc. By means of Wizard-
Of-Oz simulations [4], about 3000 queries were collected,
uttered by 50 different speakers. Recordings of sessions
were transcribed and spontaneous speech as well as noise
plienomena were annotated. Though available, the extra
linguistic information was not used; in fact, spontaneous
speech phenomena are not very frequent in the record-
ings, because speakers were asked to utter well formed
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queries. Nevertheless, ungrammatical sentences occur
quite often in the transcriptions. After eliminating unan-
swerable queries, a training set of 2415 queries and a test
set of 154 queries were selected. Speakers of each set of
queries are pairwise disjoint. The lexicon of the training
set contains about 1,000 words. In the following, some
(translated) examples of queries are given.

Which topics is the speech group working on?

I wish to know the title (sic) of the articles writ-
ten by Mario Rossi on acoustic models written (sic)
from 1990 to now.

I wish to know which research line Gianni Bianchi
ts responsible of.

What conference has recently taken place in San
Francisco?

Is it possible to see a photography of Mario Rossi?

3. SPEECH RECOGNIZER

The employed speech recognizer is based on the HMM,
beam search, continuous speech, speaker independent
technology developed at IRST [1, 2]. The recognizer em-
ploys a bigram language model estimated on the training
set with test set perplexity around 20.

4. SEMANTIC RECOGNIZER .

By applying the Viterbi decoding algorithm on a HMM
based semantic language model, represented by a proba-
bilistic finite state network, the semantic recognizer hier-
archically segments the phonetic-unit sequence in terms
of the most probable word, word class, and semantic-
unit sequences. This hierarchy is reflected by the network
structure which is incrementally built up from word class
and semantic-unit networks.

4.1. Word Classes

Word classes correspond either to semantic types (e.g.
proper names and numbers) or to sets of words semanti-
cally equivalent inside the domain (e.g. noun synonyms,
inflected forms of one verb, preposition or adjective). For
the purpose of interpretation, semantic type word classes
are seen as variables carrying values, while the others
word classes are seen as constants. In the application,
semantic types correspond to data base field values, that
are used to specify the item asked for in the query. In
Figure 2 the network representing all the inflections of
the preposition di (of) is shown (probabilities on arcs are
omitted for clarity). All forms are mapped into the same

~word class di. In total 76 word classes were defined.

4.2. Semantic Units

Semantic units are defined with networks of word classes
and correspond to word sequences carrying some atomic
meaning in the application domain. In particular, they
include frame (or concept) instances, indicators, and at-
tributes. An example of concept instance is the seman-
tic unit person activated, for instance, by the phrase di
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Figure 1: Speech understanding architecture.

Mario Rossi (of Mario Rossi). The same semantic unit
would instead correspond to a frame indicator, when acti-
vated by a noun phrase like della persona (of the person),
that is expected to introduce semantic units defining a
frame F-person. In general, we have a concept instance
when the semantic unit contains word classes carrying
semantic values - e.g. person names, conference names,
group names, etc. In Figure 3, the network corresponding
to the (frame indicator) semantic unit' article is shown.
For the considered domain, 38 different semantic units
were defined.

Figure 2: A partial network corresponding to the word
class “di” (of ). Bogzes correspond to HMMs of words.

articolo

£8sere

Figure 3: A partial network corresponding to the seman-
tic unit article. Bozes represent word classes.

4.3. Semantic Language Model

The semantic language model incorporates constraints
about how words match phonetic unit sequences, how
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words occur inside word classes, how classes can be con-
catenated inside a semantic unit and, finally, how seman-
tic units can be concatenated inside a sentence. Con-
straints are expressed through the following probabilities:

Pr(us, ..., un) = Pr(ua) [ [ Pr(us | wiz1)

=2

m
Pr(c,...,em | ux) = Pr(et | uk)HPr(c; | ciz1,u)
i=2
1. .
Pr(ws | cx) = ﬁlf wi € cx and 0 otherwise.
Ck
where the subscribed symbols u, ¢ and w denote re-
spectively semantic-unit, word-class, and word occur-
rences inside a sequence. The lowest level of matching,
namely between phonetic-unit sequences and word tran-
scriptions, is implemented through HMMs modeling dele-
tions, substitutions and insertions.

ersgon s

Figure 4: Semantic language model. Bozes represent
semantic units and probabilistic links allow to build
semantic-unit sequences.

The semantic recognizer was inspired by the work of
Pieraccini et al. [5, 6] but differs in that constraints
on classes are introduced and pattern matching is per-
formed on phonetic units instead of on acoustic obser-
vations or words. As an example, let us consider the
following query:

Mostrami gli articoli del ricercatore Mario Rossi.
(Show me the articles of the researcher Mario Rossi.)
According to the semantic language model, the query
would be decoded into classes and semantic units as fol-

lows:

show mostra

article il articolo

position* di ruolo[=ricercatore]

person* nome[=Mario] cognome[=Rossi]
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Figure 5: Frame structure of a sentence derived by the semantic parser. Semantic units corresponding to concept instances

are marked.

Semantic units corresponding to concept instances
have been marked. The distinction between semantic
units corresponding either to frame instances or frame
indicators is exploited by the frame parser. As the se-
mantic language model represents them both by a sin-
gle network grammar, classification of semantic units is
performed by a post-filter that simply looks for some se-
mantic type inside them.

4.4. Training Procedure

The semantic language model has been automatically
trained starting from a labeled and segmented version of
the training set. Segmentation and labeling has been car-
ried out semi-automatically by means of ad-hoc designed
tools. It is worth noticing that if much more training
data were available, a bootstrap procedure could be em-
ployed that directly exploits the concept recognizer itself
[6]. Finally, phonetic-unit HMMs for deletions, substi-
tutions and insertions were directly estimated from the
recognizer’s confusion matrix.

5. SEMANTIC PARSER

The semantic parser produces the most probable seman-
tic interpretation of the semantic-unit sequence in terms
of one frame, or more frames in case of multiple re-
quests, and their respective slots. Slots define arguments
of queries and may be filled either with semantic-units or
with other frames. Frames are generated by exploiting
an automatically trained stochastic context-free gram-
mar and a best derivation parser implemented following
the theoretical work in [3]. The grammar models 14 types
of frames corresponding to different subjects of query -
e.g. a paper, conference, person, photography, etc. Every
frame is modeled with production rules of two types:

1. rules that activate the frame by matching some frame
indicator/attribute semantic units;
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2. rules that activate and fill its argument slots either
with concept instances or, recursively, with other
frames.

If no frame indicator is detected - e.g. in queries where
the object is not specified - activation of frames may oc-
cur due to the second type of rules. Moreover, activation
of argument slots is done independently from their order
in the sentence.

Following this scheme, the resulting grammar contains
49 terminal symbols, 183 non terminal symbols and 383
production rules. The high number of rules is due to
the grammar formalism (Chomsky normal form) which
requires either binary rules, containing no terminal sym-
bol, or unary rules.

Estimation of the grammar probabilities was per-
formed by running the Inside-Outside algorithm on the
segmented training corpus.

An example of parsed query is shown in Figure 5, that
shows how the context-free formalism allows to repre-
sent complex frames. In the example, slots in the frame
F-conference are either of type indicator, attribute or
argument. The first two are generated by the before
mentioned productions rules of type 1. Argument slots
can be filled either with semantic units corresponding
to concept instances or, if arguments are expressed in a
complex form, with frames defining the same concepts.
For instance, the slot s—author, in Figure 5, could also
be filled with the semantic unit person (cf. Section 4.2).
All frames can also be seen as single queries that look
for specific data. For instance, the frame F-article, fill-
ing the slot S-article, asks for an article with a specific
topic and author. Moreover, the author argument slot
is indirectly specified through a frame F-person. Hence,
the first information to look for in the database is a per-
son record defined by a role and a research group.
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6. EXPERIMENTS

Experimental evaluations were performed on a test set
of 154 queries which were never seen during the archi-
tecture design and training. Hence, these sentences also
contained out-of-vocabulary words. Training of the lan-
guage model, semantic language model, and frame gram-
mar were carried out on a training set of 2,415 queries.
In Table 1 results are provided for the understanding
process starting either from the correct phonetic tran-
scription or from the speech signal. As the architecture
has not yet been connected to a real database, interpre-
tation accuracy was computed by hand by verifying the
correctness of the query frame and of all its argument
slots. Accuracy rates on the test set queries are given
for the computed word sequences, word class sequences,
semantic-unit sequences, and interpretation frames. The
class accuracy rate does not consider errors between se-
mantically equivalent words. The low word accuracy rate
relative to text input is due to the presence of out-of-
vocabulary words.

Word Class Unit | Interp.

Acc. Acc. Acc. Acc.
Speech | 85.9% | 90.3 % | 92.8% | 79.9% |
Text 94.5% | 97.2% | 97.1% | 89.6%

Table 1: Evaluation results (without looking at the test
before).

From an accurate analysis of the interpretation re-
sults it came out that many errors could be recovered by
introducing finer distinctions inside semantic units and
classes. Infact, grammar coverage was quite high (97.4%,
icluding correct and incorrect interpretations) and most
errors were due to semantic unit ambiguities. Changes in
the semantic language model and in the grammar were
straightforward. After these improvements the interpre-
tation rates increased to 90.2% and 96.1% for speech and
written input, respectively.

7. CONCLUSIONS

An approach to speech understanding for an information
query system has been presented which employs HMMs
for speech and semantic-unit decoding and a stochastic
context-free grammar for semantic interpretation. This
approach allows to introduce an intermediate and easy
to handle representation of the sentence in terms of se-
mantic units. In fact, speech can be quite accurately
decoded into semantic units by automatically trained
HMMs. Moreover, managing semantic units instead of
words allows to design simpler and more robust semantic
grammars.
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