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ABSTRACT

We propose to use a stochastic segmenial duration
model independent of the HUM model in INRS’s large
vocabulary speech continuous speech recognizer. First,
we examine how to insert this model into the search
algorithm without violating the optimality constraints
of this algorithm. Second, we propose and test the
performance of four different duration models. The
training and testing of the models is done on a stu-
dio quality speaker-dependent speech corpus. The first
model is a rule-based model which imposes minimum
and mazimum phone durations. The second model is
a Gaussian muzture phone duration model indepen-
dent of the phonemic context. The third model is a
Gaussian muzture phone duration model dependent on
the right or left phoneme context. Finally, the last
model is a Gaussian mizture duration model based on
the variation of duration within a diphone. Perfor-
mance comparisons show that the best model is the
first one which imposes hard constraints on duration.
This model improves the percentage of word recognition
from 89.58% (no duration modeling) to 90.]7%{]

Keywords: segmental duration, prosody, supraseg-
mental features, Markov source-based continuous speech
recognizer, large vocabulary

1. INTRODUCTION

Using prosodic information in a Markov source-
based very large vocabulary speech recognizer provides
a way to examine suprasegmental information which
Is not represented by a Markov source model (hidden
Markov model, HMM). Previous experiments ([1], [2])
have shown that prosody at the lexical level (lexical
stress) has little influence on the performance of a very
large vocabulary isolated speech recognizer. This is
due to monotonous pronunciation which results when
function words are stressed in the same way as content
words. Recent experiments ([3], [4], [5], [6]) tend to
show that consideration of the prosody at the micro-
prosodic level could improve the performance of a very
large vocabulary continuous speech recognizer.

An HMM model is a finite state machine described
in terms of a set of states, {s}, a matrix of probabili-
ties of acoustic observations, {b;;(y)}, and a matrix of
probabilities of transition from one state to another,
{aij}. This set of states includes an initial state, a fi-
nal state as well as intermediate state s;. The matrix
of probabilities of acoustic observations is composed of
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elements b;;(y) = Pr(y |s; attimet, s; at time t+1)
where y is the observed signal. These elements exam-
ine the spectral similarity between the observed signal
and the HMM model. The matrix of transition proba-
bilities is composed of elements a;; = Pr[s; at time t+
1| s; at time t] where 1 < i,j < n and n is the total
number of states in the HMM model. These transition
probabilities are responsible for the temporal model-
ing of the speech signal. The multiplication of these
two probabilities gives the a posteriori probability of
observing the acoustic signal given an HMM model,
Pr(A|W). Over the last ten years, the majority of
research has dealt with the probability of acoustic ob-
servations. In this paper, we propose to study the
modeling of the transition probability.

In the next section, we survey the previous stud-
ies. In Section 3, we show how to include our mod-
els into a large vocabulary continuous speech recog-
nizer without violating the optimality constraints of
the search. In Section 4, we propose different duration
models. In Section 5, we describe the studio quality
speaker-dependent speech corpus and present the test
results on this corpus. Conclusion remarks are pre-
sented in Section 6.

2. PREVIOUS DURATION
MODELING

The probability density function for the duration

d associated with the state s; is as follow:

af{'l(l — a;;)
It assumes a geometric duration distribution of the
state although it is well known that gamma or log-
normal duration distributions of the whole segment are
more appropriate [7].

In his study of phone duration, Levinson [8] pro-
poses a semi-Markov model of one state. By doing
so, his model can model the duration at the phone
level without violating the search algorithm criteria.
However, the improvement of the discrimination at the
temporal level obtained by a better distribution of the
transition probability is overshadowed by the deterio-
ration of the discrimination at the spectral level with
the weaker one-state spectral modeling. Consequently,
this explains the reason why many recognizers have
discarded the state transition probability by forcing a
probability of one for every transition ([9]; i'IO]).

In order to improve the discrimination at both
the temporal and spectral levels, Kenny [2] proposes
a separation of these distributions. Taking advantage
of this separation, Kenny adds a segmental parame-
ter and considers the lexical stress. However, the im-
provement of the performance does not justify the use
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of such a model in an isolated word speech recognizer.
Following the work of Kenny, Dumouchel ([3], [4]) ex-
ploits the divorce between the acoustic and duration
modeling in order to study the suprasegmental features
in a continuous word speech recognition.

Finally, Ferguson [11] proposes a modification of
the HMM in order to use different distributions of the
transition probability at a cost of an increase in mem-
ory by a factor of D (where D is the maximum duration
of a state) and an increase of computation by a factor

of D2/2.

3. INSERTION OF THE
DURATION MODEL

3.1 INRS Speech Recognizer

The approach used by the INRS speech recog-
nizer [12] can be summarized as shown in Fig. 3.1.
First, we divide temporally the data into blocks of 1,5
seconds (decision delay). Then we start the search
process (search processor) on the current block based
on a multi-pass search technique. Finally, we pass the
results to the next block for a new multi-pass search.
This recognition process completely ends when no
more speech data block are available. The purpose
of the temporal block processing is to tackle the real-
time issue caused by the forward-backward algorithm.
Classical forward-backward algorithms require that
the backward search is completed before the forward
search can start. But the backward search can not
proceed before the end of the utterance resulting in
a delay which is equal to the duration of the utter-
ance. One can see that this delay is undesirable for
real-time applications. Furthermore, this delay could
result in memory problems. This proposed block pro-
cedure solves these problems associated with forward-
backward algorithms in an optimal way. The first two
modules in I'ig. 3.1 are responsible for the sampling
of the current signal at 16 kHz and the computation
of the cepstral coefficients and their first derivatives.

Input Output
speech Acoustic phonetic & ‘word
signal language models sequence

Sampling input beam

and Feature Search

conversion vectors processor

oy digial R ot Decision

et N ol be delay

I I ]

Fig. 3.1 Overview of the INRS Speech

Recognizer.

The search processor performs a multi-pass search
on a block of data as shown in Fig. 3.2. First, it per-
forms a Ist backward passsearch on the current tempo-
ral block with coarse acoustic-phonetic HMM models.
This search consists of a Viterbi search of a phonetic
graph which imposes diphone constraints on phoneme

EUROSPEECH ’95, Madrid, Spain, September 1995

1st backward
—1 pass

Feature 1st forward
vector T pass  input

Word hypothesis

2nd backward
pass
pruncd word graph

2nd forward
o pass
output block

decision;
delay

Fig. 3.2 Search processor module.

strings. This 1st backward pass search produces a ta-
ble of estimates of phone segment scores and end times
(B* table).

Second, it performs a Ist forward pass search
on the current temporal block with coarse acoustic-
phonetic HMM models and a coarse language model.
This Ist forward pass consists of an A* search (Nilsson,
[13]), which uses the results of the preceding backward
search to estimate the overestimated probability of the
A* heuristic and produces a word graph. Then, the
2nd pass search traverses the first pass word graph
with finer acoustic-phonetic HMM models and a lan-
guage model. An additional difference between the
first and second pass search is that in the first pass
each hypothesis has a unique segmentation whereas
the second pass allows multiple segmentations. How-
ever, these multiple segmentations are constrained to
be in the vicinity of the first pass segmentation.

3.2 Insertion of duration models

Conventional HMM-based recognizers use a deci-
sion rule based on two different sources of information.
Given a sentence W and the observed acoustic signal
A, the problem of speech recognition consists of choos-

ing the sentence W among all the possible sentences
for which Pr(W|A) is maximum, e.g.,

W = arg max Pr(W]A).

Using Bayes’ theorem, we can write:

— Pr(A|W) Pr(W)
W = argrn“e}x Pr(4) ,

where Pr(A|W) is the a posteriori probability of ob-
serving the signal A given the sentence (first source)
and Pr(W) is the a priori probability of the sentence
W (second source). The denominator does not depend
on W, and so it suffices to choose W that maximizes
the product of Pr(A|W) and Pr(W¥).

As shown in the next section, duration modeling
is achieved by means of a Bayesian classifier assum-
ing different distributions on segmental duration. This
type of classifier has the advantage of describing the
classification with a probabilistic duration score. By
including the Bayesian classifier in the recognizer, the
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decision rule becomes:
W = arg max Pr(A|W) Pr(W)

= argmax Pr(Ay, Ag|lW) Pr(W)
= argmax Pr(Af|W) Pr(Aq|W) Pr(W)

where Pr(Af|W) is the a posteriori probability of ob-
serving the acoustic signal given an HMM model (for-
merly Pr%A[W)), Pr(A4|W) is the probability of the
segmental duration given a phonemic context, and fi-
nally, Pr(W), is the a priori probability provided by
the language model. The new decision rule is only ap-
plied during the 2nd forward pass search such that it
does not violate the admissibility of the A* search [6].

it is important to note that the score produced by
the duration model must be appropriately weighted so
that 1t is not overshadowed by or does not overshadow
other scores. Previous experiments with a recognizer of
two sources (HMM and language models) have shown
that the recognition rate was sensitive to the weights
given to the probability of each source. The addition
of a third source (duration source) necessitates the ad-
dition of a new weight. All these weights are found
through trial and error. A part of the training corpus
was reserved for this trial and error experiment.

4. DURATION MODELING

We propose four distinct duration models which
examine the segmental duration provided by the HMM
segmentation.  This segmentation is expressed in
frames of 10 msec.

The first model is a rule-based (deterministic)
model which imposes minimum and maximum phone
durations independent of the phonetic context. When
the HMM segmentation proposes a segment of dura-
tion outside its minimum and maximum duration then
this hypothesis is eliminated. The minimum and max-
imum thresholds are determined from phone duration
histograms computed from the training corpus. The
maximum duration is automatically set to one more
frame duration than the maximum phone duration
observed in the training corpus. The minimum dura-
tion can not be automatically determined by means
of histograms. When inspecting histograms, the min-
imum duration tends to equal the number of states
used in the HMM model which for our topology is
the minimum theoretical duration. However this min-
imum duration is not always appropriate, especially
when dealing with diphthongs which are long vowels
by nature. To alleviate this problem, we have exam-
ined duration histograms for every phone and have
manually proposed minimum duration based on our
experience.

The second model is a Gaussian mixture phone
duration model independent of the phonemic context
while the third model is a Gaussian mixture phone
duration model dependent of the left or right context.
If the preceding phone is a silence then left context is
used otherwise right context is examined. Sixty-four
mixture components are used.

Finally, the fourth model is also a Gaussian mix-
ture duration model dependent on the left or right con-
text. However, instead of using the phone duration as
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parameter, it uses the variation (first derivative) of the
segmental duration within a diphone. Consequently,
this model is the only one using normalized duration
parameters.

5. TEST

5.1 Corpus

The corpus, called KENNY, consists of three
hours of traming data disjoint from 17 minutes of
testing data. Both the training and testing data are
recorded by a male speaker in a quiet environment.
The testing data has a total of 2005 words. The per-
plexity of the language model on the testing set is
143.

5.2 Results

Testing a duration model consists of inserting the
model in the recognizer, training this new recognizer
with the training corpus, adjusting its various weights
of the system and, finally, testing it with the testing
corpus. The speech recognizer without any duration
model achieves a 89,58% word recognition on the test
set. Word errors are of three types: elision, substitu-
tion, and insertion errors. The INRS recognizer pro-
duces a grand total of 209 errors. We will use this
experiment as a comparison test bed.

The use of the first duration model (model which
proposes minimum and maximum duration constraints)
has reduced the number of word errors from 209 to 197.
Hence, the overall percentage of correctly recognized
words is 90,17%.

When the second duration model {(Gaussian mix-
ture phone duration model independent of the context)
is inserted in the recognizer then the total number of
error is increased by one compared to the recognizer
without duration model. Hence, the overall percentage
of correctly recognized words is 89,53%.

When the third duration model (Gaussian mix-
ture phone duration model dependent of the context)
is inserted in the recognizer then the recognizer pro-
duces 234 errors. Hence, 15 additional errors have been
produced with this modeling for an overall percentage
of correctly recognized words of 88,33%.

Finally, the recognizer using the last duration
model (Gaussian mixture of variation of duration
within a known diphone) has produced five less errors
than the recognizer without any duration modeling for
an overall percentage of correctly recognized words of
89,80%. The Table 4.1 summarizes the performance
of all duration models.

6. CONCLUSION

The best duration model is a deterministic model
which imposes minimal and maximal phone duration
constraints. The insertion of such a model in the INRS
speech recognizer reduces the number of word errors
(total of elision, insertion, substitution errors) by 12
and increases the percentage of word recognition from
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Model % of word | total number
recognition of errors
no model 89,58% 209
model 1 90,17% 197
model 2 89,53% 210
model 3 88,33% 234
model 4 89,80% 204

Table 4.1 Test result obtained by
different duration models on a
2005 words corpus.

89,58% to 90,17%. By looking at the Viterbi segmen-
tation produced by the new recognizer, we have noted
that this segmentation is more accurate and presents
less errors. Consequently, this model offers a better
training corpus for estimating the parameters of the
system.

Stochastic duration models using static phone
duration (model 2 and model 3) have deteriorated
the performance of recognition. We explain this by
the fact that these models use duration values which
are not normalized. Although the speech database
is speaker-dependent, the data recorded over several
weeks present different speech rates. We believe that
these different speech rates have corrupted our model-
ing.

The stochastic duration model using the first
derivative of the duration given a diphone presents the
advantage of using normalized parameters. The use
of such a model has improved the recognition perfor-
mance without exceeding the performance obtained
with a deterministic model. '

Finally, it is worth noting that the use of a deter-
ministic duration model does not preciude the use of
a stochastic duration model. However, in an experi-
ment in which both model 1 and model 4 were used si-
multaneously, the performance of recognition reached
90,17% which is the same performance obtained by
model 1 alone.
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