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ABSTRACT

The joint multigram model is a statistical model, which
achieves a many-to-many mapping between two, or more,
streams of symbols. It relies on a fully unsupervised train-
ing phase, during which variable-length sequences of sym-
bols from each stream are matched together according
to a maximum likelihood criterion. Then the model can
be used to perform sequence-by-sequence decoding. It is
evaluated for a task of automatic orthographic-phonetic
transcription, and results in a 95 % phoneme accuracy
on the French corpus BDLEX. Preliminary experiments
to test the ability of the model for a task of continuous
speech recognition are also reported.

1. INTRODUCTION

This article presents a new statistical model, the joint
multigram model, for matching streams of symbols under
the hypothesis that they all originate from a common un-
derlying stochastic process. This process is considered as
a memoryless source emitting higher level symbols C(t)
from a finite alphabet {Cix}. Each Cx is transcoded into
a variable-length sequence in each stream.

In this paper, we explore the possibility for the match-
ing of graphemic and phonemic strings to be modeled by
this family of processes. The joint multigram model allows
a principled approach that consists in matching together
variable-length sequences of graphemes and phonemes. It
relies on an unsupervised learning phase during which
the probabilities of the orthographic-phonetic pairs of se-
quences are estimated on a training corpus. Then, the
model] is used to perform a maximum a posteriori decod-
ing of an orthographic input string into a phonetic output
transcription.

We also present preliminary experiments in continuous
speech recognition, where a similar transcription process
is applied to the decoding of a string of acoustic labels
into a string of phonemes.

2. FORMULATION

Under the joint multigram approach, which is an exten-
sion of the multigram model 1] {2] [3], two streams of sym-
bols 0= ou)-o(r)

Q= way - we)
catenation of independent cosequences, i.e. pairs of se-

, are considered as the con-

quences [ ‘;((')) A (n,v) joint multigram model is a
t
model in which the longest size of sequences in O and 2
are respectively » and v. As the model allows the paired
sequences 3(;) and o(;) to be of unequal length, it assumes
a many-to-many alignment between the 2 strings.
We note Lo (resp. Lq) a segmentation of O (resp.

) into sequences. We call cosegmentation, and we note
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L, the corresponding joint segmentation of O and 2 into
cosequences: L = (Lo,La). Accordingly, {L} denotes
the set of all possible cosegmentations.

The overall likelihood of (O, Q) is computed as the
sum of the likelihoods for each possible cosegmentation:

£0,9)= Y £(0,9,1)
Le{L}

Since the concatenated cosequences are assumed to be
independent, the likelihood of a cosegmentation is:

co,,0=]]» [ 3(1) ] 1)

I(t)

A decision-oriented version of the model approximates the
likelihood of the corpus as:

£(0,9) = Lnel?l)f} £(0,9Q,1L) (2)

and defines the most likely cosegmentation L* as:
L* = Argmaz 113 £(0, 9, L) (3)

For instance, if we consider O = ”trois” and =
”tRwa”, the best segmentation obtained using criterion (3)
in the (3,2) model corresponds to the cosegmentation with
maximal likelihood among all the 24 following terms:

Pl ]ei] p[;;].p[;‘;],...
[l o[2]0]:]
SHEEEE

All cosequence probabilities are estimated on a train-
ing corpus. Then, the model can be used to perform an
automatic decoding of a test input string O into an out-
put string 2, through a sequence-by-sequence transcrip-
tion process. This transcription can be stated as a stan-
dard maximum a posteriori decoﬂing problem, consisting
in finding the most likely string € given the stream O :

Q = Argmazn L{Q | 0) = Argmaza L(O, ©)

Assuming that L* = (Lp, Lg), the most likely joint seg-
mentation of O and €2, accounts for most of the likeli-
hood, we maximize the approximated likelihood defined

by Eq. (2):
Q" = Argmazq £(0, Q, Lo, Lg) 4)
Using Bayes rule, Eq. (4) can be rewritten as:

Q' = Argmazq £(0, L | Q, L) L(Q, L)
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L(O, Ly |, Ly) measures the likelihood of the match-
ing between O and Q along their best cosegmentation.
It is computed as []p(s¢:) | o)), where the conditional
probabilities are deduced from the probabilities p(s;, o;)
estimated during the learning phase. The term £(Q, L),
i.e. the likelihood of the output stream, can be estimated
by a language model as £{R, Lg,), leading to the alterna-
tive decoding:

Q' = Argmaza L(O, L5 Q, L) L(Q, LY)  (5)

In some of our experiments, Z(Q, L) was computed by a
bigram model, using estimates of p(o() | o(¢—1)) derived
from the segmented training corpus.

3. PARAMETER ESTIMATION

3.1. Maximum Likelihood Estimation

In this section, we derive Maximum Likelihood (ML) es-
timates of the joint multigram model parameters. Let D
denote a dictionary which contains all possible pairs of
sequences (8i,0;), where 3; is a combination of 1, 2,... up
to n symbols, and where ¢; is a combination of 1, 2,... up
to v symbols. A joint multigram model is fully defined by
the set of all cosequence probabilities {p(si, 0;)}i,;, such
that Z‘.J p(si, o) = 1.

As in the multigram case, the estimation of these pa-
rameters can be performed as a ML estimation from in-
complete data [4], where the observed data are the two
strings O and €, and the unknown data is their underly-
ing joint segmentation L. Thus, iterative ML estimates
of {p(si, ¢;)}i,;j can be computed through an EM algo-
rithm. Let Q(k, k+1) be the following auxiliary function
at iteration (k + 1):

Qk,k+1) = Z £50,9,L) log 40,9, )
Le{L}

where the likelihood £*)(0,, L) is computed according
to Eq. (1) by using the probabilities from iteration (k).
The reestimation formula of the joint multigram model
parameters can be derived by maximizing the function Q
over {p¥tV(s;, j)}: ;, the set of parameters at iteration
(k+1), under the constraint that they sum up to 1:

ELE{L} c(si, 05 L) ‘C(k)(O, Q, L)
ELG{L} (L) £L¥)(0,Q, L)

where ¢(si,0;; L) is the number of occurences of the cose-
quence (si,05) in L, and ¢(L) = 3, . c(si,05; L) is the
total number of cosequences in L.

A decision-oriented procedure consists in taking into ac-
count only the cosegmentation of highest likelihood at
each iteration, while setting to 0 all other likelihood val-
ues. Then, the probability of {s;, ;) is simply reesti-
mated as:

P (si, ) =

(6)

i3

c(si, 03 L*(%))

(1) (e. 4} =
P (8;, a]) - C(L'(k)) (7)

that is, as the relative frequency of the cosequence along
L*™) the most likely cosegmentation at iteration (k).
This procedure parses the corpus according to a maximum
likelihood criterion and is an alternative way of training.
The estimation of the parameters through Equation (6)
will be refered to as EM training, and the one through
Equation (7) as Viterbi training. Both procedures are
totally unsupervised, and result in a dictionary of cose-
quences together with their probability.
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3.2. Forward-Backward implementation

A forward-backward implementation of the BW training
procedure is required to avoid the explicit search for all
cosegmentations. This algorithm relies on a forward vari-
able a(t, ), which accounts for the likelihood of the par-
tial corpus up to ranks () and (7), and on a backward
variable §(t,7), to account for the likelihood of the re-
maining part of the corpus:

alt,r) = L(OG), 9
Bt,r) = E(og?l)’ QE?ll))

As any cosegmentation ends (resp. begins) with a se-
quence of 1,2, ... or # symbols in Og)) (resp. Ogﬂl)), and
a sequence of 1,2, ... or v symbols in Qg)) (resp. Qg?ll)),
the variable « (resp. f) can be recursively calculated:

for0<t<Tand 0<1r<0O,
n v
aft,7) = alt—1,r—A) p| CU=tD00® ]
( ) lz=; ; ( )p [ W(ir—241).--W(7)

for0<t<Tand 0K 7<06,

n

Bt ) = Z Z Blt+Lr+X)p [ O(t+1)-+-0(t41) ]

=1 A=1 W(r41) - W(r4))
with the initial conditions: (0,0) =1 and 8(T,0) =1.

Now, the parameter reestimation formula (6) can be
rewritten as a function of a® and A®, the forward-
backward variables at iteration (k):

For sequences s; and o; of I and A symbols,

31’,_9_1 a(")(t—l,r—A) p(")(s,',aj) ﬁ(k)(t,v') éi’i
P (si,05) = =0 s :
alF)(t,7) R (t,7)

t,r=1

i ) Lif| cemnnTTom s
where 87 = Wir—At1) *** W(r) o

0 otherwise

4. GRAPHEME TO PHONEME TRANSCRIP-
TION

4.1. Evaluation Protocol

As a first benchmark for the joint multigram model, we
test its ability to learn grapheme-to-phoneme transcrip-
tion rules. This task has the advantage of allowing a quite
simple analysis of results: given the segmentation of a
graphemic string, the interpretation of the related tran-
scription is, in most cases, straightforward.

The data on which we have run our trials come from
the BDLEX database [5], a French lexicon containing
about 23,000 words and compounds. For each word, we
extracted one single phonetic transcription, and got rid
of duplicate lines (graphemic forms for which one single
phonetic transcription was corresponding to more than
one syntactic tag). The resulting list of 22,553 words (the
string O) and their transcription (the string ), was ran-
domly divided between a training set (20,298 words) and
a test set (2,255 words).

The experiment protocol follows a three-stage proce-
dure, as described below:

1. Initialization: the dictionary of cosequences is build
by computing the relative frequency of all possible
many-to-many alignements in the training corpus.
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2. Learning: 10 Viterbi learning iterations are car-
ried out.

3. Decoding: Two alternative decoding strategies have
been explored, according to Equations (4) or (5).
In any case, transcription accuracy is computed on
a per word basis, by counting the number of full
agreement between the model transcriptions and
the correct ones. Per phonemes scores are also pro-
duced, using the following formula: Pc = 100 x
(Np—~ Nr— Np — Ng)/Np, where Np is the total
number of phonemes in the test set, and Ny, Np, Ns
the total number of insertions, deletions and sub-
stitutions necessary to transform a phonemic string
produced by our transcription system into the cor-
responding reference string. Transcription results
on unseen words have been our main criterion for
comparing different parameter settings.

In the next section, we will mainly focus on a compar-
ative evaluation of various learning and decoding strate-
gies, in order to evaluate how to limit overtraining, and
to assess the benefit of an additional bigram model.

4.2. Results
4.2.1. Size parameters

Our first experiment aims at evaluating the influence of
the two size parameters = and v, which specify respec-
tively the maximum number of graphemes and phonemes
in a sequence. Table 1 reports the four best and worst
scores obtained for n between 2 and 6, and v between 1
and 6.

Model words ok phones ok
n,v # % # %
5,3 1295 57.43 | 14152 92.92
5,5 1266 56.14 | 14151 92.91
6,3 1292 57.29 | 14128 92.76
4,3 1228 54.46 | 14086 92.48
3,1 610 27.05 | 13049 85.67
5,1 601 26.65 | 13031 85.56
4,1 601 26.65 { 13031 85.56
2,1 577 25.59 | 12949  85.02

Table 1: Transcription results with varying size parame-
ters

As it seems, the performance improves with the size
of the possible cosequences, as long as both parameters
remain close. This latter point reflects the fact that in
French, the graphemic and phonetic representations of
words roughly have the same length, despite the well-
known fact that the orthographic system presents here
and there quite a number of spurious letters. Additional
experiments with longer size parameters have however
lead us to believe that further increase of these parameters
was not profitable in terms of the generalization capacity.

4.2.2. The over-training problem
During initialization, all possible cosegmentations of a
given word are explored, leading to a very large dictio-
nary containing rare cosequences. These unfrequent cose-
quences are quite likely to reflect idiosyncratic properties
of the training lexicon rather than well-attested matching
pairs. The consequence is a degradation of the perfor-
mances when decoding a test set. A straightforward way
to reduce this effect of over-learning consists in discarding,
during the training process, all cosequences which occur
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less than a prespecified number of times. To test this as-
sumption, we have reproduced the previous experiment
with a (5,5) model, using frequency thresholds (thr: at
the initialization, and thr, during the iterations) taking
values in the set {0,1,3,5,10}. The four best and worst
results are reproduced in Table 2.

Thresholds words ok phones ok
thr, ,thr2 #_“ % # %
3,0 1455 64.52 | 14369 94.34
5,0 1442 63.95 | 14360 94.28
1,0 1438 63.77 | 15231 94.20
5,1 1433 63.55 | 14333 94.10
5,10 1146  50.82 | 14021 91.60
3,10 1100 48.78 | 13866 91.04
1,10 1061 47.05 | 13827 90.78
0,10 956 42.39 | 13670 89.75

Table 2: Transcription resulis for the (5,5) model with
various thresholds

These experiments, reproduced for several other mod-
els, revealed that in any case, thresholding had to be more
selective during the initialization than during iterations.
The second observation is that thresholding, even moder-
ate, is a very effective way of significantly increasing the
performances: the best strategy resulted in an eight point
improvement of the per word correctness.

4.2.3. Decoding with a model
In this section, we will focus more specifically on the de-
coding stage. As shown in Eq. (5), decoding may also
benefit from the computation of a bigram model of pho-
netic sequences. Table 3 reports the best and worst per-
formances of this strategy for various size parameters.

words ok phones ok
Model # % # %
2,4 1411 62.57 | 14302 93.90
2,3 1406  62.35 | 14294 93.85
3,3 1394 61.82 | 14275 93.72
2,2 1381 61.24 | 14264 93.65
2,1 1087 48.20 | 13916 91.37
5,4 1075 47.67 | 13833 90.82
5,6 1069 47.41 | 13750 90.28
6,4 1039 46.08 | 13537 88.88

Table 3: Transcription results using a bigram model with
various size parameters

Interestingly, with a bigram model, the best perfor-
mances are achieved with smaller values of the size param-
eters. In this case, the benefit of large thus less ambiguous
cosequences has to be balanced with the quality of the
bigram model estimation, which decreases when longest
and less frequent phonetic sequences are considered. The
positive point here is that the balance is obtained with-
out any degradation of performances: the best results in
this series compare favorably with the highest score in Ta-
ble 1. Thresholding can also here improve these results, as
demonstrates a 94.78% per phoneme accuracy which we
obtained using a (3,3) model with a frequency threshold
of 10 for both the initialization and the iterations.

4.2.4. A first appraisal
Considering the fact that our approach is fully unsuper-
vised, our first results are encouraging. However they
seem to reach a ceiling around 95% phoneme accuracy,
which is quite below the scores obtained using alternative
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self-learning algorithms: for example, experiments which
we carried out on the same data with DEC [8] outperform
our per phoneme results by about 3 points. The careful
examination of a sample of joint segmentations (see Ta-
ble 4) produced during the learning stage can improve our
understanding of the model behavior.

Graphemic Phonemic
(verb)(al) (veRb)(al)
(heurt).(er) (oeRt)(t;)
(1égal)(ité) (legal)(ite)
(en)famm)(er) | (@)(Ram)(e)
(civil)(is)(ation) | (sivil)(iz){(asj3)
(spol)(er) ) ()
{désec)(houer) (deze[)(ue)
(ébauc)(her) (ebof) (e?
(torre)(ntiel) (toR)(dsjel)
(débra)(ncher) (debr)(dfe)

Table 4: Segmentation examples using a (5,5) model

The first series illustrates first the capacity of our
model to extract accurate many-to-many pairings, and
also to retrieve morphologically relevant segmentations.
Consider for instance the segmentation of “verbal”, an
adjectival derivation based on the lemma “verb”, or the
verbal form “heurter”, built upon the noun “heurt”, etc...
Even more significantly, in the verb “enflammer”, the two
affixes are correctly identified. Our intuition is that the
pairing of graphemic and phonetic information seems to
ease the extraction of morphologically relevant regulari-
ties: traces of morphs have to appear simultaneously in
both strings to be selected.

The second set of words presents some typical incor-
rect segmentations. In the first example, the infinitive
verbal affixe “er” is correctly identified, but the resulting
segmentation dangerously isolates the final “i” of “spoli”
the pronounciation of which as a /j/ depends on the adja-
cent vowel /e/. Used in another context, where a conso-
nant would follow the “”, this sequence is likely to be mis-
pronounced. The other examples illustrate cases where a
digraph is broken by the segmentation: “ch” in the first
two words, and a pair vowel4-nasal consonant in the last
two. Resulting sequences are therefore unreliable, espe-
cially the first one of our last example where the vowel
“a” at the end of sequence “(débra)” has lost its pho-
netic counterpart /d/, which is mapped with the second
sequence.

These erroneous segmentations result, in our views,
from two main factors: first, the model tends to favor
long sequences: this can be seen as a direct consequence of
the multiplicative computation of likelihood. Using an in-
cremental learning strategy could help limitating this un-
desirable effect. Second, the hypothesis of independence
between sequences is probably not suitable for grapheme-
to-phoneme conversion.

5. ACOUSTIC TO PHONETIC DECODING

In this section, we apply the joint multigram model for
continuous speech recognition purposes. Now, Q denotes
the phonetic transcription of a speech utterance, and O a
string of acoustic labels, i.e. symbols assumed to consis-
tently denote acoustic events in the speech signal. Contex-
tual coarticulation makes it most unlikely to find specific
acoustic labels for each phone. Conversely, we expect our
model to retrieve systematic correspondencies between se-
quences of phones and sequences of labels, at the borders
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of which coarticulation would be minimal.

Our speech database consists in sailing weather forecasts
uttered by a single male speaker, digitally recorded from
the radio, down-sampled at 16 KHz, and parametrized
into 16 LPC cepstrum coeflicients. Using temporal de-
composition [6] [7], the stream of parametrized vectors is
reduced into a limited number of targets corresponding
roughly to acoustic events. These targets are quantized
by a 32-state Ergodic Hidden Markov Model, thus finally
yielding a string of symbols drawn from an alphabet of
size 32.

A joint multigram model with sequence sizes limited to 4
symbols in both strings was trained on a learning set cor-
responding to 40 minutes of speech. Then using Eq. (5)
with a bigram model to estimate L£(§2,Lg), a decoding
test was performed on a string of acoustic labels repre-
senting another set of 20 minutes of speech. It resulted in
a 85 % phoneme accuracy. These results tend to show that
a relatively robust decoding may be performed through a
many-to-many mapping.

6. CONCLUSIONS AND PERSPECTIVES

The joint multigram model provides a principled frame-
work which could profitably be applied to several pat-
tern recognition problems involving two, or maore, parallel
streams of events. As illustrated by our experiments re-
garding a task of grapheme-to-phoneme conversion, an
extension of the model to allow possible overlaps between
the sequences should provide a more adequate represen-
tation of observable real-world processes. More investiga-
tion is also required to determine the potentialities of the
model in continuous speech recognition. It should be of
particular interest to evaluate its ability to derive acous-
tically motivated subword units, and to test the relevance
of these units with respect to contextual coarticulation.
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