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ABSTRACT

Word models representing single pronunciations are often
too simple for continuous speech recognition tasks. Mul-
tiple pronunciation word models are likely to improve the
recognition performance. In this papetr a method is in-
troduced to deal with pronunciation variations originating
from articulatory interactions between words. These vari-
ations are described by rewrite rules which are inferred
automatically from a training set. Test results show that a
significant reduction of the word error rate can be obtained
‘with the described method.

1. INTRODUCTION

The knowledge about the pronunciation of the words of a
recognizer’s vocabulary is captured in a number of word
pronunciation networks. The most simple networks rep-
resent only a unique pronunciation of the word, e.g. the
standard phonetic transcription retrieved from a pronunci-
ation dictionary, or the most likely pronunciation obtained
from a training set. Although these models can be conve-
nient in terms of storage and computing requirements, the
introduction of multiple pronunciations [1, 2] can emerge
in a closer match between the best paths through the net-
works and the actual pronunciations.

In fact, one can observe two mechanisms causing word
pronunciation variations to occur: ’

1. intra-word variations: several widely accepted pro-
nunciations variants may exist for some words in the
language; »

2. inter-word variations: in continuous speech, inter-
word coarticulation phenomena are likely to cause
additional variations in the word initial and word
final phonemes.

The intra-word pronunciation variants are often speaker-
dependent: the speaker’s dialect can have a significant

influence. The inter-word variations however are to some -

extent speaker-independent.
As it is our objective to improve our speaker-
independent continuous speech recognizer, we focus on
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the pronunciation variations (with respect to the standard
pronunciation) occurring at the word boundaries. Our goal
is to describe these alterations by means of pronunciation
rules. This idea is feasible, as it is indeed known from
phonology that speakers do apply such rules while speak-
ing. In the next section we discuss how the pronunciation
rules can be learned from a training set. Subsequently, the
rules are being applied to word pairs, and as a result, cou-
pled word pronunciation variants are obfained. Finally,
some experiments with these pronunciation variants are
presented. :

2. LEARNING THE RULES

We adopt the following general form of pronunciation
rules (‘%’ denotes a word boundary):

C=L%R = C' =L'%R

The rules can be viewed as rewrite rules. They rewrite a
word boundary % with a left context L and a right con-
text R into a word boundary with a new left context L’
and a new right context R'. Note that L, R, L' and R’
can contain zero or more phonemes. We call C' the rule
premise (ot rule condition), and C’ the rule output. We
propose the following scheme for infetring a reasonable
set of pronunciations rules from a training set.

2.1. Extracting the Initial Rules
For each training utterance two phonetic transcriptions,
Tezpert aN0 Titandard, are considered. Tezper: is the
transcription written down by an expert phonetician after
having listened carefully and repeatedly to the utterance.
Tstandard iS the one obtained by concatenating the stan-
dard transcriptions of the words contained in the utterance.
The phoneme sequences Tegper: and Titandard are
aligned with each other and any discrepancies be-
tween them emerging from that alignment are exam-
ined. Rewrite rules are inferred from these discrepan-
cies. Whenever a phoneme (or a group of subsequent
phonemes) F in Tsiandard differs from the corresponding
phoneme(s) in Tezpert, and whenever this F is adjacent
to (or includes) a word boundary, four different rule con-
ditions (denoted C;, ¢ = 1,...,4) are considered:

e C; = F:
phoneme(s);

no context around the conflicting
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e () = the phoneme immediately preceding F + F
itself;

e (3 = F4 the phoneme immediately following F';
e C4 = F and the two phoniemes surrounding F'.

Each of the context situations C; introduces a candidate
rewrite rule, with C; being the premise of the rule, and
the phoneme(s) in Tegper+ corresponding with C; being the
output of that rule. If aruleis not yet present in the current
set of rules, it is added to the set. Otherwise the frequency
count of the rule is incremented. After having processed
all the training utterances, we obtain a (possibly large) set
of rewrite rules and their corresponding frequency counts.

In the next step we will also need the frequency counts
of the premises of the inferred rules, i.e. the frequency
counts of the different premises occurring in the standard
phonemically transcribed training utterances, regardless
of whether they are transformed or not.

2.2. Pruning the Rules, part 1

The number of rewrite rules resulting from the previously
described algorithm will be too large to be practical. It is
however feasible to discard a major part of the rules on the
basis of different pruning criteria. We propose a scheme
consisting of three consecutive steps:

1. In afirst stage we compute the coverage of the rules.
We define the coverage of a rule as the frequency
count of its premise divided by the total number of
word boundaries observed in the training set. Rules
with a very low coverage (i.e. the context situation
described in the premise occurs only at a very small
percentage of the boundaries) can be removed from
the rule set, without any loss of vital information.

2. In a second stage we compute the application like-
lihood of each rule as the frequency count of the
rule divided by the frequency count of its premise.
A small likelihood indicates that the word boundary
context situation given by the premise of the rule is
only rarely transformed into the output of the rule.
Therefore it is acceptable to exclude rules with a
small application likelihood.

3. In a third stage we determine the parents of each
rule. We say that a rewrite rule R, is a parent of
rewriterule Ry if all training examples generating Ry
(using the inferring method described in the previous
section) also generate R,. For each rule in the rule
set, we consider all its parents. If the application
likelihoods of the parents are similar to that of the
rule itself, the latter one is removed from the rule set.
In such cases itis indeed reasonable to expect that the
transformation defined by the removed rewrite rule
is accurately described by its parent rules which are
less specific. Consequently, whenever this is possible
only the more general rules are maintained.
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2.3. Pruning the Rules, part IT

After having reduced the rewrite rule set, it is divided
into subsets on the basis of the rule premises: for each of
the occurring premises, there is one subset. Most subsets
will contain only one rule. Rules belonging to the same
subset have identical premises but different outputs. In
fact, they can be viewed as a single rule with multiple
outputs. Hence, for ease of speaking, we will continue
talking about rules instead of subsets; it is now understood
that a rule can have more than one output,

Next the rules are arranged on the basis of the width
of their premise: the rule with the most specific premise
(i.e. the premise with most phonemes) is placed on top of
the hierarchy. All rules being equally specific (i.e. same
number of phonemes in their premise) can be ordered
arbitrarily. This hierarchy is important when determining
which rule has to be applied to a given word pair (wq, wy):
only the first applicable rule is considered. The ordering
of the rules guarantees that this will be the most specific
one. The rules on top of the hierarchy can be viewed as
exceptions to more general rules that may occur further
in the ordered rule set. Our strategy implies that we first
try to apply the exception rules, before moving on to the
general rules. Itisindeed reasonable to apply the rule with
the widest premise: in this way the maximum number of
phonemes in the vicinity of the (w;, w;) boundary will
match.

For further use we need an estimation of the condi-
tional likelihood of each rule, given its premise and given
its ranking in the hierarchy. Therefore the aligned train-
ing utterances are reexamined and frequency counts of the
rules and their premises are recomputed, this time taking
into account the imposed hierarchy of the rules: only the
counts of the applied rules and their premises are incre-
mented.

The hierarchically structured rule set can now be pruned
further on the basis of the conditional likelihoods com-
puted as explained in the previous section. A very low
value of this likelihood reflects the fact that the transfor-
mation defined by the rule is very unlikely. Therefore

"it is acceptable to remove rules with a small conditional

likelihood.

3. APPLYING THE RULES

After having determined a consistent and structured set of
rewrite rules, this set is used to generate plausible word
pronunciation variants. Since the rules are being applied
to word pairs rather than to single words, they introduce
bigram coupled word pronunciation variants. In the case
of a bigram language model, the transition probability
between two pronunciation variants is now given by:

Pt == P(LI, R’, wzlwl)

where R’ denotes the initial phonemes of word wy, and L’
the final phonemes of the preceding word w;. Evidently,
R’ and L’ are the right and left context of the output
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of some pronunciation rule applicable to the (standard
pronunciation of) the pair (ws, w,). The probability P,
can then be written as:

P, = P(R,L,wuw)
= P(w|wy)- P(R, L' |wy, ws)

The first factor in P; is the bigram language probability
for a transition from word w; to word w,. The second
factor can be interpreted as the probability that a specific
part of the standard phonetic transcription of the word pair
{wy, wy) is modified into the phoneme sequence L'%R'.
The latter probability is estimated as the conditional like-
lihood of the rewrite rule that generated the L'% R’ pro-
nunciation variant of the wordpair (wy, w;).

The application of the pronunciation rules to all word
pairs present in the language model results in a number of
pronunciation variants for each word. It is rather straight-

forward to compile all variants of a word into a single

word model [3]. Since only the initial and the final part of
the standard pronunciation are modified, all pronunciation
variants of the same word exhibit a common middle part
(except for some small words) but different entries and
exits. An example is given in figure 1. The entries and
exits are conditional. A transition from a particular exit
to an entry is only allowed if together they constitute the
output of a rewrite rule.

Figure 1: Word model for the Dutch word “geeft”; pro-
nunciation variants are: /geft/,/Heft/, /gefth/, /H
efth/,/gef/,Hefl /gevd,/Hevd/, /gev/and/H
e V/; the dashed lines indicate the conditional entries and
exits.

4. EXPERIMENTAL RESULTS

We have tested the above method on our Neural Net / Dy-
namic Programming Hybrid continuous speech recognizer
[4, 5]. In this context, itis important to note that our recog-
nition system adopts a connectionist approach, implying
a good discriminative behaviour. The experiments are
performed on a Dutch (Flemish) database. The training
set is used to train the recognizer as well as to determine
the pronunciation rules using the method described in the
previous sections. The speech corpus consists of 1040
utterances from 80 speakers, and it comprises 7520 words
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taken from a vocabulary of 413 words. The set of rewrite
rules, orgininally inferred on this training set, contained
1380 rules. After the successive pruning steps, only 350
rules were retained. Table 1 shows the distribution of the
context width of the premises observed on this rule set.
As can be noted, the majority of the rules use a 2 to 3
phoneme context. Four different tasks were tested:

Context width of premise % of rule set

5 phonemes 1.1%
4 phonemes 15.9%
3 phonemes 493%
2 phonemes 31.0%
1 phoneme 2.7%

Table 1: Context width of the rule premises.

o Task 1: the vocabulary is identical to the one of the
training set from which the pronunciationrules arein-
ferred. The bigram language model is determined on
the sentences of this training set (true task language
model). Evidently, this is an idealized situation.

e Task 2: the vocabulary is again the same as the
original one. However, in order to obtain a more
realistic language model, syntactical word classes
are defined [6]. Each word pair (w;, w;) seen in
the original training set, is considered as an exam-
ple of the word class pair (class(w), class(ws)).
The probability mass P{class(w;), class{w;)) is
equally distributed among all word pairs present in
class(wy) x class(wy).

o Task 3: the vocabulary is an extension of the original
one (+15% new words). The bigram language model
is trained on a new set of sentences, different from
the original training set.

o Task 4: this is a completely new task with 80% new
words in the vocabulary. It is an ATIS-like task with
inherently more difficulties (pauses, noises, more
confusable words, ill-formed sentences,...) than the

~ three previous tasks. A bigram language model for
this task is determined on a dedicated training set.

In each of the four cases a test is run on an appropriate
test set, corresponding with the recognition task. Every
test set contains utterances from 10 different speakers. For
each task the set of rewrite rules is applied to all word pairs
allowed by the language model. As a result, there are on
average 2.4 pronunciation variants per word for Task 1,3.7
for Task 2, 1.9 for Task 3 and 2.0 for Task 4. By compiling
all variants of a word into one word model (as explained
before), the number of states does not grow dramatically.
E.g. in the case of Task 1, there is only a 14% increase
of the number of states when multiple pronunciation word
models are used. Hence the introduction of pronunciation
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Word Error Rate  Word Error Rate  Error Rate Reduction

SPWM MPWM SPWM — MPWM
Task 1 2.72% 0.99% 64%
Task 2 12.59% 7.78% 38%
Task 3 7.19% 530% 26%
Task 4 24.73% 20.12% 19%

Table 2: Recognition results on Tasks 1 through 4. SPWM = Single Pronunciation Word Models, MPWM = Multiple

Pronunciations Word Models.

variants has almost no influence on the CPU-time required
for the recognition.

The recognition results (word error rates) for the tests
are shown in table 2. They are listed together with the
word error rates obtained with single (standard) word pro-
nunciation models. ‘Appatently, the introduction of word
pronunciation variants on the basis of rewrite rules does
yield a substantial improvement of the recognition perfor-
mance. Even on a task almost entirely different (Task 4)
from the original training set, the reduction of the word
error rate is still significant. It indicates that the automat-
ically inferred pronunciation rules are fairly general, and
thus not very task-dependent.

In a further experiment, we added pronunciation vari-
ants representing intra-word variations. Those were also
extracted from a training set, with a method similar to
the one used for the determination of the word coartic-
ulation pronunciation rules. However, these additional
variants did not result in any further improvement of the
recognition accuracy. This is an indication of the rela-
tively strong importance of inter-word coarticulations in a
speaker-independent continuous speech recognition task.

5. CONCLUSION

In this paper we have introduced a method for generat-
ing word models allowing for multiple pronunciations.
The pronunciation variants incorporated in these models
describe variations originating from the interaction with
other words. These variants are created by applying a
set of pronunciation rules on the standard pronunciation
of the words. Moreover, we have explained how this set
can be inferred automatically from a training set. The
experimental results show that the multiple pronunciation
word models are effective: a substantial reduction of the
word error rate is obtained, even for tasks which differ
significantly from the one used to infer the rules.

6. FUTURE WORK

A mnext step in our work will be to integrate the mul-
tiple pronunciation networks into an embedded training
scheme. During the generation of a training database, the
training utterances will be aligned with the networks com-
piled from the rules. This alignment will most likely yield

EUROSPEECH ’95, Madrid, Spain, September 1995

more consistent training examples than an alignment with
the standard word transcriptions, as is usually done in an
embedded training.
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