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ABSTRACT

Conventional speaker independent speech recognition sys-
tems are trained using data from many different speak-
ers. Inter-speaker variability is a major problem because
parametric representations of speech are highly speaker
dependent. This paper describes a technique which al-
lows speaker dependent parameters to be considered when
building a speaker independent speech recognition sys-
tem. The technique is based on utterance clustering,
where subsets of the training data are formed and the
variability within each subset minimized. Cluster de-
pendent connectionist models are then used to estimate
phone probabilities as part of a hybrid connectionist hid-
den Markov model based large vocabulary talker inde-
pendent speech recognition system. The system has been
evaluated on the ARPA Wall Street Journal continuous
speech recognition task.

1. INTRODUCTION

Speaker dependent speech recognition systems are gen-
erated using training utterances from a single speaker,
resulting in a system tuned to a specific talker. How-
ever, many applications require systems to be used by
a large number of talkers. Pooling training data from a
large number of talkers produces a speaker independent
speech recognition system. However, this approach gen-
erally results in a system which produces an error rate
considerably higher than speaker dependent systems.

One method to overcome this problem is speaker adap-
tation, where the parameters of a speaker-independent
system are adapted to a new speaker, thereby improving
performance [1]. However the technique generally requires
a large amount of speech from the new speaker before
performance improves. Another disadvantage of speaker
adaptation is that it tunes a speaker independent system
to a specific talker, and is not suitable for a system which
is used by a number of speakers.

The disadvantages associated with speaker adaptation have
recently led to research into clustering methods to reduce
the error rate of speaker independent systems. A number
of different approaches to clustering have been investi-
gated. Nakamura has developed a Neural Speaker Model
based on Learning Matrix Quantizer (LMQ) to cluster
speaker data [2]. When used with a simple DTW pattern
matching of word units this method produced a significant
improvement in performance.

Ljolje has produced speaker-group specific models by ad-
justing the mixture weights of the gaussian mixture prob-
ability density functions which define the states of a con-
tinuous variable density HMM [3]. A maximum-entropy
clustering algorithm was used in which every training to-
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ken is associated with each cluster in probability.

Clustering techniques have also been used to reduce the
number of model parameters. Lee et al used decision
tree clustering in which linguistically motivated questions
(partitioning functions) about phonetic context were used
to reduce the number of sub-word HMM models required
for large vocabulary recognition [4]. Clustering based
on a likelihood ratio test for multivariate Gaussians has
been used by Kannan et al to determine classes of tri-
phones over which to tie covariances in a stochastic seg-
ment model [5].

The objective of the work described here is to increase
the performance of the Cambridge University Engineering
Department speaker independent large vocabulary hybrid
connectionist - HMM speech recognition system. We have
build speaker-group specific acoustic models from clus-
tered training data. Multiple acoustic models are used to
form the complete system, and the appropriate model for
the current speaker chosen at recognition time.

To cluster the data we have used a hierarchical divisive
procedure based on the LBG algorithm for Vector Quan-
tizer design [6]. We have investigated a number of dis-
tance measures for clustering, and their effect on overall
system performance. We have also investigated system
performance with varying numbers of speaker-group spe-
cific acoustic models. We show that by using cluster de-
pendent acoustic models we can reduce word error rates
by 14.5%. The system has also been used for the 1994
ARPA Wall Street Journal evaluations, and resulted in a
16.0% improvement [7].

We first present the clustering algorithm. Next we de-
scribe the hybrid connectionist-HMM speech recognition
system, and the method of using clustered training data.
We then present results for the Wall Street Journal Novem-
ber 1993 spoke 5 development test set, and for the Novem-
ber 1993 hub 2 evaluation test set.

2. CLUSTERING ALGORITHM

General purpose clustering algorithms, such as k-means
clustering, form subsets within a set of data such that the
dispersion within each subset is minimized. This disper-
sion is defined in terms of a distance measure [8]. The
algorithm described in this paper clusters training utter-
ances. These are represented by a series of acoustic fea-
ture vectors, and some method of clustering a group of
vectors is necessary. The approach adopted is to assume
the data is Gaussian and compute its sufficient statistics,
its mean and covariance. The covariance of an utterance
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with data X, is defined by
1 &
S = 7 D = e =" (1)
t=

where T is the number of frames, and y is the mean over
the utterance. We normalize the acoustic feature vectors
so that each channel has zero mean over an utterance.
Therefore the mean contains no information and each
training utterance is represented by a covariance matrix.
The training set covariance matrices are then clustered.

The clustering algorithm is a hierarchical divisive proce-
dure. It starts with a single cluster consisting of all the
patterns (utterance covariances). This is then randomly
split into two disjoint clusters, and the cluster covariances
re-computed. Each pattern is then assigned to the clus-
ter from which, in some sense, its distance is minimum.
When all of the patterns have been assigned to a clus-
ter the centres are recomputed. This process continues
until each cluster is stable, and there is no movement of
patterns between clusters. The cluster consisting of the
largest number of patterns is then randomly split into
two clusters, and the process continues as before. This
continues until the desired number of clusters have been
created.

To determine the distance between utterance covariance
matrices two measures have been investigated. The log-
likelihood has been used because at recognition time it
enables the a posterior probability of a model given an
utterance to be computed. Let S be the sample covariance
matrix from an utterance and ¥; be the covariance matrix
of cluster j. The log-likelihood of S given ¥; is then given
by

1(5,%) = =2 flog(157 2,7 - Tu(s s} ()

where T is the number of frames, n is the dimension of
the acoustic feature vectors, and tr indicates the trace of
a matrix. The use of (2) is based the assumption that the
feature vectors are independent with zero mean, normal
distributions. Research by Gish et al [9] has shown that
(2) provides good discrimination between different talkers.

The arithmetic-harmonic sphericity measure has been used
for text-free speaker recognition, and has been shown to
give good results for this task [10]. The measure is

d(S,%;) = log{ (z": )\i) (i 1//\;)} —2logn  (3)

i=

where the \; are the eigenvalues of the product S —IZJ-,
and are known as the eigenvalues of ; relative to S.
The closer the eigenvalues to unity, the more alike are the
covariance matrices ¥; and S. The main advantage of the
arithmetic-harmonic sphericity measure is computational
efficiency, as although it is based on eigenvalues, it can be
computed without their explicit extraction.

The dynamics of training the recurrent neural networks
(RNNs) in our system are dependent on the number of
training tokens. In order to assist training we wish to
have the same number of tokens in each cluster. This
is accomplished by assigning a weight factor 8; to each
cluster. This weight factor is used to scale the distance
measure. The subset-size normalization is applied after
completion of the clustering algorithm. The clustering
procedure is then re-run using fixed cluster covariances
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and only re-assigning the utterance labels. This is an
iterative procedure where §; is defined as

refe ) det W

where n; is the number of patterns in cluster j, N is the
desired number of patterns per cluster, m is the iteration,
and € is a small constant.

3. THE HYBRID CONNECTIONIST-HMM

The Cambridge University Engineering Department con-
nectionist speech recognition system (ABBOT) uses a hy-
brid connectionist - HMM approach. A recurrent network
acoustic model is used to map each frame of acoustic data
to posterior phone probabilities. The recurrent network
provide a mechanism for modelling the context and the
dynamics of the acoustic signal. The network has one
output node per phone, and generates all the phone prob-
abilities in parallel.

A Viterbi based training procedure is used to train the
acoustic model. Each frame of training data is assigned
a phone label based on an utterance orthography and the
the current model. The backpropagation through time
algorithm is then used to train the recurrent network to
map the acoustic input vector sequence to the phone label
sequence. The labels are then reassigned and the process
iterates. A complete description of the acoustic training
is given in [11].
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Figure 1: Hybrid Connectionist-HMM Speech Recogni-
tion System with Cluster Dependent Acoustic Models
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The posterior phone probabilities estimated by the acous-
tic model are then used as estimates of the observation
probabilities in an HMM framework. Given new acoustic
data and the connectionist-HMM framework, the maxi-
mum ¢ posteriori word sequence is then extracted using
standard Viterbi decoding techniques. A more complete
description of the system can be found in [12].
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The work presented here has further developed this sys-
tem, with the connectionist component being replaced
with cluster dependent connectionist models. After ap-
plying the clustering procedure to the training data we
have a set of clusters. Each cluster is defined in terms
of its covariance X, its weight 3;, and a list of utter-
ances U; which generate the covariance. The U; are used
as training data for cluster dependent models. Thus, for
each subset of the data, a recurrent network is trained to
estimate phone probabilities.

When an utterance is to be decoded the covariance S of
the acoustic feature vectors X is computed. The next step
depends on the distance measure used for clustering:

Loglikelihood: The posterior probability of the jth clus-
ter model w; given the data X is estimated by

exp(1(S, Z)8;)
v exp(I(S,50)8:)

The outputs of the recurrent networks are then merged
using

P(wj|X) = (5)

K
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k=1

where y;(t)* is the output of acoustic model k at time ¢.
The merged phone probabilities are then used as observa-
tion probabilities within the HMM framework.

Arithmetic-Harmonic Sphericity Test: The distance
between the utterance covariance S and each cluster X; is
computed, and the acoustic model corresponding to the
nearest cluster is used to estimate the phone probabilities.

4. EXPERIMENTS

The system has been evaluated on the Wall Street Journal
(WSJ) word recognition task. The training data used was
the short-term speakers from the WSJO corpus, consisting
of 7200 utterances from 84 different speakers (S184). The
November 1993 spoke 5 development test set has been
used for the experiments. The test utterances are from
a closed 5,000 word, non-verbalized punctuation vocabu-
lary, using a standard bigram language model.

A 20 channel mel-scaled filter bank with three voicing fea-
tures is used to extract acoustic features from the speech
waveform. These acoustic features are computed from
32 msec windows of the speech waveform every 16 msec.
To increase the robustness of the system to convolutional
noise the statistics of each feature channel were normal-
ized to zero mean with unit variance over each utterance.

The clustering algorithm has been used to split the 7200
utterances into independent training sets, each consisting
of approximately the same number of utterances. Each
of these training sets was then used to train cluster de-
pendent acoustic models using backpropagation through
time. The baseline model was used as a bootstrap to re-
duce training times.

To evaluate the effectiveness of the clustering procedure
we have examined the clusters produced when splitting
the training data into 2 sets. The results are shown in ta-
ble 1. As can be seen, the unsupervised clustering proce-
dure has effectively produced gender dependent data sets.
When using the log likelihood distance measure 1.0% of
utterances from the female cluster were in fact from male
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Method Cluster Female | Male

log cluster 0 3521 33
cluster 1 116 3516

ahs cluster 0 3520 33
cluster 1 117 3516

Table 1: Gender distribution for 2 clusters

talkers, and 3.3% of the utterances in the male cluster
were from female talkers.

When using the arithmetic-harmonic distance measures,
the results obtained were very similar. For the female
cluster there are 7 different utterances compared to the
loglikelihood female cluster. This is from a total of 3588
utterances. The male cluster also contained 7 differences.
These results indicate the effectiveness of the clustering
procedure and the distance measures used.

To investigate the effect of the distance measure used to
cluster the training data on word error rate, we built a sys-
tem with speaker-group specific acoustic models trained
from data clustered using both the loglikelihood and arith-
metic harmonic distance measures.

Method Word Error % | Improvement %
Baseline 17.3

CDM-5-1og 16.3 5.8
CDM-5-ahs 15.5 10.4
CDM-5-ind 15.5 10.4

Table 2: Effect of distance measure on error rate

The results from a system with 5 cluster dependent acous-
tic models can be seen in table 2. The log-likelihood dis-
tance measure (CDM-5-log) resulted in a moderate im-
provement in performance. A greater improvement in
performance was achieved when using the arithmetic- har-
monic sphericity measure (CDM-5-ahs) for clustering. We
have also used a modified version of the loglikelihood in
which the dependency upon the number of frames in an
utterance is removed.

v(s,25) = =5 {logIs7' 550" - LusTmp) ) )

When clustering the training data an utterance is assigned
to a cluster with the greatest loglikelihood, and so only the
relative magnitudes are important. At recognition time
however, the absolute magnitude of the loglikelihoods ef-
fect the posterior distribution used for merging the acous-
tic model outputs. The modified loglikelihood (7) is there-
fore only used at recognition time. This is shown in the
table as (CDM-5-ind) and resulted in a performance simi-
lar to that achieved when using the arithmetic-harmonic
distance measure.

We have also investigated the performance of the system
with different numbers of cluster dependent acoustic mod-
els. The arithmetic-harmonic sphericity measure was used
when clustering the training utterances.

As can be seen from table 3 the best performance was
achieved when the training data was split into 2 clus-
ters (CDM-2-ahs), although a significant improvement was
also seen when using 5 cluster dependent acoustic mod-
els (CDM-5-ahs). When the training data was split into
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Method Word Error % | Improvement %
Baseline 17.3

2 ahs clusters 14.9 13.9

5 ahs clusters 15.5 10.4

10 ahs clusters 17.6 -1.7

Table 3: Effect of number of clusters on error rate

10 clusters (CDM-10-ahs) the performance of the system
worsened. We believe this is due to insufficient training
data for the connectionist models, resulting in poor gen-
eralization.

In the previously described experiments the acoustic model
has been selected by computing the distance from the ut-
terance covariance to the cluster from which the model
was trained. The results in table 4 were obtained by se-
lecting the acoustic model based on the log probability
of the decoded word string. In addition to the November
1993 spoke 5 development test set (s5dev93) we have also
evaluated this system on the November 1993 hub 2 evalua-
tion test set (h2eval93), which consists of test utterances
from a closed 5,000 word, non-verbalized punctuation vo-
cabulary, using a trigram language model.

The feature vectors from an utterance were passed to each
acoustic model. The estimated phone probabilities from
every acoustic model were decoded to produce a word
string that is an estimate of the utterance. We then se-
lected the word string with the highest log probability.

Task Method Word Error % | Improve %
s5dev93 Baseline 17.3
ULP-2-ahs 14.8 14.5
ULP-5-ahs 14.8 14.5
ULP-5-log 15.3 11.6
h2eval93 | Baseline 12.7
ULP-2-ahs 11.8 7.1
ULP-5-ahs 11.7 7.9

Table 4: Word error rate when selecting acoustic model
based on utterance log probability

For the spoke 5 task this method produced a small in-

crease in performance when using two clusters (ULP-2-ahs).

When used in conjunction with a system build from 5
cluster dependent models a much greater improvement
in system performance was noted for both loglikelihood
(ULP-5-1o0g) and arithmetic-harmonic (ULP-5-ahs) clus-
ters . This suggests that model selection based on acous-
tic data is not sufficiently accurate. Further research is
planned in this area.

For the hub 2 task the system produced a significant re-
duction in word error rate, but less than that seen for the
spoke 5 task. This may be due to the fact that the task
consists of a different set of talkers, and uses a trigram
language model.

5. SUMMARY

A procedure for clustering training utterances has been
presented. We have shown that utterance clustering of
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training data can be used to improve the recognition per-
formance of speaker-independent speech recognition sys-
tems. We have also investigated the effect of the distance
measure used for clustering, and the effect of the number
of speaker-group acoustic models on the system perfor-
mance.

We found that when splitting the training data into ten
subsets the generalization ability of the connectionist mod-
els is poor. When the data is split two or five ways perfor-
mance increases despite the fact that the architecture of
the recurrent neural networks was not modified to take
account of the reduction in training data. The great-
est increase in performance was achieved by selecting the
acoustic model based on the decoded word string log prob-
ability. However, this method increases the computation
required for decoding by a factor of N, where as when
selecting models based on acoustic data, no increase in
decoder computation is required.
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