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ABSTRACT

This paper reports on the speech synthesis module used
within the Pan-European Traffic Message Control
system RDS-TMC to present spoken traffic messages
through the car radio. A central concern has been to
generate spoken traffic messages in a language selected
by the user, independent of the geographical area.
Another feature is the combination of text-to-speech
techniques with phonetic input which has been
optimized off-line, resulting in a flexible system with
natural sounding speech output. A prototype has been
developed for German, and more languages are to follow
soon.

INTRODUCTION

Owing to the dramatically increasing traffic density a
new traffic and travel service is needed. This new
service is called RDS-TMC, which refers to a Traffic
Message Channel (TMC) within the present Radio Data
System (RDS). This channel enables up-to-date traffic
information to be carried digitally and silently without
necessarily interfering with the audio program. The
standard European list of traffic problem descriptions of
the ALERT C Traffic Message Coding Protocol defines
the set of possible RDS-TMC messages in a language
independent way. As a consequence, the language in
which the RDS-TMC messages are presented to the user
can be independent of the language of the area through
which the user is driving. Actually, several languages
can be made available within the same radio, leaving the
choice between them up to the user. The RDS-TMC
service offers a number of additional benefits to the user,
such as direct and selective access to the required
information.

RDS-TMC information can be presented to the user via
visual displays or through speech. In view of traffic
safety, speech is generally preferred since significantly
less driver distraction is associated with it. Moreover,
speech allows the integration of the RDS-TMC function
in car radios with normal dimensions since no large
displays are needed. As the set of traffic messages in a
given language is finite and determined beforehand, the
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messages can be generated as a concatenation of fixed
message units. In traditional spoken message generation
systems such as phone banking applications or
announcement systems, these units are chosen to be
pieces of recorded speech. However, within RDS-TMC,
the decision has been made to use speech synthesis with
phonetic input for reasons of compactness and flexibility.
First of all, the memory consumption of the data needed
for speech synthesis is drastically lower than the
memory requirements for storing (compressed) recorded
speech. Furthermore, the approach adopted warrants the
flexibility to update and extend the system in the future
without hampering the homogeneity of speech output.

THE RDS-TMC MODULE

The global RDS-TMC traffic message processing can be
visualized as shown in figure 1.

Location DB

TMC codes

Message
Generation

Speech
Synthesis

speech

Event DB

Figure 1

Two processes are discerned. The process Message
Generation filters the incoming broadcast TMC-codes to
retain only those that are relevant for speech synthesis.
The TMC-codes that compose a traffic message refer to
entries of the Location Data Base and the Event Data
Base, thus identifying the nature of the traffic event as
well as the locations involved. Note that at this level, the
information describing the traffic event is language-
independent: it is a purely conceptual description, based
upon the Pan-European ALERT C Traffic Message
Coding Protocol. The main task of Message Generation

145



is to translate this information into a message in the
language of the user’s choice. For example, if the TMC-
codes specify the traffic problem as event = traffic jam,
length = 10 km, location = Kéln (on the road A4), then
the German message might be 44, Kdln, 10 Kilometer
Stau, whereas in French this could be Sur ['autoroute A4
a la hauteur de Cologne, bouchon sur 10 kilometres.

It may be clear that Message Generation employs a
language dependent message generation scheme, and a
language independent but geographically specific
location data base. It composes the message as a
combination of one or more predefined message units in
the PAC DB, together with additional information
concerning locations, numerical values etc. The message
is passed to the process Speech Synthesis, the core of the
RDS-TMC speech module, which is then responsible for
converting this input into a natural sounding utterance.

THE SPEECH SYNTHESIS MODULE

The speech module of the RDS-TMC system is able to
pronounce in a highly natural way a large set of traffic
messages. Each of the messages is predefined in that it is
a concatenation of fixed message units. A message unit
may embed a number of open slots, i.e. placeholders
which can take a piece of variable information such as a
location name, a road number or a number. Message
units with open slots are called carriers; completely
fixed message units are called phrases. Phrases and
carriers are further referred to as PACs. The set of PACs
is determined on beforehand and stored in the PAC data
base (PAC DB).

Consider for example the following traffic message:

A4, Koln Richtung Olpe, zwischen Koln-Ost und
Autobahnkreuz 16, Gefahr durch mehrere Gegenstiinde auf
der Fahrbahn. Bitte fahren Sie langsam.

If the PAC DB contains the following PACs (open slots
are marked with angled brackets)

PACx  <road number>, <location> Richtung <location>,
zwischen <location™> und <exit type> <number>,

PACy  Gefahr durch mehrere Gegenstinde auf der
Fahrbahn.

PACz  Bitte fahren Sie langsam.

then the traffic message above can be built as the
concatenation PACx(A4, Koln, Olpe, Koln-Ost,
Autobahnkreuz, 16) + PACy + PACz.

The example illustrates that the input to the speech
madule identifies one or more PACs, and lists for each
carrier the appropriate number of arguments to be fitted
into the open slots. These arguments can be phonetic
transcriptions or orthographic strings. The speech
module converts its input into a speech signal
corresponding to the entire traffic message to be
synthesized.
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Each synthesized message sounds highly natural as
optimal prosody is warranted by a hybrid approach
combining an off-line optimization of the PACs by
means of prosody transplantation [1], with real-time
text-to-speech techniques for the arguments.

The Phrase and Carrier Data Base

The Phrase and Carrier Data Base (PAC DB) stores for
each phrase and for the fixed part of each carrier the
information required to synthesize it with a conventional
phonetics-to-speech system. This information comes in
the form of an ewriched phonetic transcription (EPT).
An EPT defines the phonetic and prosodic characteristics
of an utterance, and contains three components:

1. A phonetic transcription specifies the sounds to be
spoken as a sequence of phonemes.

2. The phoneme durations define for each phoneme of
the phonetic transcription the number of milliseconds
it has to last. Thus, the speech rhythm of the
utterance is determined.

3. An intonation contour specifies the melody of the
utterance as a piece-wise linear curve which is
defined by a number of breakpoints. This is a
stylization of the pitch (FO) variations over the
utterance. Each breakpoint implies that the melody
has to realize a given pitch level at a given time. In
between two breakpoints the pitch has to vary
linearly in the log(FO) domain between the pitch
level of the breakpoints.

The following example shows the textual representation
of an EPT for the German phrase Guten Tag:

#[69(1,102)]g[251u[66]-t[84]1$[46(14,120)n[56]-
1[82(62,106)1a[220(110,106)Tk[174(10,130)]#[89(89,106)]

The first value between square brackets is the phoneme
duration (in ms), optionally followed by one or more
intonation breakpoints. Each breakpoint consists of a
time offset (in ms) relative to the beginning of the
phoneme, followed by a pitch value (in quarter
semitones; reference 50 Hz). For carriers, the EPT also
contains information indicating the position of the open
slots within the phonetic transcription.

Each synthesized PAC sounds highly natural as it
reflects the way a speaker has actually pronounced it.
Specific to the proposed approach is the fact that the
EPT for the phrases and fixed parts of the carriers is
derived from recordings of natural speech: when
developing the PAC DB each of the PACs is spoken by a
human speaker and a recording is made. The phonetic
transcription, as well as speech rhythm and melody
information are extracted from these recordings. This
extraction technique is called prosody transplantation
{1]. The advantages of prosody transplantation are
obvious: the resulting speech output sounds highly
natural and intelligible, and minimum storage capacity is
needed to store the EPT (less than 300 bps). An EPT
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may hence be considered a highly compressed
representation of a piece of recorded speech, yet offering
the advantage of speaker-independence: segmental
voice-specific characteristics derive from the speech
synthesizer and not from the speaker with whom the
recordings are made. This means that homogeneous
speech output is guaranteed even if the recordings are
made with several speakers. Thus, unavailability of the
original speaker is no problem for future adaptations and
extensions of the system. Moreover, since speech timbre
is inherited from the synthesizer, EPT resulting from
prosody transplantation for fixed text can easily be
combined with full text-to-speech conversion for
variable pieces of text.

Currently, the PAC DB of the German RDS-TMC
speech synthesis module contains around 3,200 entries.
Since these entries show a great deal of redundancy, an
off-line optimization is carried out in order to store a
minimal set of maximally reusable pieces of EPT.

Text-To-Speech Techniques

Arguments to be inserted in the open slots of a carrier
enter the RDS-TMC speech synthesis module in
different shapes. For location names, such as Koln and
Olpe in the above example, the message generation
module retrieves a SAMPA phonetic transcription [2]
from a chip-card plugged into the radio. Road numbers
(44) and numerical information (/6) are entered
orthographically and have to be run through a
conventional grapheme-to-phoneme conversion routine
in order to obtain a phonetic transcription. The resulting
phoneme notations, enriched with symbols for word
accent and syllable boundaries, are then passed to
prosody modules. Since pitch and duration also depend
on the position of each slot within a message, additional
prosodic information is derived from a context symbol
table. Using this combined information, the prosody
modules then generate phoneme durations and intonation
contours as required for synthesis.

The duration module takes a Klatt-like approach [3]. It
involves the assignment of inherent durations to each
phoneme (although in contrast to Klatt's approach no
minimal durations for phonemes are specified), followed
by a set of rules to modify these initial durations in
particular phonetic contexts and as a function of
prosodic characteristics. The phonetic rules control
durational effects such as shortening in consonant
clusters, vowel shortening before unvoiced plosives and
so on. The prosodic rules take care of phoneme
lengthening in syllables marked for primary stress at the
word level, and in the rhyme of pre-boundary syllables.
In addition, polysyllabic shortening is applied; the
degree of shortening is a function of the number of
syllables of the argument.

The format of the context-sensitive rules is:

<t Lrs;f>m
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in which ¢ represents the target phoneme, / and r left and
right context, s and f indicate the binary features
+stressed and +pre-boundary, and m specifies the
relative modification as a percentage (absolute
modifications can be specified as well if needed). Thus,
the durational model takes the following form: DUR =
INHDUR x PRCNT, ie. the duration DUR of a
particular phoneme is the product of its inherent duration
INHDUR in ms and the percentage shortening-
lengthening PRCNT determined by applying the
context-sensitive and prosodic rules.

Currently, the left and right phonetic context may
specify only single phonemes, instead of phoneme
features or sequences of phonemes. This is awkward in
rule-writing and inefficient in implementation. Indeed,
some phenomena cannot be dealt with in an adequate
way. Improvements in the formalism are needed to
enable the development of more sophisticated and
transparent rule-sets.

The intonation module generates stylized German pitch
contours, based on a model by Adriaens [4]. Each
contour consists of a sequence of standardized pitch
movements, specified in terms of duration, range and
position with respect to vowel onset. The exact
composition of the pitch contour for a slot is calculated
on the basis of two factors: accentuation and type of
boundary. In the present version of the intonation
module, all stressed syllables of arguments are treated as
sentence accents and are therefore taken into account in
the composition of the pitch contour. For the location
names, the stressed syllables are marked in the phonetic
lexicon on the chip card. For road numbers and
numerical . information, the grapheme-to-phoneme
converter determines which syllables are stressed. The
type of boundary associated with each slot in a carrier is
not derived by rule, but described in a context symbol
table. This table simply lists for each slot in each carrier
the type of boundary associated with it.

Final Processing

The speech synthesis module finally integrates the EPT
coming from two different sources: generated at run time
for the arguments, and retrieved from the PAC-DB for
the fixed parts of the message. A global linguistic
processing is carried out in order to effectuate
suprasegmental phenomena at open slot boundaries such
as linking, assimilation and pause insertion. Thus, an
enriched phonetic transcription for the complete traffic
message is generated, which is consequently passed to a
phonetics-to-speech system.

THE LOCATION DATA BASE

To translate the geographic indices of the broadcast
traffic messages to geographic sites, RDS-TMC relies on
location data bases stored on exchangeable chip-cards. A
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location data base corresponds to an ‘electronic map’,
holding both the selected locations of an area, and the
necessary relations between the locations to constitute a
map. Relations include a specification of location
coordinates on a geographical grid, and a link of sites to
administrative structures and traffic network topology.
For example, cities are classified according to their
administrative hierarchy or to their touristical relevance
(for example: city Munich, state Germany, country
Bavaria, district Oberbayern), and road locations contain
information on neighbor locations in the traffic network
(for example: highway exit Hamburg-center, preceding
exit Hamburg-south, following exit Hamburg-north). A
detailed description of the data structures for the RDS-
TMC chip card can be found in the Blue Book [5]
currently in preparation. For the time being, a chip card
is able to store the specifications of more than 10,000
locations, which is sufficient to set up a map of Germany
covering the whole highway network, all important
federal roads, and important traffic-sensitive points
inside major towns.

To prevent the need for language specific location data
bases for all languages supported by RDS-TMC, their
contents are intended to be geographically specific, but
as language independent as possible. For any given area,
it should be possible to use the same chip card in
combination with any RDS-TMC radio, whichever
language(s) it supports. For location names, which are
stored both in their grapheme form and in phonetic
representation, this presented several challenges.

e For a language independent phonetic representation
of location names, the SAMPA phonetic alphabet
was selected. Because the language-specific speech
synthesis module has to be able to pronounce
location names of unpredictable origin, it has to deal
sensibly with arbitrary SAMPA phonemes. For the
time being, this problem is solved by mapping all
‘foreign’ phonemes and phoneme sequences to their
closest counterparts in the language selected for the
speech synthesizer. This causes foreign names to be
pronounced with a non-native accent. Although this
is clearly audible to native speakers of the foreign
language, native speakers of the language selected
for the speech synthesis module are used to these
substitutions, and often do not hear a difference.

¢ Small locations usually have only one name, which is
called endonym, being part of the language spoken
in that location. But major locations may have further
names in foreign languages, called exonyms (e.g.
German ‘Miinchen’, English ‘Munich’). For the
language independence of the location data base,
phonetic exonyms are provided in all relevant
languages for the major locations, for smaller
locations close to a language border in a second
language, and for locations in multilingual countries
in at least the official languages of the country. The
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restriction to ‘relevant’ languages is a drawback for
speakers of ‘non-relevant’ languages, but may be
overcome in the future, as larger chip cards become
available.

Another issue concerning the location data base is its
size. The average location name size including
graphemic and phonetic notation is 36 characters, still
excluding exonyms, and the current data base has about
18,000 name entries. This sums up to 0.65 million
characters to be stored, in addition to other information
in the data base. For this reason, a compression of the
data base was considered necessary, to maximize the
number of locations storable on a chip card. We selected
a linguistically orientated compression scheme, which
reduces the size of the data base to less than 30%.

CONCLUSION

For the RDS-TMC service a speech module has been
developed to pronounce a large but finite set of German
traffic messages. The module generates an EPT for the
complete traffic message and feeds it to a conventional
phonetics-to-speech system. To do so it retrieves fixed
EPT from the PAC DB and by means of text-to-speech
techniques computes argument EPT to be inserted into
the open slots.

This hybrid technique produces highly natural speech as
the fixed EPT is the result of prosody transplantation. In
contrast with traditional spoken message generation
systems, which concatenate pieces of recorded speech,
the memory requirements to store the fixed EPT are
minimal. The technique offers the additional advantage
of being speaker independent, allowing an easy
extension of the set of messages while preserving the
speech homogeneity.

This new approach to spoken message generation allows
radios supporting the RDS-TMC service to pronounce
traffic messages in one of several languages.

REFERENCES

[1]  B. Van Coile, L. Van Tichelen, A. Vorstermans, J.W.
Jang & M. Staessen, PROTRAN: a Prosody
Transplantation Tool for Text-to-Speech Applications,
Proceedings of the 1994 International Conference on
Spoken Language Processing (ICSLP), Yokohama,
18-22 September 1994, pp. 423-426.

[2]  J. Wells, D. Gibbon, Standard Computer Compatible
Transcription, SAM Stage Report Sen. 3, 1992.

[3] J. Allen, M.S. Hunnicutt, D.H. Klatt, From text to
speech, the MlITalk system, Cambridge University
Press, 1987.

[4] LM.H. Adriaens, Ein Modell deutscher Intonation,
Doctoral thesis, Eindhoven 1991.

[51 RDS-TMC  consortium: Blue Book: Database
Structures TMC, in preparation.

148



