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ABSTRACT

It may be demonstrated that interpolating, on a sample-by-
sample basis, the short-term spectral envelope parameters at
both the analysis and synthesis stages of a low-bit rate speech
coder can significantly improve the decoded speech quality.
Results obtained using two alternative short-term spectral
representations are compared, i.e. Linear Prediction (LP)
filter coefficients and Line Spectral Frequencies (LSF’s).
LSF’s have the advantage of preserving the stability of the
synthesis filter throughout the interpolation process and
lower computational complexity. The representations have
been compared for a PWI coder and objective measurements
and informal listening tests have shown that marginally
better subjective performance is obtained from the
computationally simpler LSF interpolation process. An
interpolated LSF synthesis filter has been implemented in a
CELP coder. About 0.4 dB improvement in the SNR measure
was obtained as compared with a conventional blockwise
interpolated CELP coder.

1. INTRODUCTION

In many speech coding algorithms, speech is
represented by a vocal tract transfer function and an
excitation signal which are considered to evolve
independently. Experiments have suggested that the
smoothness of the reproduced speech can be better
preserved by interpolating the parameters of the vocal
tract function on a sample-by-sample (s-b-s) basis.
Instability of the LP synthesis filter can occur when
conventional LP filter coefficients are interpolated, and
although unstable coefficient combinations can be
detected and suitable adjustment made, this increases
the computational costs of the system. In addition,
transient effects due to the interpolation of LP filter
coefficients at voicing transitions can seriously degrade
the perceptual quality of the reproduced speech.
Synthesis filter instability can be eliminated by
interpolating LSF's instead of conventional LP
coefficients, and a smoother evolution of the vocal tract
function can be anticipated.

The aim of this paper is to examine the advantages of
interpolating short-term spectral parameters at the
encoder and decoder on a s-b-s basis. Results obtained
by interpolating conventional LP filter coefficients and
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LSF’s are compared. Tests carried out involve the
objective measurement of long-term prediction gain
(Gyp) and the percentage of statistical outliers (SO). for
the short-term prediction gain. In addition, informal
listening tests have been carried out on
implementations of both interpolation methods
incorporated into a PWI- [1] ‘coder. The results’ show
that, subjectively, the output speech produced by the
LSF analysis/synthesis filter pair is preferable to that
obtained with LP filtering even though they performed
closely in objective measurements. Taking the
computational simplicity of LSF filtering and the
assurance of filter stability into account, LSF filtering
appears to be preferable to conventional LP filtering.
Finally, a CELP [7] coder has been simulated,
replacing the conventional LP synthesis filter with a
s-b-s interpolating LSF synthesis filter. Results of
objective and subjective evaluations of this are
presented.

2. LP FILTERING
The effect of the vocal tract can be modelled by an
all-pole synthesis filter [2], H(z), with transfer
function:

1
= 1
1+ ﬁa.»z"l A@) @

The filter coefficients may be computed using linear
prediction (LP) analysis which aims to minimise the
energy of the output of an all-zero analysis filter with
transfer function A(z). Ideally this output characterises
the vocal tract excitation signal. To investigate the
effect of interpolation. LP analysis was performed on
consecutive windowed speech segments containing 200
samples which include 40 overlap samples from the
previous frame. An asymmetric window [6], composed
of half of a Hamming window and a quarter of a cosine
function (figure 1) was used.

The effect of linearly interpolating , on a s-b-s basis,
the analysis filter coefficients across the entire speech
frame was investigated.- A 10th order LP analysis filter
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was used with coefficients linearly interpolated as
follow:

2
a0 3= [0 o
i=0,1, .. ,P

where

n is the sample number

N is the frame length

ay, are the filter coefficients for sample n

P is the order of the LP filter

oD and 4(» are the filter coefficients at the beginning

and end of the frame respectively

160 samples

Figure 1 The asymmetric window used in LPC
analysis

At the decoder, the speech signal was reproduced
using a LP synthesis filter. This was realised by
utilising a 10th order IIR filter with filter coefficients
interpolated using equation (2). It is known that with
LP cocfficients, a proportion of unstable filter
coefficient sets will be found during voiced/unvoiced
transitions and speech deterioration can result.
Instability can be eliminated by calculating the
PARCOR coefficients which correspond to the current
set of filter coefficients, and ensuring that these lic
between -1 and +1. Interpolating LP coefficients in this
way gives significant improvement in the prediction
gain over some speech segments and an improvement
in the speech quality compared with the results
obtained by blockwise interpolated LP coefficients.

3. LSF FILTERING
Line Spectral Frequencies (LSF) have been used as
an alternative representation of conventional LP filter
coefficients [3]. LSF coefficients are defined by
decomposing the analysis filter’s transfer function into
two polynomials, P(z) and Q(z),

P(z) = A(z) + 27 *D A4(z™H) 3)
0(2) = A(z) -z~ P "D Az7") @

When A(z) is minimum phase, the roots of the two
polynomials lie on the unit circle, with frequencies,

1, ¢17 (DZ, ¢39 q)d’ ¢5 for P(z)

5
~-1, 61, 62, 63, 04, 65 for Q(z) )
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The LSF’s are ¢, — ¢, and 6,— g5, and these must be
interlaced: i.e.

0<@, <G<..<@ <Ps<x 6)

The LSF’s may be computed using an iterative
procedure [3]. By quantising LSF's instead of other
possible representations (such as PARCOR’s, log area
ratios and cepstral coefficients. [4]), more efficient
encoding of spectral information can be achieved [3].
The residual signal for each frame was obtained by
passing the input speech to a LSF analysis filter with
LSF's interpolated on a s-b-s basis.

- m, .2 Q@) _ 1
LSF = LSF O+ - [LSF @ - LSF (| D

i=12,..,P

At the decoding stage, the speech was reconstructed via
a LSF synthesis filter (figure 2 [5]), where, once again,
the LSF's are interpolated sample by sample. Filter
stability is preserved by the interpolation process since
if the LSF’s are interlaced at the beginning and end of
a synthesis frame they will remain interlaced
throughout.

e[n} §{n}
T >

1

<

«© 2Ild 2

Figure 2 The LSF synthesis filter

4. EXPERIMENTAL RESULTS
Objective measurements used to compare the two
techniques were the long-term prediction gain (Gy,)
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and the percentage of statistical outliers (SO) in the
short-term prediction gains over single frames. The
long-term prediction gain, compareing the energy
between the residual signal and the input speech signal,
is defined as,

L-1
T stlnl

Gip=10l0g5=7 (dB) ®
Z_orZ["]

where L is total number of speech samples in the 36
seconds speech file.

A high long-term prediction gain means that the LP
filtering is likely to reflect the effect of the vocal tract
more accurately so that the residual may be closer to a
true excitation. The percentage of statistical outliers
(SO) is useful as a measure of the consistency of the
analysis filter performance. This measurement is made
by calculating, on a frame by frame basis, the short-
term prediction gain (G,,) which is defined as,

N -1
| Mo "20 sn 11
Guy=or T 10logh=——— () (10)
m = 20 ru (]
where
N is number of speech samples in a speech frame

M is total number of speech frames in the speech file
A threshold value (Gyp) is defined,
Gu=G,p=3 (dB) (11)

and any speech frame has a short-term prediction gain
less than this threshold is classified as an outlier.

The two methods were tested using a 36 seconds
speech file of 8 kHz sampled telephone speech
(provided by British Telecom). The file contains a
conversation between a male and a female. The
experimental results are summarised in table (1).

LP LSF
Gy, (dB) | 10456 | 10.439
SO (%) | 42.11 42.11

Table (1) Objective measurements of the two methods

The results indicate that the two methods performed
very similarly, in aspect to both the G;; and SO
measures.

Informal listening tests have been carried out to test
the performance of both techniques. This was done by
implementing both methods in a PWI coder. Twenty
people were invited to choose their preferred output
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speech. The results of the subjective evaluation are
shown in figure 3. The results show that 11 out of the
20 people suggested the speech generated by the LSF
filtering was better than the LP filtering while 2
expressed no preference.

scores [ BLP @LSP {Same l

Figure 3 The informal listening test results of
implementing the LP and LSF filtering in a PWI coder

Different interpolating block sizes in a speech frame
were tested for the LSF analysis/synthesis filter pair.
The variation of block sizes was from 1 speech sample
(i.e. sample-by-sample interpolating the LSF’s) to 160
samples (i.e. without any interpolation ). Objective
measurements in figure 4 showed that performance of
the LSF filtering deteriorates when the size of the
interpolation block is increased and that maximum
performance was achieved by interpolating the LSF’s
on a s-b-s basis. It was also found that the filter
performance remained reasonably consistent for block
sizes up to about 10 speech samples. However, the
long-term prediction gain reduced consistently as the
interpolating block size was further increased towards
160 samples (i.e. no interpolation). The difference
‘between s-b-s interpolation and no interpolation was
found to be about 1.2 dB.
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Figure 4 The Gy, performance of the LSF filter with
different block sizes

Finally, the s-b-s interpolated LSF filter was
incorporated into a CELP coder. The CELP coder
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consists of an adaptive codebook and an 8-bit Gaussian
codebook. The input speech frame is divided into four
sub-blocks of 40 speech samples prior to the codebook
searching. The best innovation sequences in the
adaptive codebook and the Gaussian codebook are
found based on a mean-square error measure. The sum
of the scaled innovations is then used to drive the s-b-s
LSF synthesis filter. The performance of this coder was
compared with a conventional CELP coder in which
the LSF’s are interpolated on a block-by-block basis
and the instantancous LSF’s are converted back to the
LP filter coefficients. A signal-to-noise ratio (SNR),

MR:ﬁMi]m% ——Aﬁm——y(a>
=0 | (ofm=5m) |
(12)
where
s[n] is the original speech signal
[n] is the reconstructed speech signal

was used to assess the speech quality generated by the
two coders and the result is listed in table 2. Informal
listening tests were also carried out with the same
audiences and the result is shown in figure 5.

40 s-b-s
samples/block | interpolation
| SNR (dB) 11.121 11.513

Table (2) The Performance of the CELP coders

scores

@blockwise Bs-b-s [ Same ]

Figure 5 The informal listening test results of
implementing the s-b-s LSF filtering in a CELP coder
and the conventional CELP coders

The objective measurements showed that about 0.4 dB
SNR improvement was obtained in the CELP coder by
interpolating the LSF’s on a s-b-s basis. The informal
listening tests also suggested that this improvement is
perceptually significant. The s-b-s adaptation may be
achieved with little additional computational
complexity.

5. CONCLUSIONS
Two ways of handling the evolution of the vocal tract
transfer function have been considered and compared.

EUROSPEECH ’95, Madrid, Spain, September 1995

Objective measurements showed that both techniques
performed similarly. Informal listening tests have been
carried out using a PWI coder and the results suggested
that LSF filtering is marginally preferable than the
conventional LP filtering. Owing to the computational
simplicity of the LSF filtering and the advantage of
preserving filter stability during the interpolation
process, we conclude that LSF filtering can be used as
an alternative to the conventional LP filters. Different
interpolating block sizes for LSF filtering have been
investigated. The results suggested that the
performance of the LSF analysis filter deteriorates
when the number of speech samples in an interpolating
block is more than 10 samples. Sample by sample
interpolation of LSF’s is recommended in order to
maximise the  performance of the LSF
analysis/synthesis filters and hence a smooth evolution
of the vocal tract function.
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