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Abstract

In this paper, a Hidden Markov Model (HMM) based
speaker recognition system is presented. The system
utilizes concatenated phoneme HMMs and works in
a text-prompted mode. Each registered speaker has
a separate set of HMMs which are trained using the
Baum-Welch algorithm. The speaker recognition sys-
tem has been evaluated with the YOHO voice veri-
fication corpus in terms of both speaker verification
and closed-set speaker identification. It is shown that
by using 10 seconds of testing speech, an error rate of
0.09% for male and 0.31% for female are obtained for
speaker identification with a total population of 138
talkers. For speaker verification, under the (0% false
rejection condition, the system achieves a false accep-
tance rate of 0.09% for male and 0% for female. This
paper also explores effects of various factors (such as
the mixture number and cohort selection) on the per-
formance of speaker recognition.

1 INTRODUCTION

Speaker recognition is typically divided into two sub-
classes, according to text dependency: (1) text-
dependent and (2) text-independent. In the text-
dependent mode, speakers provide utterances of the
same text for both training and testing. A classi-
cal approach to text-dependent speaker recognition
is template matching or pattern recognition, where
dynamic time-warping methods are usually applied
to temporally align the training and testing utter-
ances. PFurther, because the same sequence of pho-
netic events are spoken, dynamic characteristics of
spectra (such as delta cepstrum) are often included
in the feature representation to improve recognition.
On the other hand, text-independent speaker recog-
nition does not impose the constraint of the same
text in training and recognition trials. Consequently,
text-independent speaker recognition techniques are
primarily based on measurements without reference
to a timing index and hence, dynamic attributes of
spectra may only be exploited in a statistical way.
Text-dependent speaker recognition systems gen-
erally provide better perforrnance than text-
independent systems, especially for short training
and testing utterances. However, a text-dependent
speaker recognition system has the drawback that
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it would be defeated by mimicking or playback of
recorded voice of the genuine speaker. To overcome
the problem, a text-prompted approach is now com-
monly adopted. Each time the user is asked to say a
phrase/sentence which is randomly prompted by the
system and which can not be predicted in advance.

Recent studies show that high performance of text-
prompted speaker recognition can be achieved using
HMM techniques [2]. For example, Matsui and Furui
{5, 6] demonstrated that a concatenated phone HMM
system outperforms conventional template matching
and vector-quantization approaches. HMM based
speaker recognition systems have several advantages,
including that the modeling technique is well estab-
lished [7] and that there is no need to explicitly
segment the incoming speech signal into speech and
non-speech parts, because HMMs incorporate silence
models. Furthermore, the same system can be used
to recognize the spoken text to check whether the
speaker is indeed saying what he/she is supposed to
say.

In this paper, a HMM systemn of continuous-density
monophone models is described for speaker recogni-
tion in the text-prompted mode. Each speaker has a
separate set of HMMs which are trained via the Maxi-
mum Likelihood estimation. Using the YOHO speech
database, the system has been evaluated in terms of
both speaker verification and closed-set speaker iden-
tification. The results show that the present system
meets the U.S. Government’s performance require-
ment of 0.1% false acceptance rate and 1% false re-
jection rate. In this paper, effects of various factors
(such as the mixture number and cohort population
selection) on the performance of the system are also
studied.

The remaining part of this paper is organized as
follows. Section 2 describes the YOHO database and
analyzes phone coverage of the database. Section 3
presents the details of the acoustic front-end and the
HMM recognizer. Experimental results are given and
discussed in Section 4. Finally, brief concluding re-
marks are presented in Section 5.

2 YOHO DATABASE

The YOHO corpus has been designed for speaker ver-
ification purpose with limited vocabulary. The par-
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ticular vocabulary employed in this collection con-
sists of two-digit numbers (“thirty-four,” “sixty-one,”
etc.), spoken continuously in sets of three (e.g. “36-
45-89”). The averaged duration for such three dou-
blets is approximately 2.5 sec. There are 138 speakers
(108 male, 30 female) in the version released from the
LDC. For each speaker, there are 4 enrollment ses-
sions of 24 utterances each, and 10 verification ses-
sions of four utterances each, leading to a total of
136 utterances in 14 sessions per speaker. All wave-
forms are low-pass filtered at 3.8 kHz and sampled
at 8 kHz. More detailed description of the corpus is
found in [3, 1]. :

2.1 Phone Coverage

There are 20 monophones for English digits which
occur in the YOHO database. Their corresponding
ARPAbDets are listed in Table 1.

I|EY | 6 |[TH|II| R |16 F
2| ER | 7 |EH | 12 | AY | 17| S
SIUW | 8 |[AX | 13| 1H | 18 | DX
J{AO | 9 | W | 14| V |19] N
5| K | 16| T |10 AH |20 IY

‘Table 1: List of monophones occurred in the YOHO
database.

Monophone distributions between the enrollment
sessions and testing sessions are plotted in Figure
1 for one speaker (male speaker index 101). It can
be seen that the distribution patterns are similar be-
tween the training and testing material. The phone,
EY (as in eight) occurs most frequently, and the
phone, IY (as in eighty) occurs least frequently. The

" occurrence of IY is about 6 times that of EY.

350 T T T T
300
250
. 200
150
100
50
0

enrollment “—
testing —+—

0 4 8 12 16 20
phone index (Table 1)

Figure 1:

Phoneme occurrences in the YQHO
database. :
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3 HMM RECOGNIZER

3.1 Front-end And Acoustic Modeling

The current system is developed based on the En-
tropic. HTK V1.5 toolkit [9]. The front-end analy-
sis includes (1) preemphasis of the speech signal, (2)
FFT-calculation of speech frames windowed by a 25
ms-long Hamming window (moving at every 10 ms),
and (3) Inverse cosine transform to determine mel-
frequency cepstrum coefficients (MFCC). The basic
feature set consists of the 12th-order lifted MFCCs
and the normalized short-time energy, augmented by
the corresponding A and A? MFCCs to form a fi-
nal set of feature vector with a dimension of 39 for
individual frames. No silence removal is performed.

The baseline configuration for the speaker recogni-
tion system is continuous-density monophone HMMs.
Each monophone is modeled by 3 left-to-right states.
The number of Gaussian mixtures per state can be
varied from 1 to 3. For each speaker, there are 20
monophone models from the above analysis of phone
coverage. In addition, each speaker has two optional
silence models, sil and sp. The former is to model
the beginning and ending of an utterance, and the
latter to model pauses inside an utterance.

3.2 Model Training/Testing

All phoneme models are bootstrapped using the
parameters mainly from the Resource Management
(RM) database and supplementally from the TIMIT
database. However, some modifications to lexicon ac-
cess and phonetic dictionary are necessary in order
to adapt the recognizer from the RM domain to the
YOHO domain. Next, 4 iterations of Baum-Welch
reestimation are completed on data from all the en-
rollment sessions (96 utterances, or about 4 minutes
of speech data per speaker) 1.

During recognition, no word grammar is applied
because a forced Viterbi alignment is utilized to ob-
tain the likelihood for each testing utterance. For
speaker identification, the system computes the like-
lihood using all speakers’ models. The speaker whose
models generate the highest log likelihood is selected
as the one who has spoken the utterance. For speaker
verification, the calculated likelihood is used to com-
pare with a speaker-dependent threshold (determined
a posteriori) and an acceptance/rejection decision is
made accordingly. Cohort speakers are often included
during the threshold comparison.

11t is found that more iterations are not necessary due to
the use of well-bootstrapped models.
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4 EXPERIMENTAL RESULT

4.1 Speaker Identification

Experimental results for closed-set Speaker IDentifi-
cation (SID) are given in Table 2. Two system config-
urations are used: 3 states, single mixture per state
(C1); and 1 state, 40 tied-mixtures (C2). All results
reported are evaluated for- 3 different durations of
speech from all 10 sessions of the YOHO testing data.
A total of 5520 utterances are used (138 speaker x
10 sessions x 4 utterances) for the 2.5-second test.
Longer testing utterances are concatenated from the
phrases in the same verification sessions with no re-
peat.

Test utt. length | C1 | C2 | C1 + C2
2.5 (5) 148 [2.92 | LAl
5.0 (5) 0.62 | 1.29 | 0.62
10. (3) 0.28 | 0.86 | 0.23

Table 2: Speaker identification error rates (%).

Frorn Table 2, it can be seen that the configuration
C1 provides a lower identification error rate than the
configuration C2. It can also be seen that a doubling
in the length of testing utterance leads to a halved er-
ror rate in both methods. The third column in Table
2 shows the result with data fusion of C1 and C2:

Lyym = w x LCl+(l—1U) X Lea (1)

where Lei, Leg, and Ly, denote the likelihood from
C1, C2, and combined C1 and C2, respectively. The
weight, w, in the above equation varies between tasks.
From Table 2, it is seen thai the combination of scores
from multiple models reduces the SID error rate to
some extent.

4.2 Multiple Mixtures

In order to obtain a better parametric modeling of
the acoustic space, a greater number of Gaussian mix-
tures per state are often utilized. In the following ex-
periment, we investigate the SID performance with a
varying number of mixtures from 1 to 3. The system
configuration is otherwise the same as C1.

Utt. Male Female

length | M1 | M2 | M3 M1 | M2 | M3

2.5 (s) | 1.52 | 0.99 | 0.49 || 1.32 | 0.62 | 0.78

5.0 (s) | 0.61 | 0.33 | 0.12 || 0.63 | 0.36 | 0.36

10. (s) | 0.28 | 0.18 | 0.09 || 0.29 | 0.31 | 0.31

Table 3: Speaker identification error rates (%).

Table 3 shows the speaker identification error rates,
as a function of the number of Gaussian mixtures
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per state. For the male speakers, it can be observed
that the error rates are almost halved when increas-
ing from 1 to 2 mixtures, and likewise from 2 to 3.
The conclusion holds for every length of testing ut-
terances. Omn the other hand, it is noted that the
female identification performance is little affected by
increasing the mixture number. The best results of
speaker identification is 0.09% for male and 0.31% for
female.

In the following speaker verification experiments,
the 3-mixture/state HMM system will be used.

4.3 Cohort Speaker

Cohort normalization for speaker verification is nowa-
days commonly used [8]. Before discussing results
of speaker verification, the relationship between the
equal error rate (EER) and the cohort size is first
studied in Figure 2. The closest K-speakers are cho-
sen as the cohort speakers. From Figure 2, it is found
that the ERR decreases as the cohort size increases
up to 5 speakers. Beyond K=5, the curve essentially
levels out with a minimum in the EER for K=8.

ST T T T T T T T 71

4 Testing utterance: 2.5 seconds

0 1 1 1 1 i i 1 i L 1

1 2 3 4 5 6 7 8 9 10
Number of cohort speakers, K.

Figure 2: ERR as-a function of cohort speaker size.

Separate experiments are also conducted where co-
hort speakers are randomly selected. It is found
that the ERR increases from 0.71% (5 optimally-
chosen cohort speakers) to 2.12% (5 randomly-chosen
cohort speakers). In other words, a cohort of 5
randomly-chosen speakers corresponds to a cohort of
2 optimally-chosen speakers (see Figure 2). It is thus
suggested that cohort speakers be optimally selected.

4.4 Speaker Verification

In this section, results for speaker verification are
given with and without cohort normalization. When
using cohort normalization, a cohort size of 5 (closest)
speakers is consistently used. In our implementation,
the normalized likelihood is given by:

K
Lnorm = DXIS) = 2 SO LIS (2)

k=1
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where S; is the claimed speaker, Si(k = 1,2,...,K)
are K-cohort speakers, and X is the observation se-
quence. ’

It should be noted that in all the following verifica-
tion experiments, cohort speakers are excluded from
all impostor tests and that there are no inter-gender
tests, following the suggestion outlined in [1].

Utt. length M Mnorm F Fnorm

2.5 (s) 7.79 0.71 7.77 0.32

50(s) | 5.93 | 0.90/0.0 | 5.23 | 0.18/0.0

10. (s) | 4.67 | 0.09/0.0 | 3.12 | 0.00/0.0

Table 4: Speaker verification error rate (%)

From Table 4, it is seen that normalization method
is very effective in reducing the ERR. Results using

normalization for utterances longer than 2.5 seconds

are given in false acceptance/rejection ratios. With
10 seconds of testing utterances and under the 0%
False Rejection (FR) condition, the current system
obtains a False Acceptance (FA) rate of 0.09% for
male and 0% for female. The present system thus
meets the U.S. Government’s performance require-
ment of 0.1% FA and 1% FR. Compared with avail-
able performance reports on the YOHO database, the
present system gives better performance [1, 4].

5 CONCLUDING REMARKS

A concatenated phone HMM system has been devel-
oped for speaker verification/identification in a text-
prompt mode. The system has been evaluated using
the YOHO speech database.

In the speaker identification experiment, it is
found that the 3-state single mixture phone HMMs
produce better performance than single-state, tie-
mixture Gaussian models. Likelihood combination
using both models reduces the SID error rate to some
extent. More importantly, use of multiple mixtures is
shown to be very effective in improving the SID per-
formance. The current 3-mixture system gives a SID
error rate of 0.09% for male and 0.31% for female in
the 10 second test.

The system is then evaluated for the speaker veri-
fication. The results show that the error rate using a
properly chosen set of cohort speakers is much lower
than using a randomly selected set. The results also
show that use of cohort (optimally or randomly cho-
sen) produces better performance than without co-
hort. For 10-second tests and under the condition of
0% false rejection rate, the present system achieves
" a FA rate of 0.09% for male and 0% FA for female
(using a cohort size of 5). .

We have demonstrated that concatenated mono-
phone HMMs are an effective method for text-prompt
speaker identification and verification. The present
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system meets the U.S. Government’s performance re-
quirement of 0.1% FA and 1% FR.
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