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Abstract

Three different geometric pattern recognition tech-
niques for acoustic modeling of phone units (or other sub-
word units) for continuous speech recognition are presen-
ted for their application to acoustic-phonetic decoding
tasks. In the first methodology, each phone unit is
modeled as a collection of templates in order to capture
the variability of the acoustic events that characterize it,
and the acoustic-phonetic decoding is performed by an im-
proved version of the classical Two-Level algorithm. The
other two methodologies are used integrated with hidden
Markov models. The learning algorithms of the geomet-
ric components of such hybrid models allow to improve
the discriminative skills of hidden Markov models, while
the temporal deformation of the patterns is dealt with the
Markov chain. Different speaker-independent and task-
independent experiments with one Spanish database are
performed.

1 Introduction

Geometric pattern recognition was the first approach suc-
cessfully applied to speech recognition, concretely in isol-
ated word recognition. Each word was modeled by one
or more templates adequately selected among a collec-
tion of different utterances. The recognition process con-
sisted in the application of some distance criterion, gen-
erally a dynamic-time-warping (DTW) disimilitude meas-
ure [1] [2]. The extension of distance-based methods to
very constrained connected word recognition problem led
to well known algorithms (Two-Level {3], Level Build-
ing [4], and One-Stage [5]).

In spite of its success, only a few attempts were made
to extend the application of this approach to more gen-
eral continuous speech recognition tasks. In this work,
we present such a kind of extension, a pure geometric ap-
proach based on the k-nearest neighbor decision rule. The
main advantage of this distance-based methodology is that
its error rate tends in the limit to the Bayes error.

Historically, no important advances happened until the
application of hidden Markov modeling (HMM) tech-
niques to the general problem of continuous speech re-
cognition. This methodology, previously introduced by
Baker to deal with isolated word recognition [6], was suc-
cessfully applied to continuous speech [7]. The excellent
performance of HMMs is attributable to several features,

* Work partially supported by the Spanish CICYT under
contract TIC 1026/92-CO2.

EUROSPEECH ’95, Madrid, Spain, September 1995

Universitat Jaume I
Campus de Penyeta Roja
12071 Castellén (Spain)

specially the way in which they deal with temporal deform-
ation of (acoustic) patterns and the existence of efficient
algorithms (Baum-Welch [8] and Viterbi [9] reestimation)
for estimating their probability parameters from a super-
vised set of patterns. However, these algorithms have an
important drawback: the weak discriminative power of the
resulting set of HMMSs. Another limitation of this statist-
ical approach is the fact that some unrealistic constraints
must be assumed about the unknown density functions to
be modelized.

One way to improve the discriminative skills of HMMs
is to integrate them with a geometric pattern recogni-
tion methodology. We describe two different systems
where this discriminative role is performed in one case
.by a neural network, more specifically, a multilayer per-
ceptron (MLP) and in the other by a novel kind of geo-
metric model developed in our research group. Both tech-
niques are used in order to estimate the emission probab-
ilities of a set of HMMs.

The formulation of the general problem of acoustic-
phonetic decoding (APD) is presented in the next section.
The methodologies are described in section three, while
experiments with one Spanish continuous speech database,
results, and conclusions are reported in section four.

2 Problem formulation

The problem of APD is one of the most difficult tasks in
the automatic speech recognition field. The aim of APD
is, given an acoustic sequence, X = z1z2...z|x| (that is,
a sequence of acoustic feature vectors corresponding to an
utterance), and a set of phone units, ¥ = {p1,...,un}, to
obtain the “best” interpretation, U = wiuz ... ujy| € U™,
of X as a sequence of phones from U.

In order to precisely define the “goodness” of each pos-
sible interpretation, the following general framework is
usually adopted: first, each phone p is represented by
a “model” m(u) (giving rise to a set of models M(U) =
{m(p1),...,m(un)}); second, a function Fi, ) is defined
that measures the “match” between speech signals and in-
terpretations, by means of taking into account the repres-
entation of interpretations as sequences of models.’

In this way, a general formulation for the APD problem
can be stated as the search for an interpretation

U = arg opt F(U, X).
vUeut

IFrom now on, for the sake of simplicity, we will not make
the dependency of the “match” function on M(U) explicit.
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3 Methodologies

3.1 Distance-based methodology

The first method to tackle the APD problem that we
present is a purely distance-based approach: the phone
units are modelized by means of prototype sets (the
prototypes are templates) and, to compare two acoustic
(sub)sequences and to obtain a measurement of their dis-
imilarity, the DTW technique is employed. The decoding
algorithm used is based on the classical connected word
recognition Two-Level algorithm [3]. We have chosen
this algorithm instead of one of the other two traditional
connected word recognition algorithms (Level Building or
One-Stage) because, although all of them solve (with some
restrictions) the APD problem, the Two-Level has import-
ant and desirable properties which are not verified by the
other two algorithms, as reported elsewhere [10].

We have incorporated certain (meaningful) improve-
ments over the original Two-Level algorithm in order to
use the k-nearest neighbor rule, to reduce the computa-
tional requirements of the algorithm, and to make feas-
ible the incorporation of phonological rules. This new im-
proved Two-Level algorithm solves the same APD prob-
lem (with a similar procedure) than the original method:
finding the best segmentation of an unknown acoustic se-
quence and the corresponding best concatenation of phone
units with respect to this segmentation [10]:

Ul

U =argmin min Z A(ur, s,y 41:6,)
vUeu+ ¥Seslvl4—
where S = s0s1...5, € 8™ is a sequence of boundary
marks (8" = {S e Nt | 50 = 0 < 51 < ... < sp =
IX1}), zs; 1s a segment that encompasses feature vectors
z; through z;, and d is a function that returns a distance
measure between a phone unit and an acoustic segment.
This problem is solved with the following two-stage pro-
cedure: in a first stage, the phone unit that offers the best
representation of each possible segment of the acoustic
signal is obtained and stored, together with the distance
measure between the two of them. In a second stage, the
best segmentation of the acoustic sequence is increment-
ally built, from the distances obtained in the first stage,
by means of a dynamic programming procedure. Once
the best segmentation is known, the best concatenation of
units can be inmediately recovered from the phone units
corresponding to each segment. The improvements in-
cluded in the new version of the algorithm are:

e the use of the A-nearest neighbor rule: in order to
select the phone unit that best describes each pos-
sible acoustic segment during the first stage of the
algorithm, the distance between a unit and a seg-
ment is defined as the (averaged) addition of the best
k DTW-disimilitudes between the acoustic segment
and the prototypes of the unit [11].

e a more efficient second stage computation: the
best segmentation is obtained directly (as presented
in [10]), avoiding the computation of a huge number
of intermediate segmentations.

e the introduction of phonological rules: this im-
provement basically consists in incorporating weights
(given the phonotactic language model) when we are
building the best segmentation in the second stage of
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the algorithm.? This entails an increase of compu-

tational requirements of this second stage given that,
to continue offering an optimal solution, it is neces-
sary to support as many partial solutions as number
of phone units. This also modifies the first stage of
the algorithm: the distances between every unit and
segment have to be stored.

In addition, some durational information about the
units can be useful to impose constrains into the decoder
that allow us to reduce the cost of the algorithm and to re-
strict the DTW computations. In spite of these improve-
ments, the main drawback of this method is its higher
computational cost [11].

3.2 Hybrid HMMs

From a stochastic point of view, the problem of APD can
be stated as the search for the most probable interpretation
given the acoustic sequence, that is,
U= argmax P(U | X)
vUeu+

which is equivalent to searching for the interpretation that
maximizes the product of P(U) (as defined by a language
model) times p(X | U) (as defined by a set of acoustic
models). HMMs are the most common choice for acoustic
modeling. A HMM consists of a Markov chain and a set of
probabilistic density functions (PDFs) so that each state
q in the chain is associated with one PDF that directly
modelizes the emission of acoustic vectors while being in
that state, p(z | q).

This direct modelization of likelihoods is frequently
pointed out as a major cause of the discriminative weak-
ness of HMMs, provided that the actual task to be per-
formed during recognition consist in “choosing among
states” (and, consequently, models of phones) while the
acoustic vectors are given. In addition, parametric fam-
ilies of PDFs are usually assumed and the parameters
are estimated following a maximum likelihood criterion
though it is clear that correct models do not belong to
those families, which are unrealistically restricted for the
sake of computational convenience. Those problems can
be faced as follows: first, trying to modelize posterior
probabilities of the type P(q | z) (instead of likelihoods)
and, second, using geometric models and an appropriate
criterion for their learning as a mapping g between vec-
torial spaces in such a way that the components of g(z)
can be used as estimations of those posterior probabilit-
ies. Regardless of the geometric model employed, mean
squared error, entropy and relative entropy are appropri-
ate criteria for the estimation of posteriors {12].

The feasibility of an approach based on these ideas for
integrating a set of HMMs and a geometric model into
a hybrid continuous speech recognition system have been
extensively proved by the work carried at the ICSI. For in-
stance, excellent performance of such a system is reported
in [13] on a speaker-independent continuous speech recog-
nition task, using a MLP as the geometric model. The
same idea has been applied in our laboratories [14] with
considerable success.

Spacefilling-curve mapping (SFCM) is a kind of geomet-
ric model that has been recently developed by J.C. Pérez in

2For the sake of simplicity, the previous formulation of the
APD problem does not include this kind of rules.
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Figure 1: An R? - R® SFCM with r submodels. It con-
sists of: r different affine transformations (AT;) to be unsuper-
visedly chosen; r identical SFC-based dimensionality reduction
units (SFC~1); n-r different IR — R mappings (dotted rhombs)
to be supervisedly trained; and n identical average units (£/r).

our research group [15]. It is based on the fact that learn-
ing an IR? — IR™ mapping is nothing but learning a set of
n IR? — TR mappings, which in turn consists in approx-
imating a set of n IR — IR mappings if a fixed R —» R
transformation is applied to the input vectors. Then, the
estimation of the IR — IR mappings can be easily carried
out, for instance, following a piecewise-constant approx-
imation and a mean squared error criterion, so a SFCM
can be integrated with HMMs into a hybrid recognition
system in exactly the same way a MLP can.

What mainly characterizes SFCMs is the way in which
the dimensionality reduction of input vectors is performed
using spacefilling curves (SFCs) [16]. Informally, a SFC is
a one-dimensional continuous curve that completely fills a
higher-dimensional region of space, for instance, a continu-
ous mapping from the interval I = [0, 1] onto the hiper-
cube H = [0,1]%. An efficient recursive method is known
for finding one antiimage of a vector for a mapping of
this kind, so the desired transformation would be easily
achieved, provided that the vector belongs to H. In order
to assure this property, a previous affine transformation
can be applied to the input vectors. One more concern is
the fact that this dimensionality reduction, though never
mapping close in I distant vectors in H, can separate vec-
tors that are close in H. This undesirable effect occurs
to different degrees in different regions of H (for instance,
its center is the most critical one). The adopted solution
is as follows [15]. One SFCM will consist of 7 submodels
that only differ in the affine transformation that is applied
before the SFC-based one, so the input vectors affected by
the most critical regions of the SFC in one submodel will
(hopefully) not suffer from this circumstance in others. In
order to obtain a global SFCM estimation, the estimation
from the different submodels will be averaged. Figure 1
offers a graphical representation of the resulting model.

4 Experiments

The decoding experiments are performed with one Span-
ish continuous speech database, EUROM1 {17]. Different
parts were recorded by 59 speakers, with a total of about
1,900 utterances. This database was parametrized obtain-
ing 11-dimensional feature vectors (10 Cepstrum coeffi-
cients and energy). All the sentences were automatically
transcribed into sequences of phones. The set of phones
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was composed by 23 units (that roughly correspond to the
24 Spanish phonemes) plus 3 units to adequately model
three types of silences. The training set was formed by 842
utterances that corresponded to 186 different sentences
uttered by 42 speakers. The speaker-independent and
task-independent test set was defined using 225 utterances
that corresponded to 61 different sentences, uttered by 17
new speakers. A segmentation of the training data (that
is, an assignation of acoustic subsequences to phones) was
available. A small part of this data was manually seg-
mented and the rest was automatically segmented using a
classical discrete HMM system [18] bootstrapped with the
manual segmentation.

4.1 Architecture and training
4.1.1 Distance-based methodology

A previous training phase is not necessary in this ap-
proach; only an acceptable segmentation of the training
data set is needed. The resulting segments of the phones
can be used as prototypes of the units in the decoder.
We used both the manual segmentation and the automatic
one (about 40,000 prototypes in total) for the decoding
process. A set of DTW productions, some durational re-
strictions, and several values of the number of neighbors
(k) were tunned through some previous experiments with
a different database [11].

4.1.2 Hybrid HMMs

Following this approach, an APD system consists of: a
geometric model (MLP or SFCM), one Markov chain and
one a priori probability per phone, and a language model.
Given a supervised (partially pre-segmented) training
set (a set of utterances, each one represented by an acous-
tic sequence and its correct interpretation) and a language
model, the rest of the system can be trained as follows:

e Divide the training data into two sets: validation (VA)
and “proper” training (TR). TR must contain, among
others, the pre-segmented utterances.

/*Bootstrapping*/

e Use the pre-segmented utterances for:

Learning the geometric model.
Estimating the priors of the phones.
Estimating the parameters of the Markov chains.

e Perform a new segmentation of VA and TR (Viterbi).

repeat /*General iteration*/

o Use the current segmentation of TR for:
Learning the geometric model (VA as validation).
Estimating the priors of the phones.
Estimating the parameters of the Markov chains.
e Improve the segmentation of VA and TR and the
parameters of the Markov chains iteratively (Viterbi).
e Decode and evaluate VA with the current system.
until no improvement in VA performance is expected.

The Markov chain employed here were left-to-right
without skips with a number of states equal to one third
of the average length of the corresponding phone, ob-
tained from the current segmentation. In order to ob-
tain (quantities proportional to) the emission probabilities
(tied within each Markov chain), the posterior of each of
the 26 phones (estimated through the geometric model)?

31In order to verify stochastic constraints, a normalization
over all outputs was performed.
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was divided by its prior (estimated as the relative fre-
quency of the acoustic vectors corresponding to the phone,
given the current segmentation) {12]. The desired outputs
for the geometric model were 1 if the original acoustic vec-
tor, according to the current segmentation, corresponded
to the phone whose posterior must be obtained as the out-
put, and 0 otherwise.

The MLP input layer was formed by 99 inputs corres-
ponding to the current acoustic vector (11 inputs) and
four acoustic vectors of left and right context, while the
hidden layer comsists of 100 units. The training of the
MLP was performed using the stochastic scheme of the
backpropagation algorithm [19] with a sigmoidal function.
The criterion function was the mean squared error. To
prevent overtraining, after each epoch, the classification
performance at acoustic vector level was measured and
the training process of the MLP was stopped when no
improvement on the validation set was obtained.

Regarding the SFCM, its input vectors were acoustic
vectors without context (d = 11) and 10 submodels were
employed (r = 10). Each component of the acoustic vec-
tors in VA and TR were independently scaled so that the
values of the resulting components ranged from 0 to 0.5.
Then, for each submodel, a different translation? whose
components were in [0, 0.5] was applied to the scaled vec-
tors. A Sierpinski-like SFC was used for mapping in R
(in [0,1]) the translated vectors [16] {15]. Each IR — R
mapping was approximated by a piecewise-constant func-
tion. The partition of the input interval were performed
by a greedy algorithm that iteratively divides into two the
current subinterval whose division provides the best re-
duction of the squared error over the TR subcorpus, until
200 intervals are reached. The best mean squared error
over the VA subcorpus determined which of the 200 par-
titions was retained. For each subinterval in the resulting
partition, the constant output were approximated by the
arithmetic mean of the corresponding TR desired outputs.

4.2 Results and concluding remarks

The results of the experiments are reported using the “per-
cent total” assessment parameter, Pt = ¢/(c+s+ 1+ d),
where c is the number of correctly recognized phones, and
1, 8, and d are the number of insertions, substitutions, and
deletions, respectively. This parameter was obtained by a
dynamic programming algorithm for editing the output of
the decoder and the correct phonetic transcription of each
test utterance (without taking into account silences). In
Table 1, the experimental results for the three methodo-
logies, with no phonotactic language model and using a
bigram of phone units obtained through a large Spanish
corpus, are shown. The experiments are very preliminary
and the power of each technique is not enough exploited
to make final conclusions.

Table 1: Recognition percent total (Pt) of the speaker-
independent and task-independent experiments with EUROMI.

| No model Bigrams

Templates 53.4 55.1
HMM-MLP 59.5 61.6
HMM-SFCM 44.6 494

“The set of translations was randomly generated.
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