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Abstract

Experiments with Automatic Speech Understanding
(ASU) problems were presented in [1], in which the
underlying acoustic and syntactic-semantic structure of
the task was tried to be automatically learned into a
global model. Results indicated that, while a Simple
Recurrent Network (SRN) was actually able to capture
most of the acoustic features of the ASU task, the
syntactic-semantic structure was difficult to learn. We
propose here appropriate modifications to this SRN
which significantly improve the understanding rates.

1. INTRODUCTION

Recently, some approaches to Automatic Speech
Understanding (ASU) based on N-grams [4] or Regular
Grammars [5] have been proposed. In these approaches
the underlying acoustic and syntactic-semantic features

are trained separately and later integrated for recognition .

purposes. A different mechanism based on Neural
Networks (NNs) was proposed in [1] in which all these
features were automatically learnt at the same time. A
simple ASU task (the recognition of the Spanish
numbers in the one-million range) was considered. A
first step was to learn a fext-only version of the problem
where orthographic representations of Spanish numbers
had to be converted into convenient semantic
representations; for example, /setecientosveinte
miltreintaicuatro/ (720034, in Spanish) is to be translated
into (+7*100+2*10)*1000+(+3*10+4). The results
obtained with a Simple Recurrent Network (SRN)
previously proposed by Elman [2] were very good,
showing the capability of the connectionist architecture
for learning the required global syntactic-semantic
model.

In view of these results, the next step reported in [1] was
to consider the same experiment with real-voice input.
In that case, vector quantized representations of the
input utterances were considered, which were to be
mapped into the same semantic outputs as those
considered for the above text-input version. The results
seemed to indicate that, while the SRN used was
actually able to learn most of the acoustic features of the
ASU task, the underlying syntactic-semantic model was
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difficult to capture. An interpretation of this fact was the
lack of power of the simple network adopted. We
propose here appropriate modifications of this Elman
SRN aiming at supplying the required modeling
capabilities.

In section 2 the basic connectionist architecture of these
modifications, called hybrid SRN, is described. Section 3
presents the features of the data, networks and
algorithms employed in the empirical studies; some
results on both pure and noisy data are later reported and
compared to those obtained when delayed SRNs are
used. The conclusions of all this experimental process
are finally discussed in section 4.

2. HYBRID SIMPLE RECURRENT NEURAL
NETWORKS

Attending to the nature of the task, a connectionist model
with a explicit representation of time is required. So, the
neural architecture adopted in the previous experiments
[1] was a SRN introduced by Elman [2]. This net has the
typical connections from inputs to hidden units and from
hidden to output units; besides, the inputs and additional
context units containing the state of the hidden
activations in the previous step, are fed into the hidden
layer, supplying the net with memory.

OUTPUT UNITS
HIDDEN UNITS

[PrREVIOUS OUTPUT | [coNTEXT UNITS | [ INPUTS ]

Figure 1. Hybrid Elman-Jordan Simple Recurrent
Network.

The results reported in [1] indicated that, while the
context units of the trained SRN provided relevant
information about the input acoustic features, they lost
most of the syntactic-semantic constraints of the training
data. An obvious first approach to recover from this lack
consists on feeding both the internal hidden activations
and the output information provided by the net, into the
input layer. This involves designing a hybrid
architecture between an Elman SRN and a Jordan one
[31, which is shown in Figure 1.
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In principle, the net output of the new hybrid model can
be fed into the input layer only when the semantic target
changes, or it can be continuously fed. In order to
consider an homogeneous training and test mechanism
in the first approach, the net should also learn to
automatically segment the input (text or acoustic-label)
string into the corresponding semantic units. To this end,
a new output unit is included in the network, which
should be activated when the semantic output varies.

As in previous works, the training procedure is a
gradient truncated version of the Backward-Error-
Propagation algorithm (a proper approach to the error
function is also being tried). Input labels are presented
sequentially at the input layer, while the target semantic
category is held constant for the duration of such a
category. The error is back-propagated through the net
after inputs change and learning stops when some
established criterion is verified.

3. EXPERIMENTAL PROCESS

Experiments with text-only data for the Spanish number
understanding task are presented in this paper. The first
studies have been centered on clean input signals.
Nevertheless, in order to explore the robustness of the
model learnt by a trained machine, noisy input data has
also been considered in the present work.

3.1. Training and recognition data

Regardless of the architecture, the training algorithm or
the type of data (clean or noisy), the nets processed
10.000 presentations of strings corresponding to Spanish
numbers in the one-million range randomly chosen
among 5.000 training segmented samples. The resulting
learnt models were then tested on 5.000 different non-
segmented sentences.

3.2. Features of the networks employed

For comparison purposes, both Elman SRN and the new
hybrid architecture were considered in the experiments.
According to a local representation of the involved

Spanish alphabet and a local representation of the
semantic categories of the output language, 19 binary
inputs and 16 output units were, respectively, adopted.
An additional binary output had to be included in those
experiments where automatic segmentation was also to
be learnt. Networks with a single hidden layer of 10, 20
and 40 units were tried.

Initial weights were set randomly in the range -0,5 to
+0,5. A sigmoid (0,1) was assumed as the non-linear
activation function and, consequently, context
activations were initialized to 0,5 at the beginning of
every message. A learning rate of 0,9 and a momentum
of 0,5 were found to be appropriate.

3.3. Net output semantic messages and evaluation

Attending to the local representation of the target
semantic categories, only one of the output neurons
should be activated at a time. On the other hand, when a
network is trained to learn the automatic segmentation,
the emission of the semantic categories conveyed by the
input signal are driven by the output neuron dedicated to
segmentation. When this neuron is higher than an
established threshold, the semantic category
corresponding to the maximum output activation is
provided. However, when automatic segmentation is not
learnt, the net continuously generates a semantic output:
the category associated to the maximum activation,
which should be also higher than a established threshold.
In this case, identical consecutive categories are
assumed to correspond to a single unit.

After a semantic output message is provided by the net,
the input orthographic string is assumed to be correctly
understood if it coincides with the expected translation.
In order to determine a semantic unit recognition rate,
the obtained and expected translations corresponding to
every string in the test sample are compared using a
conventional Dynamic Programming procedure; in this
way, the number of insertions, deletions and substitution
errors are obtained. The error rates reported below
correspond to the ratio of the total number of errors with
respect to the total number of edit (error + correct)
operations.

SEMANIIC CATEGORY WHOLE SENTENCE

ARCHITECTURE AND TRAINING METHOD RECOGNITIONRATE UNDERSTANDING RATE

10 HU | 20HU | 40HU {| 10HU |20 HU 40 HU
ELMAN 79.6% | 978% | 99.5% || 14,5% | 81,0% 95,1%
ELMAN + Automatic Segmentation 90,7% 98.9% | 999% || 43,3% | 90,4% 99,9%
HYBRID + Continuous Feeding 90,0% | 98.8% | 99,5% || 37.5% | 91,4% 96,1%
HYBRID + Continuous Feeding + Automatic Segmentation 942% | 98,1% | 999% || 58.6% | 82,7% | 99,6%
HYBRID + Not Continuous Feeding 42.,5% 41,8% | 56,3% 0% 0% 0,1%
HYBRID + Not Continuous Feeding + Automatic Segmentatior 302% | 188% | 31.7% 0% 0% 0%

Table 1. Semantic category recognition test rates and whole sentence understanding test rates for different
Elman and hybrid architectures trained with different methods.
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3.4. Experimental results on clean sample

The Spanish numbers recognition task was approached
through both Elman SRN and hybrid SRN, according to
the network features and evaluation criterion previously
described. The learning of the segmentation between the
input text signal and the output semantic message, was
also considered in the experiments. Both the (individual)
Semantic Unit Recognition Rates and the Whole
Sentence Understanding Rates obtained on the 5.000
non-segmented test samples, are summarized in Table 1.
A 0,9 recognition threshold was assumed.

Several conclusions can be drawn for these results: First,
when a SRN with 10 or 20 hidden units (HUs) was
considered, the best performance was obtained for a
hybrid architecture trained with continuous feeding of
the output layer; however, similar rates were reached for
an Elman net or a hybrid one with 40 HUs. This
clearly indicates the contributions of a hybrid
architecture to improve the performance of small neural
models. This behavior will be more relevant for real-
voice input, taking into account the large size of the
required networks. On the other hand, both Elman and
hybrid models were not only able to learn the embedded
segmentation of the input strings, but also improved the
rates with respect to no automatic segmentation. It
should be also pointed out the poor performances
achieved for hybrid models with no continuous feeding.

3.5. Experimental results with noisy data

In view of the application to real tasks involving speech
signals, which exhibit plenty of variability, noise and
distortions, the robustness of the learnt models was
explored using noisy input data.
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The features of the adopted connectionist networks as
well as the training algorithm were the same as those
employed with clean text data. The training and
recognition sets consisted of those previously considered
although they were increasingly corrupted by randomly
introducing deletion and substitution errors. As an
example, the following noisy sentence is obtained when
the string /setecientosveintemiltreintaicuatro/ is 20%
degraded: /seequientosvenemiltreintqecatr/.

The noisy text input was mapped into the semantic
outputs, by learning the 100.000 training samples
through both Elman and hybrid architectures with 40
HUs. Some experiments automatically learnt the
segmentation between the input and output messages,
although this was not considered in others. Figure 2
shows the semantic understanding performance achieved
on the 5.000 test samples progressively distorted, when
segmentation was automatically learnt and the output
layer was continuously fed into the input units; an strict
recognition threshold of 0,9 was assumed in the
emission of the output messages. The results show a
slow degradation with increasing distortion, which
suggests a considerable contribution of the underlying
syntactic-semantic model learnt by the network. Similar
rates were reached when the automatic segmentation
learning was not considered.

Figure 3 shows an example of the expected and obtained
translations corresponding to a noisy test Spanish
number degraded in a 6% rate.

3.6. Experimental results with Delayed Simple
Recurrent Networks

It seems immediate to consider that the robustness of the
syntactic-semantic model learnt by a trained net should
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Figure 2. Evolution of the understanding performances for Elman and hybrid SRNs (with 40 HUs and
automatic segmentation learning), as the level of degradation for the test set is increased. Experiments
including delayed inputs with two on the right and two on the left time contexts are also shown.
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Expected translation

cuatr ciento%ocﬁenta)}cinccf mil ret cientognoventa; seis{ ——2__p Fudirocientospchrdia CCnC(i mi

+4 | *100{+8 i}

*10|+5 L*IOOO+(+7 *100 49 #10 #6

distortion

serdciento \Tﬁntay el
Obtained translation

*10 146

(‘+4 *100 18 *101+5 4*1000+(+7 *100 19
I

Figure 3. Expected and obtained translation for a test noisy string. (The segmentation is displayed only
for the sake of clarity).

be increased if preceding and following contexts of the
input signal are presented to the net. In particular,
substantially increased performance would be expected
when noisy data is considered. In this way, the previous
experiments with noisy text were repeated including
“delayed” inputs provided by two right and two left
time contexts. Figure 4 shows the delayed architecture
corresponding to the hybrid SRN in Figure 1, adopted in
the experiments. When the feeding of the output layer is
not taken into account a delayed Elman SRN is obtained.

were again upgraded when the inputs of the nets were
"delayed". Finally, the robustness of the semantic model
learnt by these neural models was also successfully
tested with noisy input signals. According to the
encouraging results, the semantic understanding
capabilities of these nets for real-voice input are
expected to be improved with respect to those previously
obtained [1].
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Figure 4. Delayed Elman-Jordan Simple Recurrent Network.

Figure 2 compares the preceding understanding rates
obtained on noisy data, to thaose achieved including 2+2
delayed inputs. These results, with increasing test set
distortion, clearly outperformed those previously
achieved without delays, as expected. The improvement
is clearly shown in Figure 5, where the semantic
interpretation obtained for a noisy test string is poor
when delays are not considered, and completely correct
when the corresponding delayed network is adopted.
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4. CONCLUSIONS AND FUTURE WORK

A hybrid Elman-Jordan SRN is proposed in this paper
for Language Understanding applications. This simple
connectionist architecture seemed to be more
advantageous than an Elman SRN when the net had not
enough HUs, which will be more relevant when the real-
voice version of the task is approached. On the other
hand, both Elman and hybrid SRNs were not only able
to automatically learn the segmentation between the text
input and the corresponding semantic message, but also
outperformed the understanding rates obtained when
learning segmentation was not considered. These results
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