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ABSTRACT

We present, in this paper, new algorithms designed to
estimate linear and non-linear transformations of the
feature vectors describing the short term spectrum of
the speech signal. Two algorithms are investigated: the
Class Difference Maximisation Algorithm (CDMA)
and Class Target Algorithm (CTA) are designed to
minimise the distance between a speaker’s
transformed feature vectors and maximise the distance
between these feature vectors and feature vectors
from other speakers. This is achieved by a modified
form of iterative gradient algorithm designed to
maintain orthogonality between the features in the
transform space. We demonstrate that the algorithm is
capable of improving the separation between classes
taken from different speakers. We describe the
application of the transformation to the features of a
Hidden Markov Model based speaker recognition
experiment using broad class models. Experimental
results show that when the transform is used in the
system the likelihood of utterances given the true
speakers models is increased while that of utterances
from other speakers decreases.

1. INTRODUCTION

Recent work [1,2,3] has shown that the performance of
Hidden Markov Model based speech recognisers can
be improved by the linear transformation of the feature
vectors. This is often achieved by linear discriminant
analysis (LDA)[1] where the states of the HMMs are
treated as different classes. This formulation works
well when the states or groups of states forming word
models are to be separated. It is not however
appropriate when the classes to be separated cannot be
mapped directly onto individual states or other well
defined entities. This situation arises in speaker
recognition since the characteristics of an individual
speaker are distributed across the observation vector
distributions of all the states in a model. In this work
we develop a method of addressing this problem by
computing transforms which maximise the distance
between observation vectors produced from the speech
of different speakers for subsequent incorporation in a
HMM based speaker identification system. We have
therefore been investigating the use of gradient
optimisation techniques to find transforms that will
discriminate between features from different speakers.
This can also be regarded as an extension of LDA to
provide a framework for the extension of the system to
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non-linear transformations. While this approach has
features in common with connectionist techniques, for
a review see [4], it differs from these in using a HMM
frame work for pattern matching rather than attempting
a direct classification.

2. DEFINITION OF SPEAKER CLASSES

An important facet of this problem is the way in which
speaker classes are defined during adaptation of the
transform. Conceptually a single transform could be
used to separate the features of each speaker from the
features of each of the other speakers using the system.
However, this approach is impractical because the
number of classes to be separated by the single
transform is equal to the potentially very large number
of speakers. This would necessitate a very complex
transform. Moreover, each time a new speaker is added
to the system, a completely new transform would need
to be developed. A more practical approach which is
developed in this work is to use a separate transform
for each speaker. Each transform is designed to
separate just two classes: data belonging to the target
speaker, and data from any of a large population of
speakers who may use the system. This approach leads
to relatively simple transforms which will accentuate
the separation of the feature vectors of an individual
speaker from the generality of feature vectors for all
speakers in the system. For this reason, existing
speaker specific transforms do not need to be modified
as new speakers are added to the system.

3. TRANSFORM ADAPTATION

The class distance maximisation and class target
algorithms (CDMA/CTA) are novel algorithms for
gradient ascent adaptation of linear and non-linear
transforms which increase the relative separation of
different speakers. The algorithms generate transforms
which map the original N-dimensional speech frame to
an M-dimensional feature space. The dimensionality,
M, of the feature vectors can be chosen between 1 and
N. In the case of CDMA, the mean square distance
between feature vectors belonging to different speakers
is maximised whilst the intra speaker distance is
minimised. This optimisation has therefore much in
common with the well known Fisher metric for class
separation. In the case of CTA, the transform is
adapted such that in the feature space, examples of
different class are ideally separated by unit distance
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whilst examples of the same class are separated by zero
distance. The effect of both algorithms is similar, but
the CTA is more easily extendible from linear to non-
linear transforms than the CDMA. The basis of both
algorithms is to repeatedly select random pairs of
speech frames from a speaker pooled training set and
map them through a transform to the feature space. The
coefficients of the transform are then incrementally
updated using a gradient ascent algorithm to maximise
the chosen optimisation measure depending on whether
CDMA or CTA is being used.

If the feature vectors generated by the transform in
response to a pair of speech frames, X' and X’ is Y
and ¥, then the distance between the feature vectors is

D(Y',¥/). In the case of CDMA the task is to evaluate
the derivative of this distance with respect to each of
the variable parameters of the transform, ®, and then
update ® using gradient ascent. In general the
derivative is evaluated as the product of the derivative
of the distance with respect to the output of the

transform, Y* and the derivative of the transform output
with respect to the variable parameter. Thus the
technique can be used with any type of linear or non-
linear transform as long as the derivative of its output
with respect to each of its parameters can be evaluated.

dD(Y'Y') _dD(Y',Y’) dY'
do —  dY' do

n+l

ivJ
+k‘dD(Y,Y )
do

0} "

Where k is positive learning rate constant if
class(Xl)iclass(Xj) and is
cIass(Xl)z class(X ]) .

negative if

A very similar approach is followed in the case of CTA
with the difference being that a performance measure

P(Yi ,Y]) is defined which is the square of the
difference between a target separation, T'J for Y* and
Y and the actual separation D(Y" ,¥/).

P(Y,Y)={T? - D(Y',Y))}?

dP(Y',Y7) . iy dAD(YL YY)
— L =2 {T7 - DY, YY) ——
do { ( )} dy:
nt dP(Y',Y)

o™ =" +k.
dow

where k is a negative learning rate constant. Again,
this approach can be used in conjunction with any
linear or non-linear transform whose output derivatives
can be evaluated. A typical example of a non-linear
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transform having this property is a sigmoidal multi-
layer perceptron. However to demonstrate the principle
of the technique an example of the application of the
CDMA to a linear transform is summarised below.

i) Form a single training set of QQ speech frames from
each of S speakers. The mean value of the vectors in
the training set are forced to zero.

ii) Randomly initialise the weights, wrg, of the
transform, where wrg is the coefficient relating input r
to output s.

iii) Randomly select a pair of speech frames, Xi and ¥/
from the training set. The class (speaker) to which the
frames belong is denoted by the subscripts i and j.

iv) Transform the two frames to Y* and Y/, where y‘s
and x‘r are the sth and rth elements of the vectors Y*

and Xi respectively. That is:-

i_ N i
ys= by Wrs'xr
r=1
. N .
J — J
Ys = z Wes*r
r=1

v) Evaluate the squared distance, D(Yi ,Yj ), between
Y and ¥ .

M
DY, Y) =Y} -y!)
s=1
vi) Evaluate the derivative with respect to wrg of the

squared distance, D(Yi ,Yj ), between Yi and Yj .

D(Y', Y & o
—=2(x,=x )Y w_(x —x!
. (x! )2 » X —X1)

vii) Update the value of wyg using gradient ascent.

Wit = (1+p k)W +k.

s m

dD(Y',Y!) ¥
d

rs m=1

Where k is positive learning rate constant if

Cl(lSS(Xi);ﬁClaSS(X") and is negative if

class(Xi)= class(XJ). The second term in the

above equation arises from the need to ensure that the
algorithm constrains the basis vectors of the transform
to be orthogonal. Typically, using the algorithm to map
from nine dimensions to two dimensions, results in
both of the output dimensions being in the same
direction. Thus, instead of forming a true 9:2
transform, a pair of identical 9:1 transforms are
generated. This problem is overcome by introducing
the additional term into the expression for updating the
weights of the transform which causes the basis vectors
of the transform to become orthogonal. An individual

PRy W oW, .;v,,,,
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Figure 1. Map showing principle component
analysis of vowel spectra taken from three
speakers.

©Ospeakerl
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Figure 2 Map showing vowel spectra taken from
three speakers after transformation using the
CDMA algorithm.

basis vector, Wy, can be forced towards orthogonality
by subtracting a small fraction of the projection of all
the other basis vectors, W,.... Wy, , from W,. The
magnitude of the projections, are the vector dot
products of W, and every other basis vector.

viii) Normalise the total magnitude of the weight
vectors in the transform.

w

w = rs

rs M N 2
2 X Wis
s=1lr=1

ix) Go to (iit) unless the mean square distance between
the feature vectors is not changing,

4. TRANSFORM PERFORMANCE
4.1 Tests on Artificial Data

Before testing the algorithm on speech data a reference
experiment using nine dimensional data containing

gaussian clusters was carried out. The data was mapped -

into two dimensions. The transform succeeded in
rendering each class mono-modal and maximising the
separation of different classes.

4.2. Tests on Speech Data

The same tests were carried out on vowel spectra
represented as twelve cepstral coefficients and their
derivatives. « Figures 1 and 2 show the results for a
single vowel. The classes for the three speakers are
much better separated after transformation by the class
distance maximisation algorithm. These spectra were
also classified using linear classifiers operating on the
data transformed by principle component analysis and
the CDMALtransform. The results illustrated in Figure
3 show that when all dimensions are retained both
algorithms give the same performance but the CDMA
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is more immune to the effects of dimensionality
reduction. e .

5. APPLICATION TO HIDDEN MARKOV
MODELS

A first application of the technique to systems using
Hidden Markov Models (HMMs) was made using a
20:10 linear transform. The input to the transform was
a 26 element vector comprising 12 cepstra and energy
and their derivatives. The CDMA algorithm was used
to estimate transform matrices for each of six broad
classes of speech sounds using the occurrences of the
classes in a 10s section of training speech. A seventh
matrix was estimated using all of the 10s section of the
training speech.

The training material was taken from 30s of the true
speaker’s speech. The speech was telephone quality,
sampled at a rate of 8kHz. Two sets of three state
continuous density HMM’s with left to right topologies
and no permitted skipped states were built using a
further 20s section of the training file. In the first set
each model was estimated using the appropriate
transform for each class. In the second set the models
were estimated after transformation with the transform
built using all the speech used for all the classes. A
third set of models using the untransformed cepstra
was also estimated. Test material was taken from a
further 10s section of the same file and a similar
amount of test material from an impostor.

The likelihood of the test material given each of the
models was then calculated by performing a Viterbi
alignment between the test material transformed as
required and the appropriate model from each set.
Table 1 shows the ratio between the log likelihoods of
the true speaker and the impostor. It shows that for
most of the classes this ratio has improved, that is the
likelihood of the true speaker has increased with
respect to the impostor. This very limited test
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Speech Cepstra Transform  Transform

Sound per Class  per Speaker
Front Vowel 0.90 0.63 1.78
Mid-Vowel 0.79 1.16 046
Back Vowel 0.82 1.26 244
Glide 1.6 212 2.39
Nasal 1.3 1.43 1.76
Average 1.082 1.34 1.76

12 3 5 11 26
Dimensionality of transformed pattern

of dimensions in the transform are reduced.

Figure 3. Linear classifier performance as the number

encourages us to believe that the technique is achieving
the aim of improving the discrimination between
wanted and unwanted speakers

6.CONCLUSION

The CDMA has been shown to separate spectra from
different speakers in a classification task on individual
frames of speech. Other results show the new transform
improves the performance of a HMM based speaker
recognition system, reducing the intraspeaker
distances while increasing the distance to another
speaker. we hope to extend our work on this technique
by applying the CTA to the estimation of non-linear
transforms in the near future,
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Table 1. Ratio of Log Likelihood for Impostor and
True Speaker using Cepstra, Individual Transforms
for each Broad Class and a Single Transform for
the Speaker.
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