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ABSTRACT

This paper shows that the addition of segmental
acoustic information can be beneficial to the recog-
nition of prosodic events in English speech. It builds
on previous work from Campbell *92 [2] that used
measures of segmental duration and energy to detect
stress and focus. The present study shows that an
increase in detection rate can be gained by incorpo-
ration of spectral tilt information and determines the
degree to which automatic segmentation and acous-
tic extraction can be used to detect prominences.

1. INTRODUCTION

In earlier work [2] results were presented that showed
the degree to which we can use the prosodic fea-
tures duration and energy to automatically detect
prominences and focus in spoken English. In that
study, using a set of sentences extracted from a
conference-registratiqn, dialogue corpus, we marked
certain words by capitalisation to indicate different
intended focus, resulting in different stress patterns
on the same seqiience of words (as in “Please take
the SUBWAY to Kyoto station.”). Each sentence
(30 in all) was given three or four different patterns,
and a set of 100 of these was produced in three dif-
ferent utterance contexts. To study the way focus
is marked in speech, we first asked the speaker to
read the sentences in sequential order, and to “em-
phasise” the capitalised words. Here, with each set of
interpretations grouped, the shift of focus was clearly
contrastive. For the second reading, we asked her to
read the same sentences in randomised order. Fi-
nally, we recorded an interactive dialogue, where the
same focus marking was produced not by reading but
by eliciting emphatic corrections of feigned misinter-
pretations.

The corpus of 300 focus-shifting utterances was
then stress labelled to indicate perceived promi-
nence. In order to remain somewhat theory neu-
tral, I had the corpus labelled for accent type and
for prominence location in three ways, by different
labellers: (1) by simply marking the syllables per-
ceived as prominent (an either-or decision), (2) us-
ing an O’Connor & Arnold variant of tonetic stress
marks, and (3) more recently for the present study,
using the ToBI system of tones and break indices.
I then took the common subset of these three la-
bellings as defining ‘stressed syllables’ for the pur-
pose of this study. (However there was a high cor-
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relation between all three, and the different labellers
seem to be identifying the same feature.)

The resulting speech waveforms were hand-
segmented to produce phoneme labels and durations
for each utterance. To normalise the durations and
the corrresponding RMS amplitude energy measures
for each segment, the means and standard deviations
(SD) were calculated for each phone type, over all to-
kens in the data. The observed duration of each to-
ken, minus the mean for its type, was then expresssed
in SD units. In this way, the lengthening or short-
ening of each token relative to the mean for its type,
was converted to a standard unitless value, and any
‘inherent’ features of duration arising from segment-
specific features of articulation were filtered out to
leave an index of relative lengthening or shortening.
The resulting values were normally distributed about
a zero mean and almost all were within the range of
plus-minus three. Energy values were processed in a
similar way, and the smoothed scores for both were
then added to obtain an average measure of ‘promi-
nent articulation’ for each segment.

Figure 1 shows a plot of the summed measures
for the sentence ‘Please take the subway to Kita-Oji
station.’ (originally produced in response to a re-
quest for information about how to reach the confer-
ence site). In the default case, emphasis was placed
on ‘subway’ and ‘station’, but when produced in re-
sponse to a question asking whether to take a taxi,
the same utterance shows emphasis on the word ‘sub-
way’. For the question ‘where to?’, emphasis moves
to ‘Kita-Oji station’.

In the figure, phonemic labels for the segments
are displayed along the middle of the plot at the zero
line. The abscissa shows a count of the phones in
the utterance (silences at the start and end of the
utterance are also counted and are indicated by ticks
on the line). The ordinate represents SD units for the
duration and energy values. The default reading is
indicated by the dashed line with the least variance;

Table 1: Counts of correct stress and focus identi-
fications using normalised measures of duration and
energy.

Set A Set B Set C
stress detection: 92Y% 78% 72%
focus detection: 79% 78Y% 74Y,
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Figure 1: Prominence detection using normalised
measures of energy and duration.

the values for ‘subway’ focus are indicated by the
solid line, and those for ‘Kita-Oji station’ focus are
indicated by the dotted line. In all utterance styles,
evidence of prominence is discernible on the words
‘please’, ‘subway’, ‘Kita-Oj1’, and ‘station’, but in
the utterances employing contrastive stress, the word
bearing the focus is markedly different in each case,
and the unfocussed words appear somewhat reduced.

The scores for correct prominence and focus de-
tection across all the test sentences were as in Ta-
ble 1. (Set A: read speech; Set C: almost spon-
taneous; and Set B: in-between). It is of interest
to note that whereas correct determination of focal
stress did not appear to vary much as a function of
speaking style (because the focally marked segments
were sufficiently prominent in the majority of cases),
the detection of stress became more difficult as the
speaking style varied from read-speech towards spon-
taneous.

However, to a human listener there is no such
difficulty in detecting prominent syllables, whatever
the style, and an analysis of the errors showed that
for a subset of the undetected prominences, where
the duration and energy measures were not particu-
larly marked and no obvious excursion was noticed in
the fundamental frequency, the prominence was still
discernible. To acount for this, we can assume that
there are also spectral correlates of prominence aris-
ing from a difference in phonation style. This paper
examines the spectral differences arising as a result
of prominence.

1.1. SEGMENTAL INFLUENCES

Recent work by Sluijter & van Heuven [7, 8], citing
previous studies on overall ”vocal effort” by Gauffin
& Sundberg [5], has shown that (in Dutch) stressed
sounds are produced with greater local vocal effort
and hence with differentially increased energy at fre-
quencies well above the fundamental.

To confirm the link between increased spec-
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Figure 2: Third-octave-band analysis showing stress-
related spectral tilt differences

tral tilt and linguistic prominence, we prepared a
database of lab speech (described in more detail
in [3]) in which three native speakers of English
each produced five tokens of 36 sentences which put
the target vowels [ae] (high first formant), [i] (sepa-
rated first and second formant), and [u] (close, low
first /second formants) in three stress conditions (ac-
cented, unaccented primary-stress, and unstressed)
in both high- and low-pitched regions of the intona-
tion contour. Table 2 shows results from that analy-
sis, confirming that prominent (stressed) vowels have
increasingly more energy across the spectrum, and
Fig. 2 shows in more detail the difference in deci-
bels found across 26 third-octave bands of the spec-
trum (calculated as for [6]) between stressed and un-
stressed vowels in nuclear and non-nuclear position.
In each case we see significant difference in spectral
tilt between a) nuclear vs. stressed, and b) nuclear
vs. unstressed segments. These differences appear to
hold across different tone types and across different
formant structures.

The present paper extends this work to exam-
ine spectral tilt in the focus-shifting conference-
registration utterances, showing that similar differ-
ences can also be found in more natural speech, and
exploring the extent to which we can account for the
perception of prominence on syllables that are oth-
erwise unmarked by prosodic excursions.

Table 2: Showing that prominence is of more influ-
ence in higher regions of the spectrum.

band(Hz) diff(dB SPL) t(df=530)

1 0-500 0.25 0.629 ns
2  500-1k 2.38 2.762  *x
3 1k-2k 3.14 2.991  *x
4 2k-4k 4.03 4,433  *+
5 4k-8k 4.52 6.533  *x

Energy difference (prominent - non-prominent)
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Table 3: Analysis of variance

df=(1,5807) | mean sqr F
spectral tilt 113.35 603.5,
harmonic ratio 11.63 60.8469
energy (fund) 1.41 7.3856

2. SPECTRAL PROMINENCE

To make the extraction process fully automatic in
order to better estimate its usefulness in a practi-
cal system, the phonetic segmentation was this time
performed using HTK [4], with Viterbi alignment of
dictionary-generated pronunciation candidates. Be-
cause the automatic segmentation failed on some ut-
terances, requiring a total of 835 syllables to be re-
moved from the database!, the resulting values can-
not be directly compared with those of Table 1. Note
also that the number of ‘prominent’ syllables is fewer
than in the original experiment as a result of taking
the consensus labelling.

To measure the variation in spectral tilt in the
auto-segmented conference-registration utterances,
the fundamental frequency was first estimated (us-
ing get_f0 from the ESPS V5.0 [4] signal-processing
software) and used as an index into an fft of the
speech waveform for each utterance. This allowed
the calculation of three measures: a) the energy at
the fundamental, b) the harmonic ratio (the differ-
ence in energy between the first and second harmon-
ics of the fundamental), and c) the average energy in
the top third of the ERB-scaled spectrum (between
2kHz and 8kHz). This last was then normalised rel-
ative to the overall energy of each spectral slice. The
three spectral energy measures were then z-score nor-
malised by phone type using the same procedure as
described above for duration and energy. Finally, the
values computed for the sonorant peak of each syl-
lable were compared with the agreed hand-labelled
prominences.

Of the 4973 syllables remaining from the 300 sen-
tences, 1,594 were labelled as prominent. There were
16 classes of vowel, none with less than 55 tokens.
All had a representative number of prominent vari-
ants. Analysis of variance from a linear discriminant
analysis predicting prominence as a binary feature
on the basis of the three spectral factors showed all
to make a contribution (significant at p < 0.001, see
Table 3.). There were great differences though in the
amount of the contribution of each, and energy in the
upper areas of the spectrum was by far the clearest
correlate of stress.

Interestingly, further factorisation according to
the three different speaking styles (this time using
only the tilt ratio of high-frequency energy to over-
all energy in the spectrum), revealed that the dis-
tinction between prominent and non-prominent syl-

1If a word (e.g., a non-English place-name) was not suc-
cessfully aligned, then the entire utterance was subsequently
removed from the database.
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lables was greatest for those in the more spontaneous
speaking style, see Table 4. Since these were the
hardest to distinguish using the simple prosodic mea-
sures of variance, a classification tree was grown to
see if this increased spectral variance would be use-
ful in detecting further prominences when used in
addition to the normalised measures of duration and
power.

3. SPECTRAL STRESS DETECTION

To test the combined influence of spectral tilt sen-
sitivity, duration, and power on the automatic de-
tection of prominent syllables, binary classification
trees were grown and pruned using the hand-assigned
prominence labels for each syllable in conjunction
with the automatically detected segmental, spectral
and prosodic features. When fully grown on the com-
plete data set, the trees typically extended to 166 leaf
nodes, but were pruned back to the order of 30 to
reduce overtraining and to increase robustness. The
tree-growing routines used (based on the CART al-
gorithm) were from the SPlus statistical software [1]
using cyclic training holding back 10% of the data
each time to ensure robustness.

Table 5 shows misclassification errors for the
main combinations of the contributing factors. We
can see that there is an average 30% drop in error
rate when the factors are combined, but that no sig-
nificant difference in the recognition of prominences
across the three speaking styles can be seen. The
trees showed a decrease in error rate of 27% for Set
A, 20% for Set B, and 16% for Set C when the spec-
tral information was included in the prediction, con-
firming its usefulness as a predictor of prominence.
It is interesting that contrary to expectations, the
spectral tilt information seems to help more in the
clear reading style, and does not appear to have a
compensatory relationship to duration and power in
the more spontaneous style.

Table 6 gives more detail on the insertion and
deletion accuracy for each subset, showing the over-
all predictions for the combined data in the bottom
right. We can see that the tree misses many of the
syllables marked as prominent, but makes consider-
ably fewer false positive errors.

Table 4: £+ prominent spectral tilt

student’st | df
read grouped 35.63 7676
read randomised 19.01 6110
interactive 42.76 6974

Showing the separation in mean spectral tilt between
prominent and non-prominent syllable peaks.
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Table 5: Misclassification error rates

A (0=1669) | B (n=1715) | C (n=1589)

Jur [ 0.280 (468) | 0.240 (412) | 0.266 (423)

power | 0.312 (520) | 0.219 (377) | 0.306 (486)
tilt | 0.285 (476) | 0.216 (370) | 0.273 (434)

d+p | 0.215 (358) | 0.174 (299) | 0.194 (308
d+p+t | 0.169 (282) | 0.145 (249) | 0.158 (251)

(Showing counts of the missed tokens in brackets)

4. DISCUSSION

This study addresses the basic question of prosodic
influence on segmental quality and shows that when
a speaker puts stress on a syllable to make it percep-
tually prominent, there are clear effects in the spec-
tral domain as well as in the better-known prosodic
domains of segmental duration and power. It shows
that the differences in spectral energy distribution
that arise from greater local vocal emphasis can be
taken advantage of in an automatic system to detect
such prominences, and that the spectral information
complements the prosodic information, making the
detection more robust.

It leaves open the question though of why the
considerable difference in detection rate across pre-
sentation styles was not found in the auto-segmented
data. Two possible reasons for this are: first that the
coarser granularity (ten millisecond frame-size and
built-in minimum durations arising from the fixed
number of states in the hidden Markov models) hides
finer differences of durational variation that a man-
ual segmentation can reveal; and second, that the
sentences on which the segmentation failed might be
the ones that are more extreme in their prosodic as
well as segmental characteristics.

It should also be borne in mind that the materials
in the study were recorded especially for the analy-
sis, and might not be fully representative of what
occurs in a real purpose-driven dialogue between an
agent and a client. The pragmatics of the situation
are different even though the text of the utterance
might be the same. Further work is needed to collect
data from spontaneously occurring dialogues before
strong conclusions can be drawn.

From the viewpoint of speech technology, the

Table 6: Confusion matrix for the predictions

SetA SetB
-+ -+
0] 961|182 || 1215 | 159
1 93 | 433 88 | 2569
SetC All
-+ -1+
01 933 | 155 [} 3016 [ 639
1 89 | 412 363 | 955
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study raises interesting issues regarding the tradi-
tional view of speech as a ‘source and filter’ model in
which the speech sounds are defined by specifications
of vocal tract settings, in conjunction with, but inde-
pendent of, separate glottal source activations. Both
in our prosodic labelling research and in the con-
catenative speech synthesis system that makes use
of it, we find that the assumption of independence
between tract and source is open to question. Be-
cause the phonation style is clearly different in cer-
tain prosodically marked portions of speech (e.g., at
prominences), the resulting acoustic changes imply a
tighter relation between prosodic and spectral char-
acteristics.

5. CONCLUSION

The current paper extends previous work in two
ways: a) it shows that acoustic measures are useful
for prominence detection, and b) it presents results
using automatically derived data, i.e., the labels
(and the resulting duration and energy measures)
were obtained from aligned output of an HMM recog-
niser given as input only the speech waveform, the
orthography, and a pronunciation dictionary. Three
spectral measures were considered: spectral tilt, har-
monic ratio, and energy at the fundamental, derived
from fft spectra averaged over the sonorant portion
within each syllable, However, because the energy in
the higher-frequency regions of the spectrum alone
appears to be a sufficient guide to spectral tilt, the in-
termediate estimation of the fundamental frequency
as an index into the harmonics now appears unneces-
sary, resulting in faster and more efficient processing
of the measure.
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