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ABSTRACT

Most existing rejection techniques for connected speech
recognition are based on the likelihood score of different
recognition hypotheses. The rejection procedure described in
this paper attempts to improve the ability to reject out-of-
vocabulary utterances combing likelihood measures with
application-dependent  knowledge. This knowledge is
integrated in the recognition system using the N-best paradigm.

The paper describes the adaptation of an N-best algorithm to
our recognition task of telephone numbers. Two simple
utterance rejection techniques are presented: one considering
only the N-best recognition results and other introducing
external knowledge. Experimental results using these
techniques show that simple methods for utterance verification
provide moderate performance using garbage models and the
results from the N-best hypotheses. When external knowledge
sources are included for our recognition task we obtain a 20%
increase of performance in terms of recognition error with an
excellent trade-off between false rejection and false alarms.

1. INTRODUCTION

Real life applications of Automatic Speech Recognition (ASR)
technology must be based in two major items, good recognition
results and the ability to reject out-of-vocabulary utterances. In
the last years, important advances have been made to improve
the recognition accuracy, for a wide range of systems, however,
rejection methods, to be efficient, need to be designed in a task-
dependent frame-work, for example telecommunication
applications or conversational speech{1]. That is, not only
acoustic data but also application-depend knowledge needs to
be used to deal with utterances that do not contain any valid
information. The N-best paradigm[2] has been showed to be
one of the most efficient ways of integrating speech recognition
with different knowledge sources.

In this paper we propose new rejection techniques for connected
speech recognition systems based on the N-best paradigm. The
recognition task we will consider is the natural number
recognition as they are produced to represent telephone
numbers in Spanish, in a telephonic environment.

The three major contributions of this paper will be:

-The design of an N-best algorithm suitable to be used with
recognition grammars including garbage models and with
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utterances split in several pulses by a speech/silence
detector[3].

-The evaluation of rejection techniques based on information
from garbage models and on task-specific knowledge.

-To propose the integration of external knowledge through the
N-best paradigm, to improve the robustness of the system
against out-of-vocabulary utterances.

Finally, it is necessary to point out that an important constrain
in our work will be the one derived from real-time application,
so far we will propose procedures that will combine efficiency
with moderate computational cost. ’ :

The rest of the paper is organized as follows: Section 2
describes the baseline system we used to test our N-best based
rejection techniques. The extensions of a Lattice N-best
algorithm [4] are presented in Section 3. We propose in Section
4 two rejection strategies without using external knowledge
while Section 5 introduces some possibilities based on
application-dependent knowledge. Finally experimental results
and conclusions are given in Sections 6 and 7 respectively.

2. BASELINE SYSTEM

To assess the performance of the rejection techniques presented
in this paper, we selected a natural number recognition task
which corresponds to the different ways telephone numbers are
said in Spanish (not digit-by-digit).

The front-end of the recognition system utilized 8 mel-cepstral
coefficients, along with the normalized zero-order cepstrum.
The basic feature vector was expanded with its first order time
derivatives, resulting in a feature vector of 18 dimensions per
frame.

The recognition system is based on 40 words and sub-words
models. The words models are the ten digits: cero, uno, dos,
tres, cuatro, cinco, seis, siete, ocho and nueve, and the words:
diez, once, doce, trece, catorce, quince, veinte, treinta, cuarenta,
cincuenta, sesenta, setenta, ochenta, noventa, cien, ciento,
cientos and quinientos; the sub-word models are: dieci, veinti,
treintay, cuarentay, cincuentay, sesentay, setentay, ochentay,
noventay, nove and sete. These are the required units to build
any telephone number in Spanish.

All models are left-to-right Semicontinuos Hidden Markov
Models (SCHMM)[S]. Training used maximum likelihood
(ML) estimation and included three separated codebooks, for
the mel-cepstrums, delta-mel cepstrums and energy-delta-
energy; these codebooks contain 180/180/100 gaussians
respectively.
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3. THE N-BEST ALGORITHM

We started with a Lattice N-best algorithm[4], that can be
considered as an extension of the “Frame Synchronous forward
pass”, with an essential difference, that is, the storage of several
candidates, and not only the best one, in each grammatical node.

However, some additional modifications of the basic Lattice N-
best were introduced to adapt it to our recognition task. These
modifications were directed toward three different goals:

-A low computational cost for real-time applications.

-A working mode with a speech/silence detector which can cut
an utterance in different pulses.

-An efficient operation with recognition grammars including
garbage models.

Now we describe these modifications in a detailed form:

1.-Our system is thought to operate in real-time. So that we
modified the basic N-best algorithm to include a storage
pruning. In the forward search, we limit the number of partial
hypotheses stored in the nodes of the grammatical network to
reduce storage requirements. This pruning is done according to
anode pruning threshold, that is, in each grammatical node, we
store only a fixed number of candidates which have the better
probabilities.

2.-We use a pulse-based endpoint detector which cuts the
pronunciation into separate pulses, filtering big zones of silence
or noises. So far, to form the whole sentence to be recognised,
we have to join up the pulses in a suitable manner.

The strategy we propose is based in a forward-pass and two
backward-passes, as it is illustrated in Figure 1.
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Figure 1: Forward and backward passes for the pulse-based
N-best algorithm.

In the forward-pass we compute the probabilities of the best
ways and we store in each grammatical node the required
information to be used in the first backward pass. In the first
backward pass, we compute and store the lattice of hypotheses
for each pulse. This information is used in the second backward
pass, which compute the sentence hypotheses using the stored
sequence of lattice pulse hypotheses.

In the backward passes, we use a fast search algorithm, based
on a modified A*[6], to join the set of partial hypotheses to form
the global hypotheses. In both cases the distance measure is the
likelihood score of each element in the hypotheses list.

In the first backward pass, the partial hypotheses are the word-
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end points obtained in the forward pass and the global ones the
pulse hypotheses.

In the second backward pass, the partial hypotheses are the
output of the first backward pass and the global ones are the N
sentence-hypotheses.

The use of a quick backtracking procedure is mandatory in our
system to operate in real-time. Computational cost must be
reduced in the three passes: in the forward pass applying
pruning techniques and in the backward passes through the A*
method.

An specific pruning technique consist of the use of less than N
pulse-hypotheses to produce the required N sentence-
hypotheses, however, this technique can only be used in
applications where we are sure of having several pulses, to
avoid the particular case of a sentence formed by a single pulse.

3.-To increase the performance of the recognition system,
recognition grammars including garbage models need to be
used. Garbage models can match different parts of the sentence
corresponding to unrestricted speech from the user. In our
system, we use a recognition grammar represented in Figure 2.

keyword
spotting

silence

Figure 2: Recognition grammar including garbage model.

The silence and noise-spotting models are used to match silence
or noise zones which have not been absorbed by the endpoint
detector, and the keyword spotting model match words said
before the keyword pronunciation. The garbage mode! inside
the keyword loop is included to match out-of-vocabulary words
which were said between the keyword pronunciation.

However, garbage models can cause that several alternate
candidates are really the same one, differing only in the number
and/or position of the appearances of this model. That is due to
the great flexibility of the grammar central loop. Then, to obtain
N different candidates (different in the sequence of keywords)
we should obtain a bigger number of them, and select those
which are really different using post-filtering techniques. Post-
filtering techniques can result in a very inefficient procedure for
real-time implementations, so that, we apply some constrains to
the N-best algorithm. These constrains guarantee that the N-
different hypotheses are those containing different vocabulary
words without taking into account the presence and/or position
of garbage model and without computing more candidates than
the N-required. The modifications we made to the algorithm
are:

-In each grammatical node, when the garbage model is the
best, we do not store alternate candidates, only the best one, that
is, the garbage.

-However, if the best model is other different from the

2100



garbage one, we store the N-best candidates, with the constrain,
that the garbage must not be between them, that is, we only store
the K-best candidates (K<N), when the K+1 candidate is the
garbage.

4. UTTERANCE VERIFICATION

In order to design an user-friendly speech recognition system
we have to deal with not only the rejection of noises and “non-
keyword” but also to reject all of an utterance that do not
contain valid information. That is, the system must be equipped
with both keyword-spotting and utterance verification. In our
system keyword-spotting is considered into the recognition
grammar through the use of garbage models, as it was discussed
in the previous section.

For utterance verification good results can be obtained based on
statistical likelihood ratio test using an “alternate recognition
network” [e.g. 7, 8]. However, in our system, looking for a very
low-cost utterance verification procedure, we try a different
criterion.

Our utterance verification technique is based on the observation
of the performance of a real system. In a prototype of a
telephone number recognition system, we found that for those
utterances were, based on our keyword-spotting facility, an
important number of garbage models appears there were two
major situations: the user’s utterance do not contain valid
keywords or the user’s environment is too noise, and the noise
is highly non-stationary. In both cases, we found that the best to
be done, is to reject all the utterance.

Based on this experiment, we tested two simple methods for
utterance verification. These methods where used to reject
pulses considered as garbage when we construct the whole
sentence.

A first method was a rejection criterion based on the number of
appearances of the garbage model in each pulse. We reject those
pulses which contain more than a fixed number of garbages
(adjusting this number we specify the rejection level); the major
difficulty we found using this procedure is a high dependence
with the pulse length: in large pulses it is more probable to have
a bigger number of appearances of the garbage than in short
ones, and our pulses contain a variable number of words.

So, we developed a second criterion based on the relationship
between the number of vocabulary words in the pulse
(excluding silences) and the number of appearances of the
garbage model in it. We reject a pulse if this relationship is less
than a fixed value, which can be adjusted to specify the rejection
level. Experimental results with this criterion are better than
with the first one, as will be described in Section 6.

5. USING EXTERNAL KNOWLEDGE

As a further step, looking for improvements in utterance
verification, we considered that at the utterance level, other
knowledge sources different from the acoustic matching of the
models could be included in a very efficient way.

External knowledge sources in our particular task are very
limited, because a telephone number in Spanish has many
different ways to be constructed (in most cases every word in
the grammar, can be followed by any other).
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In Spain, telephone numbers are composed of six or seven digits
depending on the province, so that if we know the province, we
can know the number of digits that form the provincial
telephone number, that is, six or seven. Another knowledge
source is to consider invalid numbers those beginning with 0 or
9, because provincial numbers cannot begin with 0 or 9 (which
are used for provincial dialling codes or to access to special
telephonic services).

It is important to note that these restrictions on natural numbers
are quite different than similar restrictions for connected digits.
For example, a fix number of digits in connected digits
recognition can be easily implemented using a restricted
recognition network, while with natural numbers, there are
many possibilities that result in a chain of digits of a fixed
length (i. . 234 as two, three, four; as two, thirty-four; or two
hundred and thirty four, or even twenty-three, four). Then the
restrictions on the number of digits cannot be implemented in
the network, which will be as the one represented in Figure 2.

Therefore, for a natural number recognition task, to know the
string-length in terms of digits is an external knowledge (not
included in the recognition grammar). We use this external
information to test a simple utterance verification procedure: as
we have a N sentence-hypotheses list (obtained as described in
Section 3), we will explore it from top to down, and we accept
the first hypothesis which satisfies the external knowledge
constrains. If we explore the whole list and do not found any
hypothesis which matches, the sentence is rejected.

Depending of the number of hypotheses that we have, that is, N,
we have more or less probabilities of finding a hypothesis
which matches; so that, by fixing the N value, we can control
the rejection level.

For small values of N, the rejection level is high, because we
have a short list of hypotheses to explore while for large values
of N, the rejection level is low, because in a large list of
hypotheses, it is more probable to find one which matches.

As the hypothesis which matches with knowledge constrains
may be correct or erroneous, for low rejection levels, that is, for
large values of N, the error rate of the system will be greater
than for higher rejection levels, that is, for small values of N,

6. EXPERIMENTAL RESULTS

In this section, we present the results we obtained with the
application of the described techniques in a telephonic database
(the Telephonic Database VESTEL[9]); our models have been
trained using 3985 sentences from different speakers, and tested
with 2948 sentences, also from different speakers (see {10] for
a detailed description of the baseline system).

First of all, we present results of the application of the N-best
algorithm, described in Section 3 in our recognition task. This
includes the required modifications for increase efficiency and
supporting the end-point detector, but without rejection
techniques. The results are showed in Table 1.

1 candidate | 2 candidates | 3 candidates

% string error 13.98 % 8.72 % 6.58 %

rate

Table 1: Results of applying N-best techniques from Section 3.
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We present in Table 2 the results obtained applying the
utterance verification method discussed in Section 4. Only
results based on the relationship between the vocabulary words
and the garbage appearances are presented; because this method
is better than the one which consider only the number of the
garbages. Table 2 presents the string recognition and rejection
rates for different values of the relationship between the number
of keywords and garbages to adjust the rejection level. Note that
the lower values of this relationship correspond to a low
rejection level, because we reject those utterances whose not
exceed a low value keyword/garbage rate.

keyword/garbage rate % string error %;:jtetg?::e
2.0 13.48 % 0.68 %
2.25 12.98 % 3.83 %
25 12.50 % 6.75 %
275 12.05 % 9.74 %

Table 2: String error and utterance rejection rates for utterance
verification based on the keyword/garbage ratio.

We also show results for the false-acceptance of strings with
out-of-vocabulary words in Table 3, using the same technique.
The evaluation has been made with 150 out-of-vocabulary
sentences from VESTEL.

keyword/garbage rate ac(?ef;lasnece
20 27.96 %
2.25 12.98 %
2.5 11.83 %
2.75 9.68 %

Table 3: False-acceptance rates for utterance verification based
on the keyword/garbage ratio.

Finally, we present in Table 4. The results for the utterance
verification techniques presented in Section 5, considering that
our knowledge source is the number of digits of the telephone
number to be recognized.

From the results showed in Table 4, we see that the maximum
rejection level can be achieved by considering a value of N
equal to 1, and the minimum one considering a large value of N
(15 in our test); halfway rejection levels are produced with N
equal to 2 and 3.

The global rate (error+rejection), is lower for large values of N.
Correct sentences can be rejected considering small values of
N, because there is not any hypothesis which matches, but can
be accepted for larger values of N because there is a high
possibility to find a hypothesis which matches in this bigger set
of hypothesis.

The increase of performance in terms of global rate of the
system with best global rate, that is, the minimum rejection one,
compared to the baseline system is around 20 %.

The false acceptance of out-of-vocabulary sentences is
drastically controlled by these techniques, and it is close to zero.
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System type Global ra.te . Gl.obal Sentenceerror
(error+rej.) | rejection rate rate
Baseline 13.98 % - 13.98 %
Max. Rj, N=1 13.98 % 6.28 % 7.70 %
Med. Rj,N=2| 12.11% 3.43 % 8.68 %
Med. Rj, N=3 11.57 % 224 % 9.33 %
Min. Rj,N=15| 11.16 % 0.58 % 10.58 %

Table 4: Results of applying external knowledge sources, as
showed in Section 5.

7. CONCLUSIONS

Two simple techniques for utterance verification in a natural
number recognition task have been presented. Both techniques
are based on N recognition hypotheses obtained from an N-best
algorithm adapted to our particular task. When using only
information from the N hypotheses we found that a simple
utterance verification with moderate performance can be
obtained based only on the ration between the number of valid
keywords and the number of garbage models in each
hypothesis. This rejection technique can be considered as a
compromise between the keyword spotting possibilities of the
system and its utterance rejection level.

Finally, we tested that when a external knowledge source is
used, obviously the utterance verification performance
increases drastically at a very-low computational cost.
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