{

-40

5

Eurospeech.199

o4

) |

10.214:

ISCA Archive

http://www.isca-speech.org/archive

4™ Eyropean Conference on
Speech Communication and Technology
EUROSPEECH 95
Madrid, Spain, September 18-21, 1995

CONTINUOUS SPEECH SEGMENTATION WITH THE
GAMMA MEMORY MODEL

Laurent Buniet
buniet@loria.fr

Dominique Fohr
fohr @loria.fr

CRIN-CNRS & INRIA Lorraine
B.P. 239

F-54506 Vandoeuvre-lés-Nancy
France

ABSTRACT

This paper presents the application of a recurrent neural
network model, the Gamma Memory Model (GMM), to
the problem of speech segmentation. The Gamma
Memory Model is composed of a local and constrained
feedback. We first present the tests made with gamma
units in the input plane and standard neurons in the
hidden and output layers. Then, we present the tests made
with gamma neurons in the hidden layers : the
architecture of the neurons in the hidden layer is
modified, a gamma neuron being composed of a standard
neuron followed by a gamma unit.

1. INTRODUCTION

In a previous work [4], we have tried to use a simple
Multilayer Perceptron (MLP) on the task of speech
segmentation in noisy environments. The basic idea of
this work is to pick out vocalic parts of the signal in a first
step and to classify the vowel and the word in a second
step, in the case of a small vocabulary such as digits or
letters. Some further discrimination may be done in a
third step for confusable words such as «5» and «9».

The vocalic parts of the speech signal are very resistant to
noise which allows us to avoid any speech enhancement
pre-processing step. Our previous experiments show that
an MLP based method is successful with a high level
SNR but that the results get worse with a slightly
positive, null or negative SNR. At those difficult SNRs,
the network we used for segmentation was not able to
spot correctly the vocalic segments. In very noisy
conditions, the MLP could spot segments as long as 3 or
4 seconds, which is implausible as the typical range
stands from 100 milliseconds (ms) to 200 ms. The
problem was that the MLP was classifying the signal in
an instantaneous way, with no consideration of the past
signal and of its own past outputs.

We had to include the notion of duration of a vocalic
segment somewhere in the segmentation step. This could
have been done by the way of heuristics implementing
some knowledge in an upper stage of this first step. Some
phonetical studies have already been done on this
problem, on clean speech and in noisy conditions [6].
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Another possibility was to use a recurrent neural network
(RNN) as the use of a network with adaptable parameters
should lead to more flexibility than «hard-wired»
knowledge.

2. THE GAMMA MEMORY MODEL

2.1. PROBLEMS POSED BY RNNSs

Recurrent neural networks have a more important
representational power than the standards MLPs and
some have been implemented on speech processing tasks
with good results (e.g. [9]). The main problem posed by
their use is the learning phase which can be problematic
because of the numbers of degrees of freedom that have
to be learned. This problem mainly appears with single
layer networks of fully connected neurons as the
combinational is maximum. We have decided to
implement the Gamma Memory Model as it presents
some advantages:

* it has a small number of free parameters,

* the recurrence is local and constrained,

» it can have a memory of the past and can adapt
automatically some parameters to learn the most
efficient memory regarding the task,

« the memory on the incoming data is not limited to
the input plane and the shift between the
computation of the frame can be decreased.
Some tests made on sequence processing were successful
and prove the capacity of the GMM to deal with
temporally dependent tasks.

2.2, THE BASIC MODEL

The main idea in the basic model of GMM is the use of
simple recurrence described by the following equation in
the discrete case:

xi’k(t) = (l—lli)x,-,k(t—l) +P.,~x,',k_1(t—1) (D

The past signal is stored by the recurrent term of equation
(1) and its trace decay exponentially. The recurrence is
then local to the unit implementing it and the number of
weights is therefore limited. This architecture was firstly
presented in [S] (figure 1) and can be considered as a kind
of Locally Recurrent Globally Feedforward architecture
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is equivalent to

Fig. 1: the architecture of the gamma mechanism

([10]). The network was made of an input plane of
gamma units covered by a static strictly feedforward
network which is a kind of MLP.

In this architecture, the conservation of the past signal
and the gain on the input signal is control by only 1 factor
for the entire network which is, originally, restricted to
[0, 2} to ensure stability during the learning phase. In
these limits, when the value of the gain factor is comprise
between O and 1, the filter acts like a low-pass filter. It
acts like a high-pass filter when the value is comprise
between 1 and 2. The weights, in the basic GMM
architecture, are learned with both backpropagation for
the synaptic weights and the Real-Time Recurrent
Learning algorithm ([11]) for the gain factor.

2.3. EXTENSION TO THE MODEL

We first made an algorithmic modification to the model
by rewriting the learning algorithm to unify the two
learning phases. The grouping of the synaptic weights
update and of the gain factors update allows to extend the
architecture of the model: by doing this, we were able to
easily include the gamma mechanism in the hidden layer.
The new learning algorittm is based on the sole
backpropagation that can be generalized to recurrent
networks ([1], [7]) even if it is known that this learning
method has some problem for the learning of dynamics in
the state space ([3]).

Some further modifications have been made to the
learning procedure like the restriction of the possible
values of the gain factors to [0, 1] as we had no need for a
high-pass filter in our experiments.

Another point to highlight is the need for two different
learning rates in the learning algorithm. The learning rate
for the gain factors has to be smaller than to the one for
the weights. The former must be, for example, divided by
a factor of 10 relatively to the latter. Otherwise, the
network is not able to converge as the gain factors are
oscillating. This was already noticed in [8] and seems to
prove that the backpropagation and its derivate [2] is not
very acurate to learn dynamical problems with recurrent
neural networks.

We made two types of extensions to the basic model.
First, experiments were conducted on the input plane
with different gain factors sharing conditions. The gain
factor can thus be unique for each of the input channel (a
tapped delay line of the input plane). In this case, the
value of the gain factor is specific for each incoming
element of the input vector that contains the preprocessed
data. There can also be one gain factor per unit in the
input plane, leading to the maximum number of degrees
of freedom. In this case, the learning algorithm can adapt
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Figure 2: a network with gamma units
the input plane

the gain factor of each unit regarding either the incoming
data of the delay line than the need for different
mermorizations on the same line. The architecture of the
network is shown in figure 2, the hidden layer is made of
standard neurons.

Second, we implemented the gamma memory
mechanism in the hidden layers (figure 3). To do so, we

hidden unit:

7
/‘ / gamma neuron

Figure 3: a network with gamma neuron
in the hidden layer

have add a gamma unit at the output of the standard
neuron. The upstream information is processed as usual
before being memorized by the gamma unit. There is two
possible kinds of weights sharing conditions for the
hidden layer: a unique gain factor for all of the hidden
gamma neurons or a gain factor per gamma neuron. If
there is more than one gain factor in the hidden layer, the
gamma neurons are able to store more or less the old
activations, leading to different memories of the past in
the same layer.

To summarize the two types of extension and their
capabilities, it can be said that, in the input plane, the
gamma mechanism can be considered as a mechanism
which enables to retain part of the pre-processed signals
as, in the hidden layer, this mechanism can be viewed as
retaining part of the process itself.
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3. EXPERIMENTAL RESULTS

3.1. DATA USED IN THE EXPERIMENTS

The data used in the experiments were extracted from the
TIMIT database for both learning and testing. The
learning set was composed of 24 sentences, one per
speaker, extracted from the «train/drl» and «train/dr2»
directories. All sentences, for both the learning and the
testing, were of the «si» type, the «diverse sentence type»
and all speakers select in the experiments were male
speakers. The testing set was composed of all the
possible sentences extracted from the «test/drl» and
«test/dr2» directories. This lead to a total of 75 sentences.
On the selected sentences, 12 Mel Filter Cepstral
Coefficients (MFCC) with a shift of 4 milliseconds (ms).
We use two kinds of classes during the experiments. The
first kind was constitued to recognized the vowels versus
all remaining phonemes. The second kind was made to
recognize the vocalic parts of the signal; the vocalic class
group the wovels, the semivowels and the glides.

3.2. ARCHITECTURE OF THE NETWORK

The experiments were all conducted with networks that
all have the same number of neurons.

The input plane was made of 12 channels of 6 delays
each. All units in the input plane were gamma unit but the
weight sharing conditions vary through the experiments.
Some were conducted with a unique gain factor for the
entire input plane, other were conducted with one factor
per channel and a third kind of experiments were
conducted with one gain factor for each of the units in the
input plane. The hidden layer was constitued by 9
neurons. This neurons were, regarding the choices made
for each experiments, either standard neurons or gamma
neurons. The output was made of 2 standard neurons, one
for each classe.

The tested architectures vary by the selection of the
weight sharing condition. Tests on the input plane were
conducted with one gain factor for the entire plane, one
gain foctor per channel and one gain factor per unit. Tests
on the hidden layer were conducted with one gain factor
for each gamma neuron or with no gain factor at all, the
network being then equivalent to an MLP except for the
input plane.

3.3. COMPUTATION OF THE RESULTS

Results are given in two way: at the frame level or at the
segment level.

At the frame level, the answer of the network is
considered as correct if it corresponds to the label-class
of the TIMIT hand-label file.

To give the results at the segment level, the output of the
neural network is first smoothed by a moving average.
Then, if parts of the curve are above a given threshold
during more than 10 ms, they are considered as vocalic
segments. These segments are compared with hand-label
segments and lead to 5 types of percentage:
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* percentage of correct answers,
* percentage of insertions,
* percentage of deletions,

* percentage of merged hand-labels, when many
hand-labelled segments has been merged into one item,
one of them is classified as correct and the others are
classified as merged,

* percentage of divided hand-labels, when a hand-

labelled segment has been segmented into more than one
item, one of them is classified as correct and the others
are classified as divided.
An additional percentage which is given at the segment
level is the accuracy percentage which corresponds to the
percentage of correct answers minus the percentage of
insertion. Because the percentages are calculated on both
vocalic segments and hand-label segments, their total
exceed 100 percents.

3.4. RESULTS AT THE FRAME LEVEL

Tables 1 and 2 give results at the frame level for the dif-
ferent weight sharing conditions.

Number of gain | Number of gain

. . Train, Test
factors in the factors in the

correct | correct

input plane hidden layer
1 9 85% | 83% |
12 9 88 % 86 %
72 9 86 % 85 %

Table 1 : Results at the frame level for a
classification on the vocalic class

Number of [Number of gain .
Test . . . Train, | Test,
number gain factors in| factors in the correct| correct
the input plane| hidden layer
#1 12 0 84% | 84 %
#2 72 0 85% | 84 %
#3 72 9 84% | 84 %

Table 2 : Results at the frame level for a
classification on the vowel class

The results obtained in these experiments conducted on
the vocalic classification and on the vowel classification
show that there is no significant differences between
them. It may be interesting to emphasize the gain factors
obtained in the input plane and in the hidden layer during
the experiments.

For example, figure 4 show the average value of the gain
factor of the gamma unit relatively to its rank in the
delay-line. We can see that the factors are decreasing
accordingly to the rank of the unit in the line. When p is
close to 1, the gamma unit does not keep track of the past
and, as the value of p decreases to 0, the gamma unit has
more and more memory. In this figure, we can see that, as
the incoming signal is passing through the tapped delay-
line, it is more and more memorized. This phenomenon is
very usual in our experiments.
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Figure 4: The average value of |l versus
the rank of the delay in the line

In the case where we have only one gain factor for the
entire input plane, the factor usually take a value lying
between 0.5 and 0.6.

When gamma neurons are implemented in the hidden
layer, the neurons specialized in two ways: some of them
keep their gain factor close to 1 and process the
information as standard neurons while some other
neurons implement memory. For example, we can obtain
such a set of weights in the hidden layer: {1.0000,
0.4144, 1.0000, 0.9968, 0.9355, 0.6646, 0.5023, 1.0000,
0.8734}. In this case, approximately half of the gamma
neurons in the hidden layer are in fact standard neurons,
the remaining ones keeping memory of the past
activations.

3.5. RESULTS AT THE SEGMENT LEVEL

The results obtained in these are not, again, very differ-
ent. Althrough the results are not bad, the percentage of
deletions is too important. This may be overcome by a
study of the undetected vowel.

Test #1 Test #2 Test #3
12-0 72-0 72-9

% correct 81 % 84 % | 78 % |
% insertion 3% 4% 5%
% deletion 10 % 12 % 18 %
% merged 9 % 5% 4 %
% divided 3% 3% 1%

% accuracy 78 % 80 % 73 %

Table 3 : Results at the segment level for
a classification on the vowel class

Another possibility to improve the results could be to
increase the number of classes. Four classes (vowels -
sonorants - fricatives - plosives) may allow a better dis-
crimination.

4. CONCLUDING REMARKS

The Gamma Memory Model seems to be a good model to
deal with dynamics. Its limited number of connections
and the constraint on the feedback weights insure the
stability during the leraning phase. But the convergence
is however not insured as the backpropagation algorithm
does not seem to be well adapted to the problem of
dynamics learning. Some of the experiments we have
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conducted did not converge as the network was trapped
in a local minimum or because the gain factors were
oscillating too much.

However, because of its temporal capacities, the Gamima
Memory Model is thus adapted to problems such as a
speech segmentation task. The gamma model is a good
way to overcome the problem of the limited input
window of the Time-Delay Neural Network although the
learning algorithm is still not satisfactory.

In a near future, we plan to test this architecture on a
phoneme recognition task.
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