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Abstract

This paper describes an efficient way of representing
a bigram language model with a finite state network
used by a beam-search based and continuous speech
HMM recognizer. In a previous paper [1], a com-
pact tree-based organization of the search space was
presented, that could be further reduced through an
optimization algorithm. There, it was pointed out
that for a 10,000-word newspaper dictation task the
minimization step could have taken a lot of time and
space on a standard workstation. In this paper, a
new compilation technique that takes into account
the particular tree-based topology is described. Re-
sults show that without additional time and space
costs, the new technique produces networks equiva-
lent to the tree-based ones but almost as small as the
optimized one.

1 INTRODUCTION

The most widely used Language Models (LMs) in
speech recognition are n-gram models, due to both
easy inference from the training corpus and easy in-
tegrability with the decoding algorithms commonly
used. An n-gram LM is well suited to be compiled
into a network (or graph), a data structure that can
be searched efficiently. Bigrams in particular are of-
ten used as a compromise between reasonable accu-
racy and a manageable number of parameters to es-
timate. When the task requires a more detailed lin-
guistic scoring, trigrams can be introduced, but this
is usually done in a multi-step paradigm, in which
they are used to evaluate a set of hypotheses gener-
ated by a first decoding step, which still makes use of
a bigram LM.

Once the LM is mapped into a network at the word
level, there are different ways to derive a network
at the phone level. The simplest one is that of re-
placing each word occurrence with a chain of phone-
labeled arcs taken from its transcription, obtaining
what is here referred to as the linear topology. This
approach, while appealing in its simplicity, has proven
inadequate when used in conjunction with a Viterbi
beam-search. Since most of the decoding effort is con-
centrated on speech segments corresponding to word
boundaries, a benefit is obtained by structuring the
lexicon as a tree, in which words share initial por-
tions of their transcription, and LM probabilities are
attached at the leaf level [2]. This topology, here
referred to as the full free-based topology, leads to
duplications of the whole lexicon tree, and is thus
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better suited for algorithms that dynamically build
the search space. In an attempt to overcome the
problem of huge memory consumption, the authors
proposed in previous papers the tree-based topology
[1, 3], briefly described in Section 2, which can lead
to manageable networks when used together with an
optimization algorithm to remove redundancy. How-
ever, the optimization of a huge network is a really
hard task, and the aim of this paper is to propose
a method for obtaining most of the benefits of opti-
mization without its excessive computational cost.

The paper is organized as follows. After a brief
description of the tree-based topology, the shared-tail
topology is presented and discussed. Then, a descrip-
tion of an algorithm to efficiently build shared-tail
networks is given, followed by the results of its appli-
cation to two dictation tasks. Finally, some directions
for future development are suggested.

2 TREE-BASED TOPOLOGY

Given an interpolated bigram LM defined by the fol-
lowing scheme:
Pr(z | y) = f'(z | y) + A(y) Pr(2)

where f'(z | y) represents the discounted relative fre-
quency and A(y) the zero-frequency probability [3],
the tree-based representation combines the null node
factorization [4] of the bigrams never seen in the train-
ing text with a tree organization [2] of the transcrip-
tions of vocabulary words [1, 3].
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lexicon
tree

st(z)
Figure 1: Tree-based LM representation before prob-

ability factorization. st(w) indicailes the tree of suc-
cessors of word w.

Once the whole lexicon is organized as a tree, the
successor tree st(z) is built for each word «, inserting
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the words observed after z in the training text, that
is those words y for which f/(y | ) > 0 holds. The
bigram probability Pr(y | z) of a word y in st(z) is
then assigned to an empty transition linking the leaf
of st(z) labeled by y with the root of st(y). The re-
sulting network structure is outlined in Figure 1. The
leftmost triangle represents the whole lexicon tree,
while the small triangles represent successor trees.

Note that the average size of the successor trees is
much smaller than the size of the whole lexicon, whose
duplication would be required by the full tree-based
representation.

Probability Factorization. As already pointed
out in previous papers [5, 6], when adopting the tree
organization of a bigram LM it is important to apply
LM scoring as soon as possible within trees. While
it is impossible to apply the whole LM probability
in advance, a good compromise is that of attaching
a weight to each arc that corresponds to the highest
LM probability of all words sharing that arc. All the
weights along paths are then adjusted to ensure that
the probability accumulated when reaching a leaf is
the original one. In particular, this leads to assign-
ing the correct LM probability to a word candidate
as soon as it ceases to share arcs with other words.

3 SHARED-TAIL TOPOLOGY

The network structure presented in the previous sec-
tion is an improvement with respect to the full tree-
based network, but it is still too big when the dic-
tionary size is tens of thousands of words. Hence, a
method is needed for reducing it without losing the
positive impact that the tree-based structure has on
the beam-search decoding. Reduction of a network
can be accomplished by removing redundancy, that
is related to the presence of indistinguishable states.
Two network states are said to be indistinguishable
when the languages generated by the sets of paths
originating from them are equivalent, both in terms
of generated strings and of probability distribution.
Indistinguishability is an equivalence relation among
states. By substituting each equivalence class with
just one representative, a network is built which is
equivalent to the original one, but has a minimal num-
ber of states.

Unfortunately, partitioning the set of states in
equivalence classes generally requires a complex al-
gorithm, whose application is not viable for big net-
works, as shown in Section 5. Moreover, by examining
the structure of networks representing bigram LMs by
means of either the linear topology or the tree-based
topology, it is easy to convince oneself that the occur-
rence of indistinguishable states is unlikely, given the
presence of probabilities associated to empty transi-
tions leaving from word-ending states. Nevertheless,
when probability factorization is applied to the tree-
based network, different instances of the same word
in different successor trees may cause some states to
become indistinguishable. To see this, let a linear tasl
in a tree be a path ending in a leaf and going through
nodes with a unique child. Probability factorization
“pulls back” the probability attached to the last arc
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of the linear tail, leaving arcs with unitary probabil-
ity. All the tails corresponding to the same word z
in different successor trees are linked to the root of
st(z), hence the first state of each one of them will
be indistinguishable from one of the states forming
the longest linear tail of z. The shared-tail topol-
ogy exploits this property for reducing redundancy.
For each word, only the longest linear tail is kept,
and other tails are removed by identifying their origin
with an appropriate state within the longest one. Fig-
ures 2 and 3 show a simple LM represented through
a tree-based and a shared-tail topology, respectively.
Note that what the shared-tail topology achieves is
not an optimized network, because it takes into ac-
count, among all the possible sources of redundancy,
only a particular one. Nevertheless, comparison with
optimized networks shows that duplicated linear tails
account for most of the network oversizing introduced
by the tree-based topology in the applications under
consideration. Moreover, the proposed criterion is
easily integrable in a single-step network building al-
gorithm, whose computational cost is orders of mag-
nitude smaller when compared to the two step ap-
proach of constructing the tree-based network and
then optimizing it. In fact, merging linear tails intro-
duces only a slight overhead in the tree-based network
construction. :

succ(x) = {X, y}

succ(y) = {y, z}
succ(z) = {x}

ar

Figure 2: Tree-based LM representation example.
succ(w) indicates the set of successors of word w.
Neither arc probabilities nor back-off arcs are de-
picted.

4 SHARED-TAIL COMPILER

The algorithm for compiling the shared-tail network
is given in Figures 5 and 6, in which the notation of
Figure 4 is adopted. Tt starts inserting in the network
the linear transcriptions of all the vocabulary words.
For each of them, the tree of successor words observed
in the training text is built (function BuildTree), in
such a way that each leaf univocally corresponds to a
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SucCcessor

lexicon linear
tree transcriptions  trees

Figure 3: Shared-tail LM representation. Neither arc
probabilities nor back-off arcs are depicted.

successor; word-ending arcs are weighted by bigram
probabilities. After the factorization of probabilities
(Fuactorize), those nodes from which the linear tails
start are marked (MarkTuails). Then, the tree is vis-
ited in a depth-first manner, adding to the network
all paths from the root to marked nodes and linking
these to linear transcriptions by means of empty arcs
(AddTree).

The final step consists of inserting back-off arcs
(AddBackOff) and of removing unused initial portions
of linear transcriptions. For notational convenience a
dummy word 9 is used. Its successor tree is defined
as the whole lexicon, and the unigram probabilities
are defined as bigram probabilities in the context of
9.

Notation
fsn the shared-tail network
V the vocabulary
z,Y € V generic words

={yeV:f(ylz)>0}

a dummy word with no transcription
suce(dd) =V

Pr(z|9) = Pr(z)

T

suce(x)

a tree
S(a) set of successors of state a in a tree
Dab probability of the arc linking

states @ and b

Figure 4: Notation for the Shared-tail network com-
piler.

5 RESULTS AND DISCUSSION

Compilation of networks was performed on two
10,000-word dictation domains: radiological reports
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Algorithm

VeeV

insert in fsn the linear transcription of z
Ve e VU{d}

T « BuildTree(z)

Factorize(T)

MarkTails(7")

AddTree(root(T))
YeeV

AddBackOff(z, root(T))

delete unused portion of linear transcription of z

Figure 5: Shared-tail network compiler.

(A.Re.S.), and articles from the Italian financial
newspaper “Il Sole 24 Ore” (S240). In both cases the
lexicon consisted of the 10,000 most frequent words
and it was phonetically transcribed with a set of 38
context independent units [7]; moreover, the Shift-1
method [3] was used to estimate the bigram LM. The
A.Re.S. LM was trained on a 2Mw corpus consisting
of all the reports produced in three years by a radi-
ology department. The S240 LM was trained on a
25Mw corpus corresponding to all the issues of year

1990. The perplexities for the two LMs were 28 and

120, respectively.

The sizes of networks are reported in Table 1 and
Table 2. The optimizations for the two A.Re.S. net-
works required, respectively, 18.5 hours and 7.5 hours
on a Sparc 10 workstation. For the 5240 task, the
dimensions of the tree-based network, of the shared-
tail network and the result of the optimization of the
latter are reported: this minimization took more than
ten days on a HP735 workstation.

Compilation of tree-based and shared-tail networks
took only a few minutes on such workstations.

|| #States | #Arcs ||

387,003 | 476,057
130,023 | 200,873
168,931 | 257,807
140,457 | 212,442

[ Topology
Tree-based (T)
T optimized
Shared-tail (5)
S optimized

Table 1: A.Re.S. task: neiwork sizes.

[[ Topology | #States | #Ares ||
Tree-based 2,788,627 | 3,522,907
Shared-tail (S) || 670,732 | 1,425,456
S optimized 667,396 | 1,420,856

Table 2: 5240 task: network sizes.

The tail-merging algorithm allows a network that
is almost optimal to be built in a single step. In
fact, results show that the optimization of such a net-
work does not give a substantial improvement. This
means that redundancy in tree-based networks is es-
sentially given by common endings of word transcrip-
tions within trees.
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Functions

BuildTree(x)
Yy € suce(z)
insert y in 7'
weight the last arc of y with Pr(y | z)
return T’

Factorize(T)
Vn € S(root(T)), Weight Arc(reot(T),n)
WeightArc(a,b)
if bis a leaf return
Vs € S(b), WeightArc(b,s)
D~ maXses(b) Pbs
Vs € S(b) Pbs < pbs/l3
Pab — P
MarkTails(7")
VY node n of T, tail_link, — ¥
Vleaf f of T
let Z be the word corresponding to f
while(tail link, = o)
m « parenit(n)
if (|S(m) |= 1 Am # root(T))
ne—m
else
- taillink, — %
AddTree(n)
Vs € S(n)
z «— tail_link,
if (z #£ 9)
add to fsn an empty arc from n to the
proper state of the linear transcription of
else
add to fsn the arc (n,s)
AddTree(s)

AddBackOff(x, r)

add to fsn an empty arc from r to the root of the
lexicon tree weighted by the back-off value A(z)

Figure 6: Functions for the shared-tail network com-
piler.

In [1], it was shown that the optimized tree-based
network 1s larger than the network for the linear rep-
resentation of a bigram LM [4]. Moreover, optimiza-
tions of the shared-tail and tree-based networks give
different results. Then, the following questions arise:
since the LM represented by all these different net-
works is always the same, why are the optimized net-
works greater than the linear one? And why do they
differ from each other, as shown in the second and
fourth rows of Table 17 The answer is related to the
networks being probabilistic and having empty tran-
sitions. They are all equivalent in the sense that they
accept the same probabilistic language, but given a
sequence of words with a certain probability assigned
by the LM, paths can differ in empty arcs and the
probability can be factorized in different ways. Since
the optimizer considers empty arcs as full arcs and
probabilities as labels, for it the starting networks
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are not equivalent at all.

From the decoding point of view, it is already
known [1] that the optimization of the tree-based net-
work does not affect in any way recognition accuracy
and time response. Of course, it gives great benefit in
terms of space requirements. Results detailed in Ta~
ble 3 point out that also the tail-merging algorithm
outputs a network as efficient as the tree-based one,
keeping the positive impact of the tree topology on
the beam-search decoding.

Word Time vs. | Process
Acc. Real Time Size

Tree-Based [[ 93.5 % 0.49 16 Mb
Shared-tail || 93.5 % 0.49 9.6 Mb

Topology

Table 3: A.Re.S. task: recognition tests.

6 FUTURE WORK

The approach presented in this paper of representing
a bigram LM by a tree-based topology with tail shar-
ing can be easily extended to generic n-grams with
n > 2. The algorithm is being adapted for the on-the-
fly compilation of trigram LMs, in order to integrate
it in the second pass of a two-pass decoding strategy.
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