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ABSTRACT

In the field of AuTOMATIC SPEECH RECOGNITION (ASR)
research, it is conventional to pursue those approaches
that reduce the word error rate. However, it is the au-
thor’s belief that this seemingly sensible strategy often
effectively leads to the suppression of innovation. This
is the case when the leading approaches have been tuned
for years, effectively optimizing for a local minimum in the
space of all possible techniques. In this case, almost any
sufficiently new approach will necessarily hurt the accu-
racy of existing systems and thus increase the error rate.
However, if progress is to be made against the remain-
ing difficult problems, new approaches will most likely be
necessary.

In this paper, I discuss a few research issues for ASR
which, when investigated, will most probably first lead to
(significant) increase of error rate, but hold some promise
for ultimately improving performance in the end-appli-
cations. Some of these examples will illustrate cases of
successful improvement of ASR through increasing error
rates (in one case, to 130%!), while other examples will
just describe ongoing work (which are still increasing error
rates) and, finally, some discussion of new directions.

Problems that will be addressed in this paper include:
merging the language and acoustic models, role of prior in-
formation in speech recognition, Markov models, discrim-
ination, signal analysis and temporal information, and de-
coding procedures reflecting human perceptual properties.

1. INTRODUCTION

“Whenever a new discovery is reported to the scientific
world, they say first, ‘It is probably not true.” Thereafter,
when the truth of the new proposition has been demon-
strated beyond question, they say, ‘Yes, it may be true,
but it is not important.’ Finally, when sufficient time has
elapsed fully to evidence its importance, they say, ‘Yes,
surely it is important, but it is no longer new.’...”

— Michel Eyquem Montaigne, 1533 - 1592 -

As noted in the abstract, the main goal of this paper is
to promote the notion of “deviant” research paradigms,
which will almost certainly increase the error rate on stan-
dard tests when they are initially explored. This is in
contrast to the standard approach in our field, in which
state-of-the-art system A is gently perturbed to create
system B, resulting in a relative decrease in error rate of
from 1 to 10%.

This approach is reinforced by two related factors:

1. The need to show return on investment for indus-
trial laboratories that have spent a significant am-
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ount of manpower (typically around 10 years of
research and development) to turn state-of-the-art
technology (see next section) into working (or, at
least, selling) products.

2. The research agencies’ perspectives, which are dri-
ven more and more by potential exploitation of the
funded research projects; arguably, much of this
change is quite justifiable.

Pursuing this kind of development exclusively restricts
progress to incremental gains, and forces a convergence
of performance to a local minimum from which it will be
harder and harder to escape. On the other hand, per-
mitting an initial increase in error rate can be useful, as
long as two conditions are fulfilled: (1) solid theoretical
or empirical motivations, and (2) deep understanding of
state-of-the-art systems and of the specificity of the new
approach. The catchy title to this paper was chosen to
remind us that the development of new technologies will
often initially result in a significant increase in speech
recognition error rates before becoming competitive with
or better than the best current systems; of course many
new ideas will never reach this stage, and in either case
much work is usually required to determine the end result.
A few instances of research directions that have followed
this development will be briefly discussed in this paper.

In this paper, I will question some of the commonly ac-
cepted truths in the field of speech recognmition. The
reader should bear in mind that my goal is to inspire
thought through the questioning of these “truths”, rather
than to propose new dogma. We all sometimes forget to
do this, but in fact the consideration of “devil’s advocate”
positions is essential to scientific progress.

2. STATE-OF-THE-ART ASR SYSTEMS

In the following, the “standard ASR technology” will re-
fer to the HIDDEN MARKOV MODEL (HMM) technology
as used in a “state-of-the-art” ASR system. Depend-
ing on the size of the lexicon, this system will generally
be based on strictly left-to-right 3-state HMM phoneme
models that will be concatenated to get word and sen-
tence models. In the very best systems, diphones, tri-
phones, and sometimes quadriphone models are combined
(smoothed) with phoneme models to get good estimates
of context-dependent phoneme models. In the case of con-
tinuous speech recognition, bi-grams, tri-grams and, more
recently, quadri-grams are used to model the grammar.
All of these models are trained on very large acoustic and
text databases.

Since it has been observed that HMM transition probabil-
ities have virtually no effect on recognition performance,
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duration modeling is also usually added to the model. It
seems that the best solution is also the simplest one and
consists in imposing a (trained) minimum duration (sim-
ply by duplicating states that cannot be skipped).

Discrimination has also been important, and is known to
be a problem. Several solutions have been proposed and
have been shown to increase performance. It is however
not always clear to what extent these solutions are actu-
ally used in actual large vocabulary continuous recogni-
tion systems.

Scanning through the most popular international speech
recognition conferences, we can then list the most popular
research themes that have been investigated for the last
five years:

1. Increasing the size of the training database — To
all appearances, this is actually an “interesting” re-
search theme. It is indeed acknowledged by every-
body that increasing the size of the database al-
ways results in a decrease of error rate. Good! The
reason for this is that more training data one has,
more parameters one can afford to train and, con-
sequently, more detailed the models can be. Nowa-
days, training databases seem to be large enough to
train around 107 acoustic parameters and tri-gram
grammars for a lexicon of 60K words. Looking at
this trend, I have wondered whether assuming an
infinite amount of training data we are guaranteed
to get a perfect ASR system. Though not neces-
sarily obvious, the answer is “yes”. Indeed, using
an infinite amount of training data (which is re-
ally quite a bit!) also means that all possible sen-
tences from all possible speakers would be in the
training data, which would mean that a simple K
nearest neighborhood classifier would make a per-
fect recognizer'. However, in the case of a finite
amount of training data and of parametric models
(which is the case for HMMs), we would converge to
a perfect recognizer only if we have the right model
and the right optimization criteria, which is known
not to be true.

2. Better smoothing criteria — Given the technology
used today this is indeed one of the differences that
can explain the performance discrepancy {(when sig-
nificant!) between the different state-of-the-art sys-
tems based on exactly the same techunology. Note
that smoothing becomes less critical as the training
data increases.

3. Increasing the size of the lexicon — When one can-
not improve the baseline technology, this at least
gives us the sense that we have been productive.
Note that this approach actually goes in the direc-
tion recommended by this paper, i.e., significantly
increasing the error rates! The only difference be-
tween this and what we will talk about below is
that we know here why we increase the error rate:
since we have more words, we have more chance to
be wrong (although strong grammatical constraints
are then usually added to the recognition process in
order not to be too disappointed).

4. Speeding up the search — This is a lot of fun, espe-
cially for very large lexica. Further, even when one

LUnfortunately it would take an infinite amount of memory
to store the patterns as well as an infinite amount of time to
find the best match ...
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has two systems with equal performance, one can
always argue about their respective speeds. There
are many different approaches ranging from “ag-
gressive pruning” to fast look-ahead, broad pho-
netic classification and multi-pass searches. All this
usually results in a small performance degradation,
but this allows us at least to (1) get realtime rec-
ognizers (even for very large lexica), (2) be able to
get “a” number (i.e., global error rate) on very large
(reference) test corpora, and (3) make errors much
faster.

5. Robust speech recognition — No one seems to ac-
tually know what this means (although one defini-
tion proposed has been that a system is robust if
it actually works). Seriously, though, we know that
current recognizers’ performance falls badly under
variable conditions that have little if any bad effects
on intelligibility for human listeners. Robustness,
then, is a most interesting and important research
area, but is also the most challenging one. It is sup-
posed to address all issues related to the (very poor)
robustness of current ASR systems against (speech
correlated or uncorrelated) additive noise, convo-
lutional noise (e.g., transfer functions of transmis-
sion channels), and other phenomena we do not un-
derstand very well. This challenging issue is typi-
cally addressed by (superficially) modifying speech
analysis techniques (using, for example, spectral
subtraction or different kind of channel adaptation
schemes like cepstral mean subtraction). It may be -
the case (though we cannot know for sure) that the
changes to the baseline technology will have to be
deeper to really address these problems, i.e., involv-
ing completely different kind of signal processing
techniques or even different recognition strategies.
This will be further addressed in Section 8.

In the following sections we will discuss some research di-
rections that are a deviation from the mainstream “state-
of-the-art” technology.

3. BIG DUMB NEURAL NETWORK (BDNN)

As a first example of successful improvement of ASR, thr-
ough increasing error rates (to 130%!), I will consider the
case I know best, that of the use of ARTIFICIAL NEU-
RAL NETWORKS (ANNs) in HMMs for speech recogni-
tion. Recently, I have heard it referred to as “the clas-
sical” HYBRID HMM/ANN systEM?. The experience of
developing this kind of approach has been useful beyond
the specific technical insights; it led to the perspectives
described in this paper. It is my hope that this tale will
inspire some thought in the reader beyond this specific ex-
ample, so that entirely new and different paradigms can
be considered and developed.

The development of hybrid HMM/ANN systems started
with a proof showing that ANNs could estimate posterior
probabilities of output classes conditioned on the input
and that this property could be used to augment ASR
systems whose underlying structure is essentially that of
HMMs [4]. In particular, we have shown that fairly simple
layered “neural” structures, which we lately have termed

2Which may also mean that it is time to get out of this new
local minimum...
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Bic DuMB NEURAL NETWORKS (BDNNs), can be dis-
criminatively trained to estimate emission probabilities
for HMMs [5].

In a few words, this approach can be summarized as fol-
lows. Given an acoustic vector sequence X = {z1,...,Zn,

..,zn} and a HMM M built up from a set of possi-
ble states (i.e., probability density functions) ¢* € Q =
{q%,...,q"}, neural networks® are trained in classification
mode at the acoustic frame level to generate local poste-
rior probabilities P(¢*|z,,®)?, where © denotes the pa-
rameter set on which training of the models is performed.
These (local) posterior probabilities are then used, after
division by the class prior probabilities P (qk) observed on
the training set, as scaled likelihoods p(zx|q®,0)/p(zn)
in standard HMMs to compute p(X|M,®)°. In spite of
its simplicity, this approach offers several advantages over
standard HMMs, including:

e Model accuracy: ANN estimation of probabilities
does not require detailed assumptions about the
form of the statistical distribution to be modeled,
resulting in more accurate acoustic models.

o Discrimination: ANNs can easily accommodate dis-
criminant training. Of course, as currently done in
standard HMM/ANN hybrid discrimination is only
local (at the frame level). However, recent theoret-
ical work that allows global discriminant training
of hybrid systems will be briefly presented in this

paper.
e Context sensitivity: In the case of RNNs or if sev-
eral acoustic vectors Xﬁfg = {Znoc,-- yTny-- .

Zn+d} are used at the input of an MLP, lacal cor-
relation of acoustic vectors can be taken into ac-
count in the probability distribution. In the case of
MLP, outputs will be estimates of P(¢"| X Z:g) For
various reasons this was not feasible with standard
HMMs. Two of the closest solutions implemented
in HMMs were: (1) to use first and second time
derivatives as additional acoustic features and (2) to
consider a few adjacent frames (typically 3-5 frames
in total) on which LINEAR DISCRIMINANT ANALY-
sis (LDA) is performed to reduce the dimension of
the acoustic features (see, e.g., [17]). See Section
8.2 for further discussion of this.

e Parsimonious use of parameters since all probabil-
ity distributions are represented by the same set of
shared parameters. It is also known that it is more
“economical” to model boundaries between acous-
tic classes (i.e., posteriors) than surfaces of density
functions (i.e., likelihoods).

More recently, it was also observed that the availability of
posterior probabilities (before division by priors) allowed
a more efficient pruning for large vocabulary speech recog-
nition systems [32].

Many (relatively simple) speech recognition systems based
on this hybrid HMM/ANN approach, have been proved,

3This has been done with MULTILAYER PERCEPTRONS
{MLPs) as well as RECURRENT NEURAL NETWORKS (RNNs) [33].
RNNs seem to present a slight advantage compared with MLPs
(33].

4In this paper, actual probabilities will be denoted P(.)
while probability density functions will be denoted p(.).

51In fact, p(X|M,©)/p(X,O), given the scaled likelihoods
and assuming no correlation between successive acoustic
vectors.
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on controlled tests, to be both effective in terms of ac-
curacy (comparable or better than equivalent state-of-
the-art systems) and efficient in terms of CPU and mem-
ory run-time requirements (see, e.g., [23, 33]). More re-
cently, such a system has been evaluated under both the
North American ARPA program and the European LRE
SQALE project (20,000 word vocabulary, speaker inde-
pendent continuous speech recognition). In the prelimi-
nary results of the SQALE evaluation (reported in [36])
the system was found to perform slightly better than any
other leading European system and required an order of
magnitude less CPU resources to complete the test.

A quick flash-back to the years 1988-1989 would however
teach us a lot about the standard evolution and accep-
tance process of new (speech recognition) technologies.
Indeed, in 1988-1989, when it was proved (actually re-
proved or recalled) that ANNs could be trained to gen-
erate estimates of posterior probabilities and that this
property could be used to enhance standard HMM sys-
tems, many reactions were related to incredulity, rang-
ing from the conviction that this was impossible to the
feeling that this might be true but that “it would never
work in practice”®. The most positive (as well as scientific
minded) reaction was to wonder why anybody had not
said (recalled) this earlier! And to corroborate all those
suspicions, indeed, the first experiments performed to test
the new idea only succeeded to boost the recognition error
rate (on a standard assessment database) from about 10-
20% to 130%. It finally took us and others many years to
get the new system running as well or slightly better than
state-of-the-art systems. This new system, however, has
many interesting features (discussed above) and allows for
many possible extensions; some of these are currently in-
vestigated (to again increase the error rate) and are briefly
described in the next sections.

Strange though it may seem, when the system started
to be competitive, we then got all kinds of other feed-
back and comments. I will just mention here the two
most interesting. The first remark consisted in saying:
“OK, it works and if you continue to work hard you have
a chance to achieve recognition performance equivalent
to standard HMM approaches; but, then, what have you
proved?” This is an interesting view that seems to sug-
gest that scientists are not supposed to learn anything
from alternative approaches. Another, more folkloric, re-
mark we also faced when getting (slightly) better results
was that our comparisons were not fair because we were
using a discriminant approach and contextual inputs. In
other words, the comparison was not fair because we were
not using “the same approach”!

Finally, more recently, we started getting more and more
comments saying that the hybrid system was nothing else
but yet another form of HMM and that the only difference
was the way we computed the local HMM emission prob-
abilities. We certainly agree with this formulation, which
also has the benefit of justifying Montaignes’s quotation
(from the 16th Century!) given at the beginning of the
introduction.

SWe note here that this reaction is certainly not specific to
this case. It took many years (5-6 years) between the first pub-
lication relative to HMMs and their general acceptance by the
speech community. However, after 20 years of HMM develop-
ments, this technology is still evolving.
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4. DISCRIMINANT HMMS

Development of hybrid HMM/ANN systems as briefly de-
scribed above actually originates (at least according to our
view) from a different theory, referred to as DISCRIMINANT
HMMSs, and which was initially developed for global pos-
terior probabilities P(M|X). In [5], it is indeed shown
that the global posteriori probability P(M|X,0) could
be expressed as:

P(M[X,0) =Y P(M,q1;,0, -

vr;

»av,1X,8) (1)

in which “¥T';” represents all possible (legal) state se-
quences in M, ¢, ; the specific state visited at time n for
path T';, with g, ; € Q, the set of possible HMM states
from which all possible models M are built up. Each term
in (1) can further be decomposed into:

a1 X, O)P(M|qu,5,92,5, -, 9n,5, X, ©)

()

P(g1,5,025, -

and, under the assumptions stated in {5], we have

N
P(g1, 824, -»an,31X, 0) = [ [ P(gn.slgn-1,2n, )

n=1

®3)
The second factor in (2) can be considered independent
of the acoustic sequence X (since the state sequence is
given) and then represents the contribution of the lan-
guage model. As discussed in [6], depending on what we
encode into the acoustic models, this latter factor will
represent phonological, lexical and/or syntactical infor-
mation.

Discriminant HMMs are thus described in terms of con-
DITIONAL TRANSITION PROBABILITIES P(gllgf_1,z,), in
which ¢4 stands for the specific state ¢¢ of Q hypothe-
sized at time n. As with traditional hybrid HMM/ANN
systems, these conditional transition probabilities can be
estimated by an ANN with K output units and in which
the acoustic input z,” is complemented by a set of addi-
tional input units representing the state g hypothesized
at the previous time step n—1. Of course, the network will
then have to be estimated for all (g°_;, g)-pairs allowed
by the HMMs. The conditional transition probabilities
are thus functions of ©, the ANN parameter set, and will
be written as P(gl|gf_1,2n, ©).

Facing numerous problems, this approach was however
simplified by (1) disregarding the previous state in the
conditional and (2) dividing the local posteriors by the
class priors to get scaled likelihoods for use in standard
HMDMs, which led to the the hybrid HMM/ANN sys-
tem (BDNN) described in Section 3. At the early stages
of BDNN development, this division by prior probabili-
ties was also controversial and many people were argu-
ing against it; some publications were even showing, on
some specific databases, that recognition performance was
better without dividing by those prior probabilities. Al-
though this may actually be possible for some specific
instances, there is now common agreement that it was
indeed better to divide by the priors. The generally ac-
cepted reason for this is briefly explained in the next sec-
tion. However, this issue is still somewhat obscure to me

7 As done with previous hybrid HMM/ANN systems, z,, will
usually be replaced by X,’:fg = {Tn-cs - r&n,---, Tnyd} O
take some acoustic context into account.
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and, just to stir up confusion, I will also present new ar-
guments to show that, perhaps, we should not divide by
the priors!

5. HMMS, PRIORS, AND LANGUAGE
MODEL

5.1. LIKELTHOODS AND PRIORS

In standard (likelihood-based) HMM acoustic training,
the prior probabilities of models are not used during like-
lihood training. In other words, the language model pa-
rameters are trained independently of the acoustic model
parameters or fixed by a priori knowledge. This results
from the “key” equation of the current speech recogni-
tion (HMM) theory, i.e., Bayes’ rule, which expresses the
targeted (and optimal) criterion P{M|X,©) in terms of

as
p(X|M,0)P(M|O) (4)
p(X10)
which separates the probability estimation process into
two parts: (1) the LANGUAGE MODELING P(M|0©) and
(2) the ACOUSTIC MODELING p(X|M,®), referred to as
ACOUSTIC LIKELIHOOD; the denominator of (4) is often
assumed independent of the parameter set © (which re-
sults in the well-known problem of lack of discrimination).

P(M|X,0) =

The goal of the language model is to estimate prior prob-
abilities of sentence models P(M|©). However, this lan-
guage model is usually assumed to be independent of the
acoustic models and is described in terms of an indepen-
dent set of parameters ©*. At training time, O is learned
separately, which is sub-optimal but convenient. In con-
tinuous speech recognition, M usually represents a se-
quence of word models for which the probability P(M|@)
can be estimated from large text corpora or from a given
finite state automaton from which N-grams (i.e., the prob-
ability of a word given the (N-1) preceding words) are
extracted. Typically, bi-grams, tri-grams, and sometimes
quadri-gram, are currently used.

Likewise, each word model is represented in terms of a
HMM that combines phone models according to the al-
lowed pronunciations of that word; these multiple pronun-
ciations can be learned from the data, from phonological
rules, or from both. Each phone is also represented by a
HMM for which the topology is usually chosen a priori in-
dependently of the data (or, sometimes, in a very limited
way, e.g., to reflect minimum or average durations of the
phones). Therefore, the grammar, the lexicon, and the
phone models TOGETHER comprise the language model,
specifying prior probabilities for sentences [P(M)], words,
phones, and HMM states [P(¢*)]. These priors are en-
coded in the topology and associated transition probabil-
ities of the sentence, word and phone HMMs. Usually, it
is preferable to infer these priors from large text corpora,
due to insufficient speech training material to derive so
many parameters from the speech data. However, neural
networks and discriminant training implicitly make use
of these priors. As a consequence, if the priors observed
on the training data are not the same as the priors that
are given by the HMM topology (and which have been
a priori given or trained from an independent knowledge
source), there will be a mismatch that will impact recog-
nition performance at the global level. This is the reason
that is usually accepted to explain why it is (much) better
to divide the local posterior provided by our BDNN (see
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Section 3) by the class priors. This now seems to be part
of the “universally accepted facts”.

Apart form the fact that dividing by the priors actually
decreases the error rates, I still feel concerned about a
couple of points that I do not understand:

1. When iterating a Viterbi training with a BDNN
to generate local priors, the training algorithm will
usually converge to a very poor local minimum cor-
responding to a segmentation in which the class
that had the initial highest prior will get larger and
larger to finally include nearly all training vectors®.
To me, this is difficult to explain. Indeed, in this
case, the ANN training data (i.e., segmentation of
the training sequences) is generated by a Markov
model with a specific topology, which means that
there shouldn’t be any prior mismatch between the
ANN and the HMM.

2. In “standard” HMMs, acoustic matching is based
on p(X|M), which is (by definition) a likelihood
and which, consequently, should be exempt from
any prior information. However, I also face a prob-
lem here. Indeed, p(X|M) is usually expressed in
terms of emission probabilities p(z.]¢*) and tran-
sition probabilities P(q%)¢*). Now to come back
to the point we discussed earlier in this section,
it seems that we agreed on the fact that learn-
ing (state) transition probabilities was equivalent
to learning (state) priors. The question is then the
following: how is it that we end up with (state)
prior information simply by starting from a likeli-
hood? I do not know.

Perhaps these evil points are not important but, so far, I
have never heard of a satisfactory answer. I do not think
many people care anyway since there is no space for this
in the present funding schemes.

5.2. MERGING ACOUSTIC AND LANGUAGE
MODELS

In the framework of standard HMM and language models,
I would like to challenge the reader a little bit further by
questioning the use of Bayes’ rule (4) in speech recogni-
tion. Bayes’ rule is actually used with two goals in mind:

1. To turn posteriors that are difficult to handle into
likelihoods that are easier to compute®. This will
be discussed in Section 7.

2. To have a generic way of splitting and combining
acoustic and language information.

It is the last point that I want to briefly discuss here.
Indeed, given what has been discussed above, it is not
clear to me what P(M) and p(X|M) really mean and
which kind of information they encode. This seems to be
confirmed by the fact that, to my knowledge, all current
“state-of-the-art” systems are far from applying Bayes’ru-
le as such but that, because of many poorly understood
factors, empirical scaling factors have to be applied to

8This has been independently observed by many research
teams but, unfortunately, rarely published.

9This is at least what is said in many books and pa-
pers on pattern (and speech) recognition without much more
explanation.
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P(M) or p(X|M)'° to get acceptable performance. The
classical explanation for this is that one has to weight our
confidence in one model versus the other. For me, this
simply means that the system does not work as we would
expect it to work!?.

Another way of combining acoustic match with language
information and which originates from the new ANN fash-
ion referred to as MIXTURE OF EXPERTS'? is briefly ex-
plained below. The general idea consists in consider-
ing that acoustic processing and grammatical analysis are
performed by two independent “experts,”'® whose deci-
sions are then combined in a later stage. More formally,
this can be expressed as follows. Let us assume that we
have two experts: an acoustic expert denoted Ex and a
language expert denoted E.. Since these experts will be
governed by independent set of parameters, we could also
denote then © x and O,. Ideally, a speech recognition sys-
tem should recognize the best model M associated with
some acoustics X according to

P(M|X, L) (5)

in which £ represents what we know about the language
model. In other words, we recognize a sentence in terms of
what we hear (X) and what we know about the grammar
(£). Assuming that the two experts are mutually exclu-
sive, i.e., P(Ex) + P(E.) = 1, in which P(Ex) [P(E¢)]
represents the probability that the acoustic {language] ex-
pert is more reliable than the language [acoustic] expert.
In this case, (5) can be rewritten as:

P(M|X, L)
= P(M,Ex|X, L) + P(M, Ec|X, L)
= P(Ex|X,L)P(M|Ex, X, L) +
(1 — P(Ex|X, L))P(M|E¢, X, L)
~ P(Ex|X, L)P(M|Ex, X) +
(1 - P(Ex|X, L))P(M|Ec, L) (6)

the last equation coming from the fact that it is assumed
that the acoustic (linguistic) expert has no direct use of
the language (acoustic) data. In (6), the first term repre-
sents the acoustic contribution and the second term the
language contribution. The final score is thus obtained
through a weighted sum of both (posterior) contributions,
in which the weight P(Ex|X, L) represents the reliability
of the acoustic model given X and £ and could be a func-
tion of the SNR or of some measure of difference between
the training and test data.

Of course this is a serious departure from the standard
HMM systems since this would require computation of
global posterior acoustic scores (containing the priors rel-
ative to information that is not in £ (see Section 7), and
combination with the language score through a weighted

10This is actually done in the log domain. This is equivalent
to raising probabilities to a power, which does not make much
sense.

11Note here that the phenomenon reported here is equiva-
lent to the problem of the negligible impact that transition
probabilities have in acoustic models.

12 Als0 sometimes called “mixed-up experts”.

130r functional aspects of the brain. This also seems to make
sense from a psychological point of view since, as we all know,
it is often possible to perfectly recognize sentences even with
extremely poor acoustic; on the other hand it is also possible to
non-ambiguously recognize a nonsense sentence if the acoustic
is good enough.
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sum. To my knowledge nobody is pursuing this approach
yet since, most probably, the first tests would lead to a
significant increase in error rate...

6. TRANSITION-BASED APPROACHES

It is known that in human speech recognition, the perce-
ptually-dominant and information-rich portions of the sp-
eech signal, which may also be the parts with a better
chance to withstand adverse acoustical conditions, are the
(phonetic) transitions (see, e.g., [13] for some experimen-
tal evidence).

A first step in this direction was to use highpass or band-
pass filtering of critical band trajectories (RASTA pro-
cessing) to emphasize transitions [19]. While this is some-
times helpful in reducing errors due to (channel) mis-
matches between training and testing conditions, the re-
sulting observation sequence is a representation that has
emphasized the regions of strong change and de-emphasi-
zed temporal regions without significant spectral change.
This is a mismatch to the underlying speech model in
standard HMMs, which has been designed to represent
piecewise stationary signals. In general, modeling transi-
tions or any non-stationary properties of speech signal re-
quire major modifications of standard HMMs [15]. There-
fore, it is likely that transition-based systems will require
a fundamentally different kind of underlying statistical
model.

A solution to the above problem is to model speech as a
succession of auditory events or “AVENTS”, separated by
relatively stationary periods (ca. 50-150 msec). Avents
correspond to times when the spectrum and amplitude are
rapidly changing, which are believed to be the most im-
portant regions for phonetic discrimination [13]. The sta-
tionary periods are mapped to a single tied state, and so
modeling power is focused on regions of significant change
[26]. This approach is referred to as STOCHASTIC PERCEP-
TUAL AUDITORY-EVENT-BASED MobDEL (SPAM).

In this case, SPAMs are defined from a set of avents
Q = {¢%q",...,¢%}, in which all ¢*’s, for k # 0, rep-
resent avents and qO represents the non-avent or non-
perceiving state. This set is currently initialized to cor-
respond to truncated diphones; that is, phone boundaries
with the local region of the time series associated with
them. Given such an initialization, the avents would be
determined automatically in an embedded Viterbi-based
dynamic programming procedure (as is currently accom-
plished with phone-like subword models).

As initially discussed in [26], and more recently in [27],
and starting from (1)-(3) [i.e., the actual speech recog-
nition model, as opposed to production models based on
p(X|M)], one can do SPAM recognition based on the fol-
lowing local acoustic probabilities:
1,..,K
yokt

T+ v'e - 07
P(QﬁlQ:—i—A(n)v A(n))Xni_d)v { VE=1

3

in which X,’fff = {ZTncy---,Tn,-.-, Tnrd} and n — An
corresponds to the previous time index for which an avent
had been perceived and becomes one of the stochastic
variable of the model. During training, these local prob-
abilities are estimated by a neural network, via an iter-
ative Viterbi-like segmentation to provide the net with
targets or via REMAP (as explained in Section 7). Ac-
cording to our SPAM constraints, these local probabilities
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are used for training and decoding in particular left-to-
right HMMSs constituted by sequences of avent (diphone)
states (with no loop allowed) separated by (looped) tied
non-perceiving states.

Preliminary experiments on isolated digits are reported
in [27]. In these experiments, it is shown that our best
phone-based system has about half of the error rate of
SPAM for the clean digits. We thus succeeded to increase
the error rate a little bit, although at earlier stages of
this process the error rate level was much more impres-
sive (i.e., much worse!). However, for the noisy case (10db
SNR), the performance of the two systems were compara-
ble. Combination of both approaches led to similar per-
formance for the clean case but to a 30% improvement
for the noisy case, which shows again that it is sometimes
worth pursuing “deviant” recognition paradigms. On top
of this one may have the pleasant feeling to have learnt
something.

We note here that SPAM is somewhat related to the vari-
able frame-rate analysis method used in [35] in which,
when the acoustic front-end produces a sequence of sim-
ilar consecutive frames, only the first frame PLUS THE
LENGTH OF THE SEQUENCE is passed to the training and
recognition process. Thus, this also emphasizes dynamic
portions of the speech signal and remove correlation be-
tween successive frames thereby making the frame se-
quence more consistent with HMM assumptions. In [35],
this was shown to reduce error rates. The goal of SPAM
is similar except that in this latter case the HMM model
has been modified to take only transitions into account,
with only one transition associated with each perceptual
state while stationary sequences are matched on the same
(non-perceiving) state.

7. REMAP FOR DISCRIMINANT HMMS

7.1. MOTIVATIONS

Recent work on SPAM provided us with further motiva-
tions and further insight into Discriminant HMMs. The
motivations of REMAP are twofold. Firstly, we want to
define a training algorithm for Discriminant HMM that
directly optimize the parameter set © according to the
MaxiMuMm A POSTERIOR! (MAP) criterion, i.e., maxi-
mizing P(M|X,0) if M is the correct HMM associated
with X and, consequently, minimizing the actual error
rate (cross-validation will be used to guarantee that min-
imization of the error rate does not happen only on the
training data but also on an independent test.set). This
algorithm, referred to as REMAP (RECURSIVE EsTIMA-
TION AND MAXIMIZATION OF A POSTERIORI PROBABILI-
TIES), uses successive estimation of new (local) posterior
probabilities used as targets for ANN training, followed
by a standard ANN training, to guarantee an iterative
increase of the global posteriors. Estimation of the new
ANN targets involves “forward” and “backward” recur-
rences that are reminiscent of the EXPECTATION MAXI-
MIZATION (EM) algorithm.

The second motivation of REMAP is to compute smooth
transition probabilities. Indeed, Discriminant HMMs as
well as SPAM use conditional transition probabilities as
the key building block for acoustic recognition. It is, how-
ever, well known that estimating transitions accurately
is a difficult problem. In our previous hybrid systems,
the targets used for ANN training are typically given by
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the best segmentation resulting from a Viterbi alignment.
This procedure thus yields rigid transition targets, which
may not be optimal in the case of training (and testing!)
of conditional transition probabilities.

7.2. PROBLEM FORMULATION

Global MAP training of Discriminant HMMs should find
the optimal parameter set © maximizing

I
[[rPasixi,0) ®)

i=1

in which M; represents the Markov model associated with
each training utterance X;, with¢=1,..., 1.

Although, in principle, we could use a generalized back-
propagation-like gradient procedure in © to maximize (8)
(see, e.g., [3]), an EM-like algorithm should have better
convergence properties, and would preserve the statistical
interpretation of the ANN outputs. In this case, “full”
MAP training of transition-based HMM/ANN hybrids**
requires a solution to the following problem: given a train-
ed ANN at iteration ¢ providing a parameter set O and,
consequently, estimates of P(g’|xn,gk_;, ©%), how can we
determine new ANN targets that:

1. Will be smooth estimates of conditional transition
probabilities, V possible (k, £) state transition pairs
in M and Vn € [1,n].

2. When training the ANN for iteration ¢+ 1, will lead
to new estimates of @ and P(¢l|z,, ¢k_,, 0
that are guaranteed to incrementally increase (8)7

In [6], we prove that a re-estimate of ANN targets that
guarantee convergence to a local maximum of (8) is given
by!®:

P*(be|xn)qﬁ~1) = P(qu|X7 qg—u@t:M) (9)

which means that the new ANN target associated with
T, and a specific transition ¢® — ¢° has to be calculated
as the probability of that specific transition CONDITIONED
ON THE WHOLE TRAINING SENTENCE X and the associated
model M.

In [6], we further prove that alternating ANN target es-
timation (the “estimation” step) and ANN training (the
"maximization” step) is guaranteed to incrementally in-
crease (8) over +'%; we also provide efficient forward and

backward-like recurrences to compute (9).

7.3. DISCUSSION AND RESULTS

Of course, a wide range of discriminant approaches (e.g.,
MMI, GPD - see [6] for a discussion of these) to speech
recognition have been studied by researchers. A signif-
icant difficulty that has remained in applying these ap-
proaches to continuous speech recognition has been the

14 Although REMAP is also valid for “standard” HMM/ANN
hybrids, we decided to focus on transition-based probabilities
as required by Discriminant HMMs and SPAM.

151n the following, we consider only one particular training
sequence X associated with one particular model M. It is,
however, easy to see that all of our conclusions remain valid
for the case of several training sequences X;, 1 =1,...,1.

16Note here that one “iteration” does not stand for one itera-
tion of the ANN training but for one estimation-maximization
iteration for which a complete ANN training will be required.
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requirement to run computationally intensive algorithms
on all of the rival sentences. Since this is not generally fea-
sible, compromises must always be made in practice. For
instance, estimates for all rival sentences can be derived
from a list of the “N-best” utterance hypotheses, or by
using an ergodic model containing all possible phonemes.
This is not required with the present algorithm.

Although much work is still required to optimize the prac-
tical heuristics for this method, preliminary results (see
[7)'7 show some recognition improvement on isolated dig-
its.

8. TEMPORAL INFORMATION

8.1. PROBLEM

In standard HMM-based speech recognition, the speech
signal is supposed to be represented as a piecewise station-
ary sequence of short term acoustic vectors. Usually these
acoustic vectors are short term spectral based vectors rep-
resenting between 10 to 20 msec frames of the speech sig-
nal. Furthermore, according to the standard HMM for-
malism, the correlation between the acoustic vectors ob-
served on the same HMM state is not taken into account,
which means that the general dynamics of the signal (in- -
side each HMM state), including the time ordering of the
acoustic vectors, is not modeled. Only larger time-span
correlation (between subsequences of acoustic vectors) is
modeled via the HMM topology, i.e., the possible HMM
state sequences allowed by the topology.

On top of the well known problem of the tradeoff between
time and frequency resolution of short term spectral anal-
ysis, this model is obviously weak for several reasons:

1. Sequences of “short term, quasi-stationary” 10 to
20 msec acoustic vectors are clearly correlated over
time.

2. This “quasi-stationary” short term analysis and the
fact that short term correlation is not modeled prop-
erly make it harder to distinguish between “short-
term quasi-stationary” signals (such as speech) and
“long term quasi-stationary” disturbances [21].

3. Fundamental linguistic units are likely to be longer
than 10-20 msec

4. Since those linguistic units are likely to have differ-
ent typical lengths and properties, the time resolu-
tion should probably be adapted to each unit.

5. It seems that the peripheral human auditory system
can effectively integrate rather large (around 200
msec) time-spans of the speech signal [21].

Confirming further the importance of longer time-spans
to the process of speech recognition, several modifications
to the current HMM models have been independently pro-
posed and investigated; most of them (within one appre-
ciable exception) showed the importance of providing in-
formation about the surroundings of the current short-
term segment to ASR systems. Following [21], some of
this evidence is briefly recalled and discussed below.

17Obtained after a quite long and impressive phase of er-
ror increase in which, after each REMAP iteration, we were
significantly and consistently increasing the error rate!
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8.2. USE OF LARGER TIME-SPANS

Dynamic Features — To limit the impact of the assump-
tion that the acoustic vectors are not correlated (if ob-
served in a same HMM state), acoustic vectors at time n
are usually complemented by their first and second time
derivatives [14] computed over a span of a few frames, al-
lowing very limited acoustical context modeling. In [14],
time functions of regression coeflicients extracted for cep-
strum and energy are combined with time functions of
the original cepstral coeflicients as acoustic features. In
this paper, the relation between the number of cepstrum
frames used for regression and recognition error rate is
studied, and it is shown that the best performance is ob-
tained for regression coefficients computed on between 7
and 9 frames of 8 msec. However, in [2] it is shown that
longer temporal windows (of the order of 200 msec) were
beneficial in isolated word recognition of noisy Lombard
speech.

Dynamic (delta) features are now used by virtually all
state-of-the-art ASR systems and probably are the only
widely accepted significant departure from standard short-
term frame-based ASR systems. Since this enhancement,
never experienced a phase of error increase (mainly be-
cause of its relevance and simplicity), it was quickly ado-
pted by all of us.

This approach, however, suffers from some potential weak-
nesses, including: (1) although the delta features could
be somewhat correlated with the instantaneous features
they are assumed independent during emission probabil-
ity estimation'®, and (2) the use of dynamic features could
make ASR systems more sensitive to speaking rate. This
latter effect has sometimes been reported but, unfortu-
nately, often unformally since mainly observed on realtime

ASR systems, and not on pre-recorded databases'®.

Multi-Vector Input - First (to my knowledge) used,
in a simple way, in {24] and [31], this technique is now
being used in many state-of-the-art ASR systems. How-
ever, here again, we are going to repetitively face some
kind of “universal constants” that we don’t necessarily
understand but that all point in the direction of using
more temporal and dynamic information in the recogni-
tion process.

In [31], e.g., a weak representation of the vocal tract dy-
namics was incorporated in the observations by appending
to the feature vector observed at time n, the vector ob-
served at time n — ¢ for some fixed offset 4. On several
experiments, it was shown that this significantly increased
recognition rates and that best results were obtained with
a gap 0 of 75 to 90 msec. This simple approach has re-
cently been generalized in many different ways.

Another solution is to consider a few adjacent frames (typ-
ically 3-5 frames in total, typically spanning between 30
and 75 msec) on which LDA is performed to reduce the di-
mensionality of the acoustic features while minimizing the
intra-class variance and maximizing the inter-class vari-
ance [17]. This also has been shown to significantly reduce
the error rate.

Finally, in hybrid HMM/ANN systems, it has been widely

'8This is not the case with hybrid HMM/ANN systems.
Sometimes it has even been observed that delta features were
no longer necessary since contextual inputs were provided to
the network.

19Which are often “filtered” to disregard all speakers with
peculiarities such as accents or non-regular speaking styles.
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shown that the use of multiple frames at the input of the
network to compute local probabilities for HMM signifi-
cantly improved both frame classification as well as word
recognition performance. In [5] and many other publica-
tions, systematic investigation of the “optimal” width of
contextual input showed that time-spans between 30 and
90 msec were generally leading to the best recognition per-
formance. We however note here that this “optimal” value
also depends on the number of phonemic HMM states; in
[5] single state phonemic HMMs were used and 9 frames
of 10 msec was chosen as the best contextual size while 3
state HMMs usually lead to a smaller contextual size.

Autoregressive HMM - Other approaches of interest
are the use of (multivariate) AUTOREGRESSIVE HMMs
(AR-HMM), as described in [22, 30], in which (logarithm)
of emission likelihoods are estimated as the prediction er-
rors of (class-dependent) AR models (of order p). Indeed,
for both linear and nonlinear AR models, it can be shown
that if the prediction errors (driving noise of the AR mod-
els) are assumed to be Gaussian, independent, identically
distributed random variables with zero mean®’, predic-
tion errors® can be considered as log likelihoods that can
be used in standard HMMs. Similarly, in {37], the cor-
relation across several frames is explicitly modeled with
a multivariate, full covariance matrix, Gaussian density
defined over two consecutive acoustic vectors®2.

Although these techniques clearly have the potential ad-
vantage of modeling the dynamics (time correlation) of
the speech signal®?, they apparently did not lead to con-
clusive experimental results for reasons that have never
been clearly identified (see, e.g., [8]). Some plausible ex-
planations for this discrepancy between theory and prac-
tical results include: (1) an increase in the number of
parameters, and (2) estimating autoregressive models im-
plicitly assumes some “smoothness” properties of the sig-
nal, which is not always true in the case of speech (and,
consequently, what is gained on the one hand is lost on
the other).

RASTA Processing — This is another way to use longer
time-span information to improve speech recognition per-
formance, by reducing the effect of convolutional noise
or additive noise (in the case of “J-RASTA”) {19]. The
general idea is that, starting from the spectral domain,
some nonlinear transformation should decompose the sig-
nal into a sum of pertinent and disturbance signal. If the
disturbance varies at a different rate than the actual signal
they can then be separated by linear (RASTA) bandpass
filtering. The RASTA filter usually used is a four-zero,
single-pole ARMA filter. The optimal integration time
constant of the filter was found empirically to be around
160 msec. This approach also seems to be consistent with
perceptual evidence. For example, it was recently shown
that RASTA processing could simulate temporal masking
in human heéaring [29].

Although this technique has shown to be quite effective on
some specific problems (involving different transfer func-
tions or additive noise), it is still clearly at a very early
stage. It also raises many new issues and emphasizes

20 And, sometimes, unity covariance matrix, although this is
not really necessary.

210r weighted prediction errors in the case of non-unity co-
variance matrix.

22This can be shown equivalent to estimating a multivariate
autoregressive process {37].

23 Although still limited by stationary assumptions.
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our poor understanding of the ideal speech recognition
process. Indeed, although going in the right direction,
RASTA emphasizes transitions. This is compatible with
human perceptual properties but is obviously in contra-
diction with standard HMM systems assuming piecewise
stationarity and unable to model transitions properly®?.
Another characteristic of RASTA is that it makes speech
features more dependent on the past and, consequently,
in the case of phoneme-based systems, on the previous
phoneme. All this could require a significant revision of
the standard speech recognition technology.

Cepstral Mean Subtraction — Sometimes also referred
to as “maximum likelihood channel adaptation”, this is
one of the simplest channel normalization technique and
typically consists of calculating the average cepstral vec-
tor over a whole utterance and subtracting it from each
instantaneous cepstral vector. It is easy to show that this
gets rid of convolutional noise (typically transfer function
characteristics) that will appear as an additive term in
the cepstral domain. To minimize the processing delay
inherent to this technique, the subtracted mean can be
computed over a window of past data only, making it a
particular instance of RASTA processing. Interestingly,
it was observed for at least one task [34] that the best
performance was achieved by using windows of about 160
msec, which is consistent with the typical time constant
of RASTA filters. In similar experiments [18], short-term
cepstral mean subtraction is performed by recursively re-
estimating the cepstral mean over some previous frames,
followed by LDA over 2 frames®®. Here, it was found that
the optimal “memory” should be around 250 msec.

Stochastic Segments ~ Although not directly related
to the above points, it is interesting to note here that
the approach consisting in rescoring sentences based on
resampling and rescoring of segments considered as whole
entities has also been successful. Although this approach,
usually referred to as stochastic segment modeling [28]
cannot be used in a one-step decoding process and has to
rely on the segmentation obtained from standard HMM
systems, it shows that there is more relevant information
in whole segments than in 10 msec frames.

8.3. DISCUSSION

Based on all the ideas discussed in this section, I con-
clude that there is much evidence for an advantage in
going beyond the standard 10 msec speech frames, and
using larger time-spans of the speech signal (ranging be-
tween 30 and 200 msec) for recognition. I would however
argue that there could be two distinct phenomena leading
to this general conclusion. The first phenomenon, at the
level of 30 to 90 msec, is related to a better modeling of
the time correlation between successive acoustic vectors
observed in each HMM state. Depending on the num-
ber of states used to represent a phoneme, the time spent
(hence the correlation to be captured) on each state will
span between 30 and 90 msec; we don’t need to explicitly
model the correlation across states since this is done by
the HMM topology. The second phenomenon takes place
at a higher time scale, between 100 and 200 msec and can
be associated with larger time-span properties of human
hearing such as short-term memory of auditory periphery,

245PAM could be one possible solution to the problem.
25Gee comments above on multi-vector inputs. However, the
topology of the HMM being used in [18] is not described.
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firing rate adaptation constant, and temporal masking ef-
fects (see, e.g., [21] for further discussion of this). More
formally, it could also be argued that this larger time-span
is used to correct the inaccuracy of HMM topologies used
in current recognizers as well as to make the difference
between the long term properties of the speech signal as
opposed to the long term properties of disturbances.

Another way of interpreting the 150-200 msec constant
in both RASTA and cepstral mean subtraction is the fol-
lowing. Since these techniques aim at separating “sta-
tionary” disturbances from (long-term) “non-stationary”
speech signal, both the RASTA filter and the cepstral
mean should not be applied on a too short speech seg-
ment which could only include, e.g., a vowel. Indeed, in
this latter case, it is clear that the speech spectrum (cep-
strum) within the vowel does not vary very much which
thus makes it impossible to see the difference between
speech and noise; estimating the cepstral mean on such
a short segment would result in disregarding the whole
spectrum. To apply this technique properly, we thus need
to see a portion of the speech signal that is large enough to
observe some significant change in the speech spectrum,
which is the case when spanning a segment of the size of
the syllable. In theory this should be enough to separate
both signals.

Of course, it is probable that the current recognizers may
need to be changed to take advantage of these new pa-
radigms. We note here that the SPAM approach briefly
discussed in Section 6 is going in that same direction, em-
phasizing larger time-spans while, however, also focusing
on transitions instead of stationary segments.

Furthermore, as briefly discussed below, it is probable
that all those conclusions are still too facile and that,
for instance (1) different frequency bands may need to be
processed differently (and independently?), and (2) higher
frequency bands should work on shorter time-spans while
lower frequency bands should work on larger time-spans.

9. PERCEPTUALLY-BASED RECOGNITION
SYSTEMS

Recently, there has been a considerable body of psycho-
acoustic and neuro-psychological results about spectro-
temporal properties of the human hearing system. Al-
though most of them are very interesting and should be
a source of inspiration for designing future ASR systems,
I will only discuss here a few examples.

The most remarkable contribution (at least to me!) was
the work of Fletcher and his colleagues [12] that was bril-
liantly summarized and discussed in [1]. In this latter
paper, quite strong empirical evidence tends to show that:

1. Human speech perception is based on narrow fre-
quency bands that are processed “quite indepen-
dently” of each other?®.

2. Recombination of those frequency bands is done at
“certain levels” (through a layered structure, but
probably first at the phoneme or diphone level) so
that the global error rate (e.g., at the word level,
and taking all the frequency bands into account) is
equal to the product of “band-limited” error rates

26{Jsing, however, multiple sources of partial correlation
across the different frequency channels.
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(referred to as “articulatory errors”) for the differ-
ent frequency channels. It is, however, not clear
how this could be implemented in a “simple” en-
gineering system since this would require to have
some knowledge about the reliability of each fre-
quency band?”. Thisis particularly interesting since
it suggests that (1) speech recognition for each fre-
quency band could be interpreted in terms of sta-
tistical pattern classification based on maximiza-
tion of posterior probabilities (as with REMAP, and
which is equivalent to minimizing the error rate),
and (2) that the recombination is done in a “non-
traditional” statistical way such that the global er-
ror rate is equal to the product of band-limited error
rates.

Still, the optimal width of the frequency bands is not re-
ally clear”®. It is also known that some kind of recombi-
nation and use of cross-correlation is performed but it is
not clear at which level this takes place?®. Some of these

_conclusions were confirmed by more recent experiments
reported in [10] and [16].

Finally, on top of what is reported in [1}, it seems that
there are many practical reasons why it could be better
to do independent narrow frequency band analysis and
processing for use in ASR systems, including:

1. Human perception features different time resolution
in different frequency bands.

2. Rates of change are dependent on the frequency
bands. As a consequence, higher frequency bands
should span shorter time segments than than lower
frequency bands; this is also mentioned in [16].

3. Possible asynchrony of frequency bands due, e.g., to
reverberations. Current recognizers are very sensi-
tive to this kind of disturbance. Processing different
frequency bands independently of each other should
alleviate this problem.

4. Different SNR in different frequency bands. This
is often the case since additive noise will usually
contaminate only some specific frequency bands.

Preliminary works using (or attempting to simulate) some
of these properties have recently been reported. For ex-
ample, in [11], tentative decisions or labels, of the iden-
tity of a given speech element, are assigned in parallel
by sub-recognizers, each operating on a band-limited por-
tion of the speech waveform®®. Qutput of these indepen-
dent channels are subsequently combined to render the
final decision. Although this approach did not lead to
real improvement, it was however quite remarkable that
it did not increase error rates, although the recombina-
tion scheme was quite simple and that no optimization
of the frequency bands had been performed. Also, the

27 Although the brain seems to succeed quite well in doing it!
Mixture of experts, as briefly discussed in Section 5.2, could be
a good starting point. Another way to look at the problem from
an engineering point of view could be to try to estimate the
reliability of each frequency band RELATIVELY TO THE OTHERS
by using, again, larger time-spans.

28 There is some evidence that this could be done at the level
of around 20 critical bands, or at the level of four larger fre-
quency bands, possibly with different widths.

29Tt could be at the phoneme or diphone level; however, ac-
cording to the discussion in Section 8, it seems to make more
sense to do it at the syllable level.

30In this case, 4 independent frequency bands were used.
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resulting system was not tested under noisy conditions
(under which this kind of approach should prove to be
most interesting).

In [25], other experiments were reported in which a range
of temporal/spectral resolution choices were provided to
a frame-based system by using ANNs to incorporate this
information for phonetic discrimination. More precisely,
standard 20-30 msec features (every 10 msec) were aug-
mented with 5-10 msec spectral features. The primary
goal of these experiments was to validate some recent
neuro-physiological results suggesting that (consistent wi-
th a filterbank based model of the cochlea) some struc-
tures in the early auditory system may have poor tempo-
ral resolution at low frequencies, and may track temporal
changes more precisely at high frequencies. However, in
spite of all the efforts presented in [25] to the contrary,
this approach never succeeded to improve over more tra-
ditional approaches. At that time, the conclusion was
that coarse features might be less sensitive to irrelevant
temporal and spectral changes in speech. A second pos-
sibility was that, rather than looking into finer temporal
resolution analysis, the opposite avenue should be inves-
tigated, which is actually what was suggested in the pre-
vious section (Section 8). According to [1], another possi-
bility is that the different frequency bands should be pro-
cessed independently (e.g., by using different ANNs), with
their own time resolution, and recombined at a later stage
by using cross-channel correlation information. Although
this is probably something very important, it seems that
none of us has a clear idea of how to implement this im-
portant concept and it is most probable that the early
systems that will attempt to make use of this property
will result in a significant increase in error rate.

10. CONCLUSIONS

In this paper, I have primarily intended to challenge the
reader to consider more radical deviations from current
wisdom in order to improve our overall understanding.
Combining the arguments presented in this paper would
result in a new kind of ASR system with the following
features: discriminant, working with real posterior proba-
bilities (i.e., minimizing error rates)®', making better use
of short and long term temporal information, based on
transitions in several narrow frequency bands, processed
independently but “recombined” on the basis of longer
time-spans of the order of the syllable®>. Of course, the
details of my specific examples and arguments are open
to discussion.

The current level of difficulty for mastery of the larger
systems is so high that some in the field have tended to
discourage newcomers. However, I believe that ASR is
still a field in which many of the basic problems are still
barely touched, and in which new ideas from newcomers
will be critical. We should welcome these ideas, even if
they increase the error rate. .

Finally, I would like to recall an old story about Thomas
Edison. After he (or some unsung hero in his lab) had
invented the light bulb, a reporter asked him how many

31Resulting, as a by-product, in greater use of the training
data, making use of all the prior information included in the
training data and using external “language model” for all the
information not present in the training data.

32T include long-term temporal information.
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light bulbs he had built before he found one that worked.

“He replied, ’About one thousand.’

“The reporter then asked, "How did it feel to
fail 999 times?’

“Edison replied, T didn’t fail 999 times; I
was involved in a process that required 1,000
steps.” ”

(recalled by Norris Parker Smith, a journalist who spe-
cializes in HPC and high-bandwidth communications.)
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