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ABSTRACT

Neural networks that employed unsupervised learning were
used on the output of a binaural auditory model, know as the
Cocktail-Party-Processor, to perform context-independent pho-
neme recognition. Experiments which compared the perform-
ance of the binaural model representation to that of a monaural
version showed that the binaural model performed significantly
better in terms of phoneme recognition accuracy under the con-
ditions tested (low signal-to-noise ratios (SNR) and a small
database of speakers). The binaural model representations’ per-
formance has approximately a 20 dB SNR advantage over the
monaural representation.

1. INTRODUCTION

Due to the development of the past ten years today’s speech rec-
ognition systems work quite well in noise-free situations. How-
ever, if the input signals are degraded by any kind of interfering
noise, speech recognition rates drop dramatically. It is obvious
that most application scenarios for speech recognizers are in
noisy environments, e.g., offices or public places, so that this
lack of performance hinders the break-through of speech recog-
nition technology.

In contrast, speech perception by humans is more robust:
humans are able to understand speech signals even if they are
subject to interference by noise, reverberation, or even competi-
tive speech signals. In order to do so, humans profit from listen-
ing with two ears. Binaural hearing enables us not only to
localize sound sources, but also to concentrate on one source
while suppressing interfering sources.

Bochum University has developed a model of binaural hearing
in the past 10 years. This model is able to reproduce major
aspects of human sound source localization. Bodden [4] used
this model to develop a Cocktail-Party-Processor, that is, a sys-
tem that is able to separate one speech signal out of a sum of
concurrent speech signals.

In experiments with hearing impaired subjects he was able to
show that the processor is able to improve the intelligibility of
noisy speech. Therefore, it is obvious to suppose that speech
recognition systems will profit from using binaural preprocess-
ing algorithms as proposed by Bodden and Blauert [3].
Recently Anderson [1] has shown that phoneme recognition
rates in noise-free situations can be improved by using auditory
models as preprocessors compared to traditional representa-
tions. Thus, the next logical step is the combination of the bin-
aural model developed at Ruhr-University Bochum with a
speech recognizer. This paper presents first results of this com-
bination.
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2. THE BINAURAL MODEL

The Binaural Model was developed at Ruhr-University Bochum
by Blauert [2], Lindemann [11], Gaik [6], and Bodden [4]. It’s
intention is to simulate binaural processing as far as it is known
today. It has been shown that the model is not only able to
reproduce major abilities of human sound source localization,
but also to enhance noisy speech. Figure 1 shows the structure
of the model. Processing is divided into three different modules:
preprocessing, binaural processor, and sound separation. These
modules are described in the following sections.

2.1 Preprocessing

The signals which arrive at the eardrums of a listener have
passed directional dependent filters, the so-called Head-
Related-Transfer Functions (HRTF’s). The HRTF’s used here
have been measured by Pésselt et al. [13]. They measured cata-
logues of HRTF’s containing 122 directions of incidence of the
upper hemisphere. Signals can be convolved with HRTF’s in
order to produce head-related signals, which are the input to the
preprocessing. Although all results presented here have been
produced with head-related signals, it has to be remarked that
for signal processing purposes any two-microphone arrange-
ment can be used. This is due to the ability of the binaural proc-
essor to learn the relation between the interaural (or inter-
microphone) differences and the directions of sound incidence.

The preprocessing module simulates processing of the inner ear.
In contrast to more sophisticated models, which simulate the
movement of the basilar membrane and the behaviour of hair
cells, a rather simple model is used here:

* A bank of bandpass filters models the cochlear. We use 24
filters of bandwidths corresponding to critical bands, thus

covering the audio frequency range from 20 Hz to 15.5
kHz.

* Firing probability is calculated by taking the square root
and applying a half-wave rectification.

2.2 The Binaural Processor

The binaural model has been developed by Lindemann [11] and
Gaik [6]. In order to extract interaural differences in time the
signals of the left and right channel move along delay lines, are
multiplied and produce a running interaural cross-correlation
function in each critical band. Lindemann extended the model
by applying a mechanism known from neural processing - inhi-
bition - which means that a signal on the delay line attenuates
the contralateral signal and vice versa. Using this contralateral
inhibition ambiguities of the cross-correlation function are
excluded, the correlation peaks become sharper, and the corre-
lation gets sensitive towards interaural intensity differences.
Therefore both, interaural differences in time and intensity are
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analysed in one processing step. The model adapts to the inter-
individual characteristics of the interaural differences in a
supervised learning phase. Thus, it is able to process head-
related signals, but also signals from any two-microphone
arrangement. Figure 2 shows an example for a binaural excita-
tion pattern for two concurrent speakers at +/-30° for one time-
frame of the signal.
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Figure 2 Binaural excitation pattern for one timeframe (16 ms)
Two concurrent speakers at +/-30°.

2.3 Sound Source Separation

The binaural excitation patterns produced by the binaural model
offer a decisive advantage: besides the dimensions time, fre-
quency and amplitude an additional dimension becomes availa-
ble - the spatial distribution of sounds. This dimension enables
the system to discriminate between binaural excitation due to
desired and binaural excitation due to interfering sound sources.

Bodden [4] extended the model by modules simulating higher
stages of the auditory system. First, he implemented an algo-
rithm to automatically detect the direction of sound incidence
even for concurrent sound sources. In a further processing step
he determines a measure for the signal-to-noise ratio in each
critical band as a function of time. This enables the system to
calculate a weighting function for each critical band. The esti-
mate of the desired speech signal is formed as the weighted sum
of the bandfiltered input signals.
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3. SIGNAL REPRESENTATIONS

The sound separation model described above is able to produce
an estimate of a desired speech signal out of a sum of concur-
rent signals. A first possibility to combine it with a speech rec-
ognizer would thus be to feed this processed speech signal into
a standard speech recognizer (as depicted on the bottom of Fig-
ure 1). In contrast to that it is senseful to directly use an internal
representation of the binaural model for the following reasons:

« it cannot be avoided that the reconstruction of the desired
speech signal contains artefacts due to filtering;

» the model produces an internal representation which is
comparable to those of monaural auditory models used for
speech recognition {1].

Thus an interface module was developed in order to extract a
vector containing the desired binaural excitation from the bin-
aural excitation patterns. This module picks out the binaural
excitation corresponding to the direction of incidence of the
desired speaker. In this work the desired signal (speech) was
always at 0° azimuth and the interfering signal (noise) was at
30° azimuth. The square root of 18 channels of the desired exci-
tation pattern (covering the frequency range of 300-7700 Hz)
was averaged over a 16 millisecond window every 5 millisec-
onds. This is called the binaural representation.

The monaural representation consists of the 18 channel output
of the preprocessing as described in 2.1. It was also averaged
over a 16 millisecond window every 5 milliseconds. Figure 3
shows the monaural and binaural representation for the above
described situation at a SNR of -3 dB.

4. DATABASE DESCRIPTION

The speech data used for this work comprised a subset of the
TIMIT acoustic-phonetic database {9]. The work reported here
used all 10 sentences from 10 talkers (3 female and 7 male).
These talkers were from 4 different dialect regions.

During the development of the SPHINX [10] speech recogni-
tion system at Carnegie Mellon University (CMU), the TIMIT
phoneme labels were slightly modified. This modified conven-
tion was adopted for the present research in order to provide a
better means of comparing results with other established sys-
tems. This convention yields 39 phones.
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Figure 3 Monaural (top) and binaural (bottom) representation.
Input signal: speech at 0° and noise at 30° azimuth,
SNR =-3 dB.

5. SELF-ORGANIZING FEATURE MAPS

It is the major intention of this work to show the principle effect
of using a binaural model for speech recognition in noise. In
order to run a sufficient number of different test situations we
had to restrict ourselves to a rather simple recognizer. We thus
selected a self-organizing feature map for this task [8]. It is
especially suited for this purpose because of its ability to learn a
topological mapping of an input data space into a pattern space
which defines discrimination or decision surfaces. This process
has been used by Kohonen in a system for phonetic recognition
of Finnish and Japanese [7].

Most speech recognition systems employing vector quantiza-
tion use a codebook size of 256. This codebook size was used in
the form of a 16x16 (two-dimensional) grid.

The calibration process used was similar to that used by
Kohonen. The process consisted of the following steps. Once
the self-organizing feature map was trained, learning was
turned off (the weights are fixed) and the training data was pre-
sented to the feature map a second time. The node that
responded to each training token was associated with that token
label. The token label having the largest number of responses
for each node was assigned as the label for that node.

Learning Vector Quantization (LVQ) was used on the calibrated
codebook to adjust the codewords for improved performance

[8].

6. PERFORMANCE MEASURE

Several measures of performance were used to quantify and
compare the signal representations. The most common meas-
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ures of speech recognition performance are the percent correct,
percent insertions, percent deletions, and percent substitutions.
In this work an insertion is defined as a silence phoneme recog-
nized as a non-silence phoneme while a deletion is just the
opposite. A substitution is any other type of misclassification.
These measures of performance are made on single frames of
speech, i.e. context-independent phoneme recognition.

Both representations were tested using the leaving-one-out
method on a per speaker basis. This method provides an upper
bound on the error of the classifier and provides for better utili-
zation of a limited sample size [5]. The cost of using this
method is that now n classifiers must be trained. In this work the
data base contains ten speakers therefore ten classifiers were
trained and tested and the average error rates were caiculated.
This provides an upper bound on the error rate if this system
was used for speaker-independent phoneme recognition.

Zue and colleagues [14] have shown how phonotactic con-
straints can provide significant benefit to the speech recognition
process. In light of these results, measures of recognition per-
formance at the broad class level were also made. Six broad
class categories were used in this work: Vowels, Stops, Nasals,
Liquids and Glides, Fricatives, and Silence.

7. RESULTS

Results are summarized in Table 1 for the monaural and in
Table 2 for the binaural representation. Figure 4 depicts the
overall recognition rates as a function of the SNR.

Results show that both representations performed equivalently
in the clean condition and comparable to the AIM-representa-
tion {12]. The recognition performance of the monaural repre-
sentation drops off very rapidly as the SNR is reduced. The
binaural representation on the other hand degrades only 5.5 per-
cent over the same range. The results show that the binaural
representation provides over a 20 dB SNR advantage over the
monaural representation.

The monaural representation’s deletion rate increases rapidly as
the SNR decreases to the point that below 3 dB the deletion rate
is greater than the recognition rate. This indicates, not surpris-
ingly, that the monaural representation cannot separate the
speech from the noise. This does not occur until around -21 dB
for the binaural representation.

8. SUMMARY AND ’CONCLUSIONS

This paper examined monaural versus binaural representations
to perform speaker-independent phoneme classification. The
study examined the phoneme classification performance using a
self-organizing feature map and LVQ. The results indicate that
it is possible to assign an acoustic segment to one of 39 pho-
neme categories with at least 40 % recognition accuracy using
binaural processing over a wide range of SNR’s.

The results presented were the first comparing the performance
of the Cocktail-Party-Processor to monaural processing. These
results demonstrate that binaural processing provides a signifi-
cant improvement over monaural in noise and equivalent per-
formance in quiet. This could translate into better speech
recognition performance in noisy environments.

Future work will investigate this representation with Hidden
Markov Models (HMM:s) in order to incorporate duration and
context modeling. Present work using HMMs and monaural
auditory model representations have provided greater than 70 %
phoneme recognition in clean environments. With the combina-
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Figure 4 Phoneme recognition rates as a function of the SNR
for the monaural (triangles) and the binaural (dia-
monds) representations. Points to the far right are for
the clean condition; the square show results for the
AlIM-representation (see [12])

tion of binaural processing and HMMs, context-independent
phoneme recognition at very low SNR’s should be possible.
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Table 1: Recognition results (speaker and context-independent

phoneme recognition rates) for the monaural
representation.
SNR/dB
Measure

0 21 9 3 -3 -9 | -21
Correct | 434 1 40.1 {347 [ 31.1 | 2821230226
Deletions | 7.7 | 13.5 1 22.6 | 30.3 | 38.3 | 70.0 | 76.3
Insertions | 1.7 [ 26 { 1.9 | 1.7 ] 19 | 09 | 0.3
Substitutions| 47.2 | 43.9 | 409 | 369 | 316 ] 6.1 | 0.8
broad class | 72.3 | 66.5 | 60.2 | 56.2 | 50.6 | 26.6 | 22.9
Vowles 84,5 826|828 838|717 107| 07
Stops 2681205} 14 | 02 0 0 0
Nasals 413 13151157 07 0 0 0
Glides 2032311133 47 |25} 23|01
Fricatives | 66.4 | 4851 19.8 | 2.1 0 01} 03
Silence 92.0 ] 87.8 {91.591.7 { 91.1 } 96.2 | 98.8

Table 2: Recognition results (speaker and context-independent

phoneme recognition rates) for the binaural
representation.
SNR/dB
Measure

o0 21 9 3 -3 -9 | -21
Correct | 434427 (41.0(393]37.7|361]304
Deletions | 7.8 | 82 [ 10.0| 11.8 ( 13.9 | 18.1 | 32.3
Insertions | [.8 | 1.6 { 1.5 | 1.9 | 2.0 | 1.9 { 13
Substitutions§ 47.0 { 47.5 { 47.5 | 46.9 | 46.3 | 43.9 | 36.0
broadclass | 71.9 [ 71.6 | 69.7 | 67.9 | 65.7 | 62.7 | 55.0
Vowles 83.4 | 848 |83.1 | 8498298321806

Stops 254 1217121211801 192}124} 0
Nasals 39413311267 18211631136 1.3
Glides 30912501260 187|179 142 39
Fricatives | 66.9 | 68.7 | 61.7 | 57.6 | 49.1 | 334 | 0.2
Silence 91.9 1926 [ 93.1191.0]90.5|909 | 944
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