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ABSTRACT

This paper is concerned with a new ensemble merging algo-
rithm for triphone Hidden Markov Model (HMM) state tying,
that has been used in the AT&T spoken language recognizer
for the official 1994 ARPA ATIS evaluation. In controlled ex-
periments, we show that ensemble merging provides both more
robust estimates of the triphone HMM's, and increased HMM
resolution. In general, distribution tying is performed by sharing
{merging) the data of the available state ensembles, to provide
larger ensembles useful for likelihood function estimation. As an
objective criterion for state tying, we define a total distortion
function. Merging two or more ensembles never decreases the
total distortion. To automatically tie acoustically similar states,
we merge the ensembles that provide the smallest distortion in-
crease. This straightforward technique has provided a relative
word error rate reduction up to 16%.

1. INTRODUCTION

This paper is concerned with a new ensemble merging
algorithm for triphone HMM state tying, that has been
used by the AT&T spoken language recognizer in the
official 1994 ARPA ATIS evaluation [1].

Hidden Markov Models (HMM’s) of phonemes in left
and right context (triphones) are commonly used in
high performance, large vocabulary, speaker indepen-
dent recognizers. However, the training data bases do
not contain enough tokens of all available triphones to
allow for ‘a straightforward estimation of the triphone
HMM’s. Typically, model based solutions to this prob-
lem (e.g interpolation of triphone, biphone and mono-
phone HMM’s) have been adopted. More recently [2-4],
state tying of the HMM’s observation density has pro-
vided a more efficient use of the available training data
[3]. In particular, [2] and [3] are bottom up approaches
developed for discrete and continuous state observa-
tion density HMM’s, respectively. The approach in [4]
is top down, it is based on decision trees, and it allows
for the estimation of HMM’s of triphones unseen in the
training data..

We have introduced a bottom-up ensemble merging
state tying algorithm in the AT&T spoken language
recognizer, that has been officially evaluated by ARPA
in the ATIS test of December 1994. In controlled ex-
periments, performed on the ATIS test data, we show
that ensemble merging provides both:

a) Improved robustness of the triphone HMM’s

b} Improved HMM resolution.
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The ATIS test data consist of spontaneously spoken
questions about air travel. We believe that an efficient
use of the training data is key to high performance
spontaneous speech recognition, and state tying is just
one of the methods that we have developed for this
purpose. Throughout 1994 we have addressed the fol-
lowing issues for accurate recognition of spontaneous
speech:

1. Speech model estimation problem. Even the
large speech data bases used for model training
cannot explicitly represent all the characteristics
of spontaneous speech, that includes disfluencies,
false starts, uhm’s and pauses, ungrammatical sen-
tences, unexpected phrases, and an open and large
vocabulary.

Therefore, we have developed methods to improve
the robustness of statistical estimates of events
that are sparsely observed in the training data.
Besides introducing our ensemble merging state ty-
ing algorithm, we now use interpolation for gender-
dependent HMM modeling. We have also in-
creased the data available for HMM training by
borrowing sentences from the ARPA WSJ task.

Furthermore, we have studied techniques to gener-
alize the training data for the estimation of statis-
tics of unseen events, that do not explicitly ap-
pear in the training data. New language models,
that approximate n-grams, have been introduced
[5]. Unseen events have been incorporated in the
language model. The introduction of word classes
has increased the robustness of the estimation of
speech events and has improved the modeling of
unseen events. Language models of different orders
have been tested. Through the concept of com-
pound words and frequent verbal forms the word
history associated with these language models has
been implicitly extended.

Other improvements, not related to the estimation
problem with intrinsically sparse training data, in-
clude the mel-cepstrum analysis of 16 kHz speech
(instead of 8 kHz lpc-cepstrum), the cepstrum
mean subtraction, the experimentation with inter-
word HMM’s, and a larger lexicon.

2. Computational complexity is also an impor-
tant issue. For quick development of new ideas, we
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have designed a unified representation for n-gram
language models of different orders and types [5],
which can therefore be tested without changing the
decoder architecture.

Thanks to the above listed techniques, the AT&T rec-
ognizer scored a 3.5% word error rate in the 1994 ATIS
evaluation, that is a three-fold reduction of the 10.3%
word error obtained in 1993.

This paper outlines the 1994 AT&T ATIS recognizer.
However, particular emphasis is given to the ensemble
merging state tying algorithm, and to its experimen-
tal evaluation, in Sections 3.2 and 3.3, respectively. A
more detailed dscription of other system components
is given in [1] and [5].

2. SPEECH ANALYSIS

The recognizer frontend is based on the mel-
cepstrum' analysis of the input speech sampled at
16kHz. Every 10 ms, the sampled waveform is ana-
lyzed to extract 12 mel frequency cepstrum coefficients
(MFCC). For every input sentence, we subtract from all
the MFCC vectors the average (per sentence) MFCC
vector (Cepstrum Mean Subtraction). Every frame fea-
ture vector is made of 39 components, consisting of the
12 MFCC’s and of the frame energy in dB with their
1%t and 27¢ derivatives.

In previous systems, we used lIpc-cepstrum analysis
of 8kHz speech without cepstrum mean subtraction.

3. ACOUSTIC MODELING

The acoustic models consist of triphone, three-states
left-to-right Hidden Markov Models (HMM), with con-
tinuous state observation densities defined by mixtures
of Gaussians with diagonal covariances. The HMM es-
timation has been improved by the introduction of tied
state distributions, 1.e. corresponding states of dif-
ferent triphone models of the same base phone may
share the same state likelihood function. With the
available training data, without state tying, we could
estimate only the HMM’s of a small number of the
”most frequent” triphones (about 2,000), and most of
the triphones were represented by either diphonic or
monophonic HMM’s. Thanks to state tying we can
now reliably estimate the HMM’s of those triphones
that appear only once in the training data. For the
1994 evaluations, we have defined 19,000 triphone mod-
els, based on 3,500 different likelihood densities, using
20,000 ATIS sentences and 8,000 WSJ sentences for
training.

HMM training

The iterative procedure for triphone HMM estima-
tion consists of three steps:

1. Training data segmentation into HMM states, by
supervised Viterbi algorithm.

2. State tying. Frame feature vectors of correspond-
ing states of different triphone HMM’s of the same
base phone may be merged into the same training
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ensemble. Therefore, corresponding states of dif-
ferent HMM’s share the same ensemble, and the
same likelihood function.

3. Gaussian mixture estimation from the training en-
sembles, by maximum likelihood, through k-means
clustering.

The next Section gives a description of the state tying
algorithm.

The Ensemble Merging algorithm

In general, after the Viterbi segmentation of the (al-
ways scarce) training data, many of the triphonic HMM
states are associated to feature vector ensembles that
are too small for a reliable estimation of the state den-
sity. Therefore, we merge these ensembles with other
ensembles of corresponding states of different triphone
HMM’s of the same base phone. Ideally, this process
should tie the data of similar acoustic events. For
this purpose, we define a total distortion function as
in the classical k-means clustering algorithm. During
k-means clustering, the operation of cluster splitting
always decreases the distortion. Conversely, ensemble
merging always increases the total distortion. To per-
form tying of acoustically similar states, we merge the
ensembles that provide the smallest distortion increase.
Our ensemble merging state tying algorithm is similar
to [3]. However, it is solely based on the minimization
of a distortion increase, without the need of heuristics.

We want to define a criterion to merge the ensembles:

E,, i=1,N (1)
of correspondent states of different triphones ( N tri-
phonesin (1)). Let f be the generic feature vector, with
components normalized to unity variance, by appropri-

ate scaling factors. We define a distortion measure for
every ensemble:

4= 3 6t 5) @
feE

where 6(f, y;) is the Buclidean distance between fea-
ture vector f and the center, i.e. mean vector #y, of the
ensemble £;. At last, we define a total distortion of all

the ensembles (1):
D= Y d; (3)
i=1,N
Note that by merging any of ensembles (1), the dis-
tortion (3) is always increased. Therefore, for state
tying, we merge the ensembles (1) into a new set of
ensembles that:

a) Contain a minimum number § of feature vectors
b) Provide the smallest increase of distortion (3).

Condition a) allows for Gaussian mixture estimation.
In the ATIS tests, we have used a value of the threshold
# equal to 1,000. In preliminary experiments, we have
verified that the recognition accuracy is not critically
dependent on the value of . Condition b) allows for
the tying of acoustically similar states. We approxi-
mate condition b) through a computationally efficient
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iteration, that merges the smallest ensemble with an
other best or most similar ensemble, untill the small-
est ensemble size exceeds the threshold 8. We define
two operators:

D_incer(E;, E;) . increment of (3) if E;, Ejare merged

(4)

merge(E;, E;) : merges E;andE;

. (5)
and the iteration:

while(size_of(E; = smallest_ensemble) < §)

E; = arg EI;n#l%‘ D_incr(E;, E;) (6)
merge(E;, E;)

At first, the iteration (6) seems computationally in-

tensive, because (2) and (3) must be computed to find
E; = argming,zg; D.incr(E;, E;). Using definitions
(2) and (3), computing arg min in {6) requires a number
of floating point operations proportional to the feature
vector dimensions times the -total number of feature
vectors. However, computation can be greatly reduced
by writing (2) as follows:

n
di = Nizaiz,k (7)
k=1

where N; is the number of vectors in ensemble Ej, n
is the feature vector dimension and 02-2 i is the variance
3

of the k*" components of the vectors of E;. Obviously
(7) is much more efficient than (2). (7) can be usefully
employed in (6) because, when the merge operator (5)
is applied to (E;, E;), to provide a new ensemble Ej, the
means and variances of F; can be efficiently computed:
Nipgp + Niptj &

Bk = N+ N (8)
R Ni(of, + ,“?,k) + N; (sz,k + ﬂ]z,k) —2, )
Lk = N+ N; Hik

Using (7), (8) and (9), the computation of every itera-
tion in (6) requires a number of operations proportional
to the feature vector dimensions times the number of
ensembles, and it is efficiently performed.

Experiments with state tying

We compare state tying of triphone HMM’s, with
the more traditional approach for triphone estimation
consisting of:

1. HMM estimation for the most frequent triphones,
only.

2. Use of either diphone or monophone HMM’s for
the least frequent triphones.

The advantages of state tying are twofold:

a) Improved robustness of triphone HMM’s.
By sharing the training data of states in differ-
ent triphones, we obtain larger ensembles for the
estimation of the HMM state likelihood functions.
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b) Improved resolution of triphone HMM’s. By
sharing the training data of states in different tri-
phones, we can train a larger set of HMM'’s, even
for those triphones that occur only once in the
training data.

Points a) and b) above are illustrated by the recog-
nition experiments of Table 1. Testing is performed
on the 1993 ATIS test set, using gender-independent
triphone HMM’s with inter-word context dependency,
and a word bigram language model. The training data
consist of 20,000 ATIS sentences. The only difference
among the experiments of Table 1 concern the type of
HMM’s. Table 1 is therefore useful to assess the per-
formance of the state tying algorithm.

Without state tying, the best word error rate (7.7%
in Table 1) is obtained by training the HMM’s of the
most frequent 2,000 triphones, that appear at least 80
times in our training data. Table 1 shows that state
tying provides more robust HMM estimates, because
it reduces the word error rate to 7.1%, using the same
number of triphone HMM’s. Furthermore, with state
tying, the HMM resolution can be improved, by es-
timating the HMM’s of all the triphones that appear
at least once in the training data (9,000 in our case).
Therefore, the word error rate is reduced to 6.5%, as
shown in Table 1.

TRIPHONE HMM’s | word error rate

2,000 HMM’s 7.7%
no state tying

2,000 HMM’s 7.1%
with state tying

9,000 HMM’s 6.5%

with state tying

Table 1: Improved robustness and resolution with state tying

Experiments of Table 1 show a relative 16% reduc-
tion of the word error rate, thanks to the use of state
tying. These experiments were performed using con-
text dependent triphone at the word boundaries. It
may be also interesting to mention that, in our exper-
iments, most of the advantage in the use of triphones
at the word boundaries (in comparison to intra-word
triphones only) is achieved only when tied states are

- used. Without state tying, the use of cross-word tri-

phones provided only an insignificant 0.1% word error
rate reduction.

Our best ATIS recognition system is based on lan-
guage model of trigrams of word classes (Section 5).
At the moment, with a language model based on word
classes, we can use only diphone and monophone mod-
els at word boundaries. Since more data are intrinsi-
cally available for the estimation of diphonic and mono-
phonic HMM’s, the advantages of state tying may be-
come less important. However, state tying is still use-
ful, and we have verified that it reduces the word er-
ror from 5.4% to 4.9%, in a system based on gender-

1501



dependent HMM?s, trigrams of word classes and di-
phonic and monophonic HMM’s at word boundaries.

4. GENDER-DEPENDENT HMM’S

For improved accuracy, the 1994 recognizer uses
gender-dependent phonetic HMM’s. Prior to recogni-
tion, speaker-gender classification is performed for ev-
ery input sentence. Then, the corresponding gender
dependent triphone HMM’s are used for sentence recog-
nition. More precisely, for best accuracy, the state like-
lihoods of the gender-dependent triphone HMM’s are

interpolated with the corresponding state likelihoods of

the gender-independent HMM’s [1].
5. LANGUAGE MODEL WITH VNSA’S

In 1994 we have designed and tested a new language
"model representation by means of Variable N-Gram

Stochastic Automata (VNSA) [5], which provide a uni-
fied representation for different types of n-gram lan-
guage models. With VNSA’s, we approximate bigram,
trigram and fourgram language models. To more ac-
curately estimate the probabilities of word sequences
we take advantage of the concepts of word classes and

compound words and verbal forms . A word class is a

set of words having semantic-syntactic similarities (e-g.
the set of city names, the set of airport names, ete.). A
compound word is a sequence of words with very strong
correlation (e.g. ”I’'D LIKE TO”, "HOW MUCH?”,
"THANK YOU”, etc.). The word classes (thirteen,
in our case) and compound words (about one hundred)
have been heuristically defined. The recognizer used

in the 1994 evaluations adopts a third order VNSA, to

approximate trigrams of word classes and compound
words. :

6. LEXICON
Our 1994 ATIS lexicon consists of 1,530 words, with

one pronunciation per word, as defined automatically-

by the AT&T text to speech system.
7. TRAINING DATA

Significant recognition accuracy improvements have
resulted from more data available for language model
training and HMM estimation. Our training set con-
sists of 20,000 ATIS sentences. In addition 8,000 WSJ
task training sentences were also used for HMM esti-
mation.

8. 1994 PROGRESS

Throughout 1994, we have used the official 1993
ARPA ATIS test set (Class A+D+X) as an experi-
mental development set. Items (a) through (k) below
summarize the word error rate in percent, on the 1993
test set, for the various conditions described in the pre-
ceding Sections.

(a) 10.3%. 1993 ATIS recognizer.
(b) 8.8%. same as (a), but with third order VNSA

(word trigram approximation), instead of second
order VNSA.
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(¢) 7.7%. as (b), but with 16kHz speech and mel-
cepstrum, instead of 8kHz Ipc-cepstrum.

(d) 6.8%. as (c), but with cepstrum mean subtrac-
‘tion.

(e) 6.6%. as (d), but with speech waveform DC bias
removal

(f) 6.2%. as (e), but with word classes.
(8) 5.7%. as (f), but with gender dependent HMM’s.

(h) 5.4%. as (g) but with about 2,000 more atis sen-
tences for training. Slightly increased lexicon, ad-
Jjustment of parameters. -

(i) 4.9%. as (h) but with tied state HMM’s. 8,000
HMM’s instead of 1,000.

(J) 4.5%. as (i) but with introduction of compound
words in the language model.

(k) 3.8%. as (j) but with 8,000 additional WSJ
task sentences for HMM training. 19,000 triphone
HMM’s. Small lexicon increase and parameter ad-
justments.

The system (k), further improved by incorporating the
1993 test set in the training data, has been used in the
1994 ARPA ATIS official test, and it scored a word
error rate of 3.5%.

9. CONCLUSION

We have provided an overview of the 1994 AT&T
spoken language recognizer, that has scored a state of
the art word error rate of 3.5% in the official ARPA
ATIS evaluations of December 1995. In particular, this
paper is focused on the state tying ensemble merging
algorithm, used in the 94 ATIS evaluations. In con-
trolled experiments, we show that ensemble merging
improves both, the robustness and the resolution of
the triphone HMM’s. Ensemble merging allows for a
relative word error rate reduction of 16%, when fully
triphonic HMM’s are used at word boundaries, and of

"8%, when diphone or monophone HMM’s are used at

word boundaries.
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