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ABSTRACT

This paper presents a feature-based representation
(FBR) of speech that is motivated by phonetic-feature
theory. Presently, only the manner features: sono-
rant, syllabic, nonsyllabic, noncontinuant and fricated
are considered. The objectives of such a representa-
tion are to directly target the linguistic information
in the signal and to minimize other extra-linguistic
information that may yield large speech variability.
To aid in this goal, FBR was defined in a relational
manner across time and frequency. Preliminary re-
sults using FBR and the Hidden Markov model (HMM)
approach in a broad-class recognition task suggest
that FBR was able to target much of the phoneti-
cally relevant information. Results comparable to an
HMM using a cepstral-based representation (CBR)
were obtained when one-mixture probability density
functions were used. As the number of mixtures
was increased, CBR outperformed FBR primarily
because fine phonetic details,-that go beyond the
manner features, were captured in the multi-mixture
CBR-HMM’s.

1. INTRODUCTION

The signal representation in today’s state-of-the-art
speech recognition systems is usually kept simple in
terms of Mel-cepstral coefficients and their time deriva-
tives. Such a signal representation contains linguis-
tic and extralinguistic information. Thus, in build-
ing speech models such as Hidden Markov Models
(HMM’s) of phones, statistical training algorithms
and large amounts of data are relied upon to capture
the phonetic message in the signal and smooth out
all other information. In our current research, we at-
tempt to obtain a signal representation of the speech
signal that targets the linguistic information. Such
a representation, if reliably obtained, should allow
training algorithms to focus on the phonetic content
in the speech signal and reduce model complexity,
lessening the demand on training data.
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The signal representation that we seek consists of
a set of parameters that capture the acoustic prop-
erties of phonetic features [1]. Phonetic features ([2],
[3]) are minimal speech units that describe the man-
ner and place of articulation. These features have
acoustic correlates in the speech signal ([4], [5], [6])
which have been shown in psychoacoustic experi-
ments (c.f. [7]) to play an important role in human
speech perception. The acoustic correlates may be
reliably extracted from the speech signal and used for
recognition as demonstrated by the semivowel recog-
nition system developed by Espy-Wilson [8]. Thus,
using phonetic features as a basis for parameterizing
the speech signal is well motivated in the literature.
Once such a representation is obtained, several ad-
vantages may be gained. There are linguistic studies
([2], [9]) which show that contextual variability of
speech can be explained in terms of modifications
at the phonetic-feature level. Consequently, having
a speech representation based on phonetic features
provides a framework for understanding contextual
variability and may lead to more natural and eco-
nomical speech models, than triphones for instance,
which handle contextual variability [10].

In previous work [11], we have determined a pre-
liminary set of acoustic correlates and related acous-
tic parameters (see Table 1) that correspond to the
phonetic features: syllabic, nonsyllabic, sonorant, non-
continuant and fricated in addition to silence. These
parameters were computed in an event-seeking ap-
proach, rather than frame-by-frame, to determine
the strength of the acoustic properties correspond-
ing to the phonetic features. The acoustic proper-
ties were then combined using the fuzzy logic frame-
work to estimate the strength of the phonetic fea-
tures in the signal and recognize speech in terms
of the manner classes: vowels, sonorant consonants,
stops, fricatives and silence. In the current work,
the same set of acoustic parameters is used to build
acoustic models of broad classes based on the HMM
topology. However, to make the acoustic parame-
ters fit in the HMM framework, all parameters are
computed every frame while implicitly representing
acoustic events such as dips and peaks. The HTK
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Figure 1: The hierarchy of feature organization.

toolkit [12] was used to build the acoustic models
and to carry out the recognition experiments. The
purpose of these experiments is to compare the de-
veloped parameters to the Mel-cepstral coefficients
while keeping the modeling and recognition strategy
the same.

In section 2, the feature-based acoustic parame-
ters are discussed. The recognition experiments are
described in section 3.1 and their results are dis-
cussed in section 3.2. Finally, the conclusions from
the experiments are stated in section 4.

2. PARAMETERS

The selection of the acoustic parameters was guided
by the feature hierarchy depicted in Figure 1. Such a
hierarchical organization of phonetic features is ad-
vocated in modern phonology [3]. Following the hi-
erarchy, parameters that distinguish sonorant from
nonsonorant sounds were first sought. Then, param-
eters that distinguish, among sonorant sounds, be-
tween the syllabic and the nonsyllabic sounds were
developed. This method of parameter selection was
followed for all features in the hierarchy. The acous-
tic parameters for extraction of the phonetic-feature

correlates were obtained through analysis of the TIMIT

training set. The sought acoustic correlates are based
on acoustic-phonetic knowledge (c.f. ([5], [6])-

The philosophy adopted in determining the acous-
tic parameters is that they must be relative in time
and/or frequency rather than absolute. This philos-
ophy is influenced by (1) psychoacoustic studies (c.f.
[7]) which suggest that human listeners use relative
cues across time and/or frequency for phonetic iden-
tification and (2) the strategy used by spectrogram
reading experts whereby landmarks in the spectro-
gram are first located and then compared with the
remaining spectrogram content for phonetic identifi-
cation. It is also our belief that such relative mea-
surements will help reduce interspeaker variability
inherent in the speech signal and will consequently
lessen the demand on training data. Furthermore,
the relativity in the parameter definition takes into
account the dependence or relationship that exists
between the different speech sounds. For instance,
sonorant sounds produced during a few seconds of
speech are articulated with more or less the same
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Table 1: The phonetic features, their acoustic corre-
lates and the corresponding acoustic parameters.

Feature Correlate Acoustic Parameter
Sonorant strong E0.1-0.4: 100-400 Hz eng. |
low-freq. E0-2_2-8:
energy eng(0-2 KHz)-eng(2-8 KHz)
periodic Voicing-probability [13]
Syllabic strong ptd0.64-2.8: peak in
mid-freq. 0.64-2.8 kHz eng.
energy ptd2-3: peak in

2-3 kHz eng.

Nonsyllab. | weak dtp0.64-2.8: dip in

mid-freq. 0.64-2.8 kHz eng.
energy dtp2-3: dip in
2-3 kHz eng.
Fricated turbulence | zcr: zero-crossing rate
in mid to E0-2_2-8
high freq. | R1: first autocorr. coeff.
range normalized by the zeroth.
dtp.R1: dip-to-peak values
of R1
Noncont. Closure Closure:
followed E0.2-3: 0.2-3 kHz eng. I.
an abrupt | E3-6: 3-6 kHz eng. !
spectral R1.
change burst :

sum of positive first
difference values across the

the STFT channels

+ normalized with respect to its maximum value across
the utterance.

voicing source. Thus, one expects the energy in the
region of FQ for a speaker to be pretty much the
same across all sonorant sounds. To capture this
fact, the parameter E100-400 (energy in 100-400 Hz
band) is measured at each time frame with respect to
the maximum across the utterance and it is expected
that deviation from this maximum will be low for
sonorant sounds and high for nonsonorant sounds.
The parameters used in this work are illustrated in
Figure 2 and their relationships to the phonetic fea-
tures are shown in Table 1.

All parameters were developed for speech sam-
pled at 16 kHz. Parameter computation was carried
out at a 5-ms frame rate and the different energy
measures were computed from the STFT represen-
tation of the signal.

3. EXPERIMENTS

3.1. Description

All experiments were carried out using the hand-
labeled TIMIT database. The task was broad class
recognition of speech into the following categories:
syllabic (SY) (includes vowels, syllabic nasals and

syllabic /1/’s), sonorant consonant (SC) (includes nasals

and semivowels), fricative (FR), noncontinuant (NC)
(includes stops and affricates) and silence (SL) (in-
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cludes silence, pauses, epenthetic silence and stop
closures). HMM models for these classes ! were built
using the phonetically diverse and compact sentences
(SI and SX, respectively) in the TIMIT training set.
Recognition tests were carried out using the SI sen-
tences in the independent TIMIT test set.

Two HMM systems were compared. The first sys-
tem used 12 Mel-cepstral coefficients and normalized
energy augmented by their first and second deriva-
tives (M FCC_E _51.62) as the signal representation,
referred to as CBR in this paper. The second system
used the feature-based representation (FBR) discussed
in section 2. All HMM models were context indepen-
dent using diagonal covariance matrices. The prelim-
inary experiments reported here attempt to compare
FBR to CBR using the same recognition strategy
(HMM) so that we can understand the advantages
and deficiencies of the FBR.

3.2. Results and Discussion

The results of three experiments are summarized in
table 2. These experiments indicate that CBR and
FBR produced comparable results when the obser-
vation probabilities in the HMM states were mod-
eled with one-mixture probability density functions.
However, the difference in performance grew up to
8%, in favor of CBR, as the number of mixtures was
increased. This gap in performance with higher mix-
tures can be largely attributed to two factors: the
scoring algorithm [12] and the detailed spectral de-
scription contained in CBR. The scoring algorithm
compared the sequence of TIMIT-phone labels, trans-
lated to broad classes, to the HMM output without
timing information. Thus, if two adjacent phones
(e.g. /s z/) belonging to the same category (FR)
were recognized as one broad class (FR), the scor-
ing algorithm counted one of them as being deleted.
Such deletion errors occurred more often in the case
of FBR since FBR targets the manner features and
is not yet equipped with place-of-articulation param-
eters that distinguish adjacent segments that share
the same manner features. This also was the case
with one-mixture CBR-HMM?’s. On the other hand,
as the number of mixtures was increased, the CBR-
HMM’s were able to capture details that pertain to
individual phones. Thus, in recognition, the CBR-
HMM system was able to separate phone-segments
that belong to the same category resulting in a lower
deletion error. In addition, when voiced fricatives
were realized as sonorants with no evidence for frica-
tion, as often happens when these fricatives occur in-
tervocalically [6], the FBR-HMM rightly recognized
these sounds as sonorant consonants. However, in
scoring, these fricatives were counted as being er-
roneously substituted by sonorant consonants since

!models for affricates and stops were built separately but
were scored together as NC
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Table 2: Broad class recognition results comparing
the feature-based representation (FBR) and cepstral
based representation (CBR). Each table entry con-
tains % accuracy followed by correct recognition rate.

1 mix. 8 mix. 12 mix.
FBR | 63.9/75.2 | 66.3/77.5 | 67.5/77.8
CBR | 66.6/73 | 74.5/81.6 | 75.7/82.6

the underlying acoustic change is not captured in the
TIMIT labels. On the other hand, the CBR-HMM
system with higher mixtures had enough information
to differentiate between most of these sonorant frica-
tives and the other sonorant consonants yielding a
lower substitution error.

Some gap in the performance can also be at-
tributed to inaccurate modeling or insufficiency in
the signal representation. For instance, in the rule-
based event-seeking approach [11] from which FBR
evolved, locating a burst following silence was suf-
ficient to more accurately recognize a stop as NC
(deletion rate was 10 %). However, in the case of
HMM, the burst parameter seems to be insufficient
for recognizing this class of sounds (deletion rate was
21 %). It may be possible to improve results if non-
continuant models that include closures are built.
Further analysis of the experiment results needs to
be carried out in order to better compare the FBR-
HMM results to the CBR-CBR-HMM results.

Finally, the experiments conducted in this work
suggest that increasing the number of mixtures trans-
lates to much higher performance in the case of CBR
and to a modest improvement in the case of FBR.
This behavior may be due to the fact that the FBR
is characterized by less variability than CBR. One
way to further verify this premise is to examine the
recognition performance with both representations
while decreasing the amount of training data. These
experiments are currently being conducted.

4. CONCLUSION

In this work, we developed a signal representation
based on the manner phonetic features as a front end
for an HMM broad-class recognition system. This
representation yielded comparable performance to a
cepstral based representation (CBR) when unimodal
probability distributions were used. However, CBR
outperformed FBR when higher mixtures were used.
The better performance can be attributed to bet-
ter modeling of the richer spectral information con-
tained in CBR. This information enabled finer pho-
netic distinctions, than provided by the manner fea-
tures. Preliminary error analysis suggests that much
of the phonetic information at the manner feature
level was captured by FBR. Further, we expect that
as more parameters that relate to other phonetic
features (e.g. place-of-articulation) are added, the
performance will at least achieve that of the cep-
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stra at the advantage of directly targeting the pho-
netic information in the signal representation. Fi-
nally, based on the experiment results, we postulate
that the embedded time-relativity in the signal rep-
resentation was able to diminish much of the speech
variability. We are currently investigating whether
the phonetic-feature-based signal representation can
result in better performance if used in conjunction
with the cepstral-based representation.
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