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Abstract

In this paper we address the problem of us-
ing background information in order to improve
models obtained on insufficient amounts of train-
ing material, without removing the characteris-
tics of the original material. We introduce the
method of language model fill-up that appears to
be better suited for this purpose than classical
linear interpolation. The specific task we chose
to perform tests on is that of adapting a language
model to a speaker, which is particularly impor-
tant for speaker-dependent dictation systems.

1 Problem

In the practical use of a dictation system like the
one presented in [3], there is the problem that
for a new speaker who starts using the machine
there are no transcribed dictations available yet
to train a speaker-dependent language model on.
Therefore it is initially necessary to use a lan-
guage model which is trained on background ma-
terial from the domain, e.g. transcribed dicta-
tions by other authors or written material like
reports or letters. Previous investigations have
shown, however, that transcribed dictations by
the respective author best capture this author’s
personal style and should in any case be used as
soon as they are available, even if their amount
is fairly small. Furthermore, the use of back-
ground material is desirable even in cases where
a sufficient amount of speaker-dependent data is
available, since the size of background corpora
is usually at least one order of magnitude larger
than that of speaker-dependent ones (e.g. sev-
eral millions of words vs. several hundred thou-
sands of words). Thus, there is the hope that the
sheer amount of additional words should enable
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the model to better capture the general structure
of the language.

2 Approach

A classical way to integrate author-specific and
background material would be linear interpola-
tion (LI) which attempts to find an optimum
by averaging the probabilities of both models
involved. In this paper, we compare LI to a
backing-off approach (cf. [1]) which tries to take
the characteristics of both types of material into
account. As opposed to LI, the method pre-
sented here prefers one of the models and keeps
its probabilities unchanged for events that were
seen in the local training material, whereas those
of the other model are included in a scaled way.
From a heuristic point of view, we consider this
to be a reasonable approach since our experiernce
indicates that the specific features of a speaker
can best be captured by real material collected
from this speaker, even if the amount is very
small. In the next section we will see that as
few as 10,000 words of speaker-specific material
can be sufficient to obtain a good model, using
the technique presented here.

Given some small author-specific ('local’) train-
ing sample s; and some big unspecific sample s,,
we would like to prefer estimations from sy for
seen events due to their higher reliability, while
falling back to information from s, for unseen
events which can not be estimated reliably in
$1. In cases of events not seen in either sample,
one might use some less specific estimation model
coding implicit knowledge about the absence of
events in the given training material. So given
some kind of reliability classes (Co,Cy,...) e.g.
for bigram events one may switch between differ-
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ent statistical knowledge sources in a backing-off
manner.

Let us assume in the following a very sim-
ple, heuristical reliability classification of bigram
events over some finite vocabulary X:

Co = {(v,w)€ T} N, (v,w)> 0}
C = {(v,w)€ LN (v)>0,

N (v,w) =0, Ny, (v,w) > 0}
Cy = 22\(COU61)

where Ng(v,w) denotes the bigram count of
(v, w) in sample s and Ny(v) := 3 cx Ns(v,w)
is the associated predecessor unigram count.

In all tests the bigram estimation on s was cal-
culated directly by subtracting some discount-
ing value 0 < A(v) < 1 from the corresponding
bigram count. All other probabilities were es-
timated by the standard nonlinear discounting
method (cf. [4]), using ps,(w|v) to denote the
bigram estimate trained on s; as well as p;, (w)
for the unigram estimate on the author-specific
sample s1.

So our bigram fill-up model comes out as:

RuCul=20) (v, w) e G

wlv) == ¢ w(v)-ps,(wv) (v,w)ely

ﬁ(v) *Psy ('U))

To discuss the degrees of freedom in choosing
A(v),w(v) and G(v) let us define é;(v) to 1 if
there exists some w € % with (v,w) € Cy, and
0 otherwise. Accordingly, we define §3(v) for Cs.
Obviously A(v) may be chosen arbitrarily except
for 61(v) = 0 = 3(v) where p(w|v) equals the
maximum likelihood estimator (i.e. A(v) = 0).
As detailed calculation shows there is exactly one
degree of freedom left to choose positive values
for w(v),B(v) which assure ), cxp(wlv) = 1.
a(v) will denote this free parameter.

(v,w) € Co

Fixing values 0 < A(v),a(v) < 1 we are able to
assure this normalization constraint if we define

() 1 if6y(v)=0

> Ps (w]v) a(v)

wi{v,w)€eCq

w(v) =
otherwise
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in case of §1(v) = 1, as well as

—6y (v)-a(v
1 1 )ps(l ()w) .7(*0) Nsl(v) > O

w:(v,w)ECH

B(v) :=
1 otherwise

in case of §3(v) = 1. Here the term y(v) is well-
defined for all » € ¥ with N,,(v) > 0 by .

A(v) . Z 1

y(v) :=
( ) Nsl(v) w:Negq (v,w)>0

3 Results

We performed two series of tests. For both of
them, parameters of LI and fill-up were opti-
mized on the test material in order to find out
which is the minimal error rate we could obtain
with the respective method. All material dis-
cussed here is German.

In the first series, we used the entire amount of
available material for one speaker and employed
either LI or the fill-up technique to include infor-
mation from different background corpora. Re-
sults for these tests are given in Table 2. The
general structure is such that we first give the ref-
erence result for the respective speaker in which
the language model was trained just on the local
material. Below this we specify results obtained
with a model trained solely on background ma-
terial (MED1, MED2, LAW or FR) and results
obtained by combining local and background ma-
terial by either LI or fill-up. The respective sizes
of the corpora as well as the lexicon sizes for the
various speakers can be found in Table 1.

For speakers m72 and m73, both radiologists, the
background material (MED1) that consists of re-
ports written by various authors from the same
hospital (including m72 and m73) is considerably
worse in both perplexity and recognition rate
than previously collected transcribed dictations
by the respective authors (m72, m73). The same
holds for speaker m61, a lawyer. For speaker
m60, however, who is also a lawyer, the situation
is different in as far as the increase in perplexity
when turning from author-specific training ma-
terial (m60) to background material (LAW) con-
sisting of letters written by several authors (in-
cluding m60 and m61) is moderate, and the word
error rate even remains unchanged.
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For speakers m60 and m72 we also performed ex-
periments using newspaper texts from the Frank-
furter Rundschau (FR) as background material.
As the respective rows indicate, this material is
in itself very different from the local topic. Still
it is possible to make use of this data by fill-up,
though the performance is not as good as with
the more closely related background data from
MED1, MED2 or LAW.

Finally for m72 we performed a test using med-
ical reports from various authors at a different
hospital (MED2). The fact that both LI and
fill-up achieve about the same improvement as
with MEDI indicates that it is more important
to have data from the same domain of discourse
than necessarily from the same location.

In all the experiments fill-up is as least as good
as LI, and quite often it is considerably better.

In a second series of tests, we partitioned the
speaker-dependent material into blocks of about
10,000 words each and trained separate models
on each of them in order to simulate the tempo-
ral development that occurs when a new speaker
starts to use the system. The corresponding re-
sults for a typical speaker can be found in Tables
3 and 4 showing word error rates and perplexi-
ties, respectively. In the column labeled ‘Aceu’
we give the error rates obtained with a model
trained on the union of all blocks up to the re-
spective row. The columns labeled ‘fill-up’ and
‘LD’ give error rates for the cases in which the
background material (MFD1) was added to the
‘Accu’ model by use of 1% respective method.
It should be noted that the error rate for fill-
up is consistently lower than that for LI, even
though perplexities are significantly higher. Fur-
thermore it is quite interesting to see that a fill-
up model based on just 10,000 words of local
material is already better than the local model
based on 50,000 words and only 6% worse than
the fill-up model using these 50,000 words as lo-
cal material.

In summary we can say that fill-up has a number
of advantages as compared to LI :

e In the situations investigated, fill-up
outperforms LI.

e The probabilities of the local model
remain unchanged for locally seen
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events.

Since we know from experience that
the probabilities estimated from speaker-
dependent training material are very good
for seen events, we want to leave these un-
touched and simply add additional knowl-
edge from background sources.

¢ Even unrelated background material
can successfully be used for fill-up.
This can be seen in the results obtained with
Frankfurter Rundschau. Due to the nature
of the fill-up approach, only the important
information is picked from the background.
Thus the structure of the background mate-
rial is not too important. However, closely
related background material certainly helps
more than unrelated one.

¢ The fill-up models are considerably
smaller than those generated by LI.
This is due to the fact that for LI, all of
the local and the background material has to
be combined, whereas during fill-up we only
select specific information from the back-
ground and include it in the local model.
Since the background models used should
be as large as possible, this is a considerable
advantage for practical purposes.

Table 1: Sizes of corpora and lexica

l Corpus [ No. words ] Lexicon size—|

m60 61,130 12,073
m61 71,208 15,188
m72 50,192 13,095
m73 54,375 13,095
MED1 | 1,485,625 -
MED?2 | 23,517,363 -
LAW 727,104 -
FR 40,000,000 -

4 Conclusion

In this work, we presented a method to combine
two language models in such a way that the prob-
abilities of the first model remain unchanged for
events that were locally seen. In the experiments
that we performed concerning the adaptation of
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Table 2: Local vs. background material : test
set perplexity (PP) and word error rate (WER)

[IM [ PP| WER | AWER |

m72 234 | 12.3%

MED1 860 | 13.8% +12%
LI 159 | 11.5% -6%
Fill-up 220 | 10.9% -11%
FR 82,158 | 20.3% +65%
LI 218 | 12.2% -1%
Fill-up 285 | 11.9% -3%
MED2 7,896 | 16.6% +35%
LT 171 | 11.6% -6%
Fill-up 187 | 10.9% -11%
m73 43 | 5.0%

MED1 341 | 7.7% +54%
LI 37| 4.9% +0%
Fill-up 40 | 4.7% -4%
m60 236 | 12.8%

LAW 330 { 12.8% +0%
I.I 215 | 12.1% -5%
Fill-up 99 [ 10.0% | -22%
FR 4,503 | 21.1% +65%
LI 203 | 11.9% -7%
Fill-up 120 | 11.4% -11%
mb61 167 | 12.2%

LAW 1,072 | 15.5% +27%
LI 162 | 11.2% -8%
Fill-up 190 | 11.1% -9%

a language model to one individual author, it led
to a lower word error rate than linear interpola-
tion.

The fill-up method presented above can be gener-

alized and hopefully improved on in a number of

ways. One is the migration from bigrams to tri-
grams, which is currently being investigated. On
the other hand, the models used for the different
cases discussed in section 2 can be improved in-
dependently. This appears to be particularly im-
portant for those events falling into C,, i.e. those
which were seen neither locally nor in the back-
ground.
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Table 3: Adaptation over time for m72 - WER

Block | Accu | Fill-up LI A
15.5% | 11.6% | 12.6% | -8%
13.7% | 11.4% | 11.8% | 3%
13.1% | 11.6% | 11.6% | £0%
127% | 11.3% | 11.6% | 2% |
12.3% | 10.9% | 11.5% | 5%

O x| QO D[ =

Table 4: Adaptation over time for m72 - PP

Block | Accu | Fill-up | LI A
1 720 435 | 289 | +50%
2 450 343 | 234 | +46%
3 385 328 | 223 | +47%
4 350 308 | 213 | +45%
) 234 220 | 159 | +38%
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