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ABSTRACT

The aim of this work is to separate complex sounds
characterised by their fundamental frequency (F0) and
their spectrum. We propose an elementary 'cocktail
party' processor working with these two features. The
model consists of a DFT based processing of the output
of a gammatone filterbank channel by channel, having
three stages : pitch estimation, recovery of source
spectrum using amplitude modulation (AM) frequency,
and pattern matching, using neural networks. The signal
is demodulated by rectification, and the amplitude
modulation frequency is given by evaluation of the
Fourier transform module. We build a two-dimensional
tonotopic/AMtopic map where the complex sound
components are well resolved and we group them in
order to recover separate spectra, using the sieve estimate
of the fundamental frequency. Performances are shown
for the vowel/masker and vowel/vowel recognition task.
We show that it is a good alternative method to the
autocorrelogram proposed by Assmann and Summerfield
{1] for performing the periodicity analysis and the
complex sound separation.

1. INTRODUCTION
1.1. Auditory scene analysis (ASA)

A fundamental problem for any speech recognition
system is the extraction of one significant signal in
background activity. This can be environmental noise,
but also other speakers or music. One way of dealing
with noise is to attempt to remove it by filtering before
processing and pattern matching takes place. Another
approach might be to consider the auditory scene as a
mixture of several 'auditory objects' and to design a
intermediate stage where components are separated and
grouped object by object before identification. This
approach is more complex, but perceptual data shows
that this is the strategy employed by human listeners [2].
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Fig. 1 : Three levels of control for objects separation.

We suppose that an efficient 'cocktail party’ processor
needs at least three levels for separating sources : (1)
sensors are tuned for specific sources or oriented toward
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them (2) intermediate stages extract, map and group
features (3) these groups of features are classified and
labelled with the use of memory. Several works show
that noise compensation or object separation could be
performed directly at the recognition level. An appealing
strategy is to recognise only selected unmasked features
[3]. On the other hand, lower levels could be adapted
with information coming from upper levels (descending
arrows of fig. 1).
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Fig. 2 : Double vowels separation : vowel sounds (A)
in a background of either another vowel (B) or other
signals have to be recover from a mixed sound (C) to
resemble the original (D and E). Only internal
representations (recovered spectra) are shown here.

A part of the ASA is done in the intermediate levels
where features are mapped and resolved. Our strategy
intends to recover the complete energy associated with
each object (the internal representations of fig. 2), using
a double decomposition-grouping process which is 'rule
based’, parallel and systematic. Several rules for
organising features are proposed by the Gestalt theory of
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perception. This model works mainly on the basis of
harmonicity relationships.

1.2. Feature extraction and grouping

Both psychophysical and physiological experiments have
demonstrated the plausibility of an information
processing architecture based on specialised modules and
representations of features of complex sounds rather than
a straightforward pattern matching after a simple pre-
processing stage. Monaural features extracted by the
auditory system are : (1) spectrum (2) amplitude
modulation frequency (3) onset (4) offset (5) frequency
modulation. Spectrum is the distribution of intensity
levels (i.e. energy) among the tonotopic axis. (1-4) are
represented since the mammalian brain steam level
whereas (5) is probably analysed at the cortical level.
These attributes are bound together in order to build
separate flows corresponding to perceptual entities,
namely 'auditory objects’.

In order to apply this general concept to speech
processing and to design an engineering application with
a theoretical point of view, we reduce the problem to the
use of (1,2), and we choose the well-documented double
vowels separation task (fig. 2). In this particular
problem, objects are only characterised by their long-
term spectra and their fundamental frequency. A long-
term integration spectral analysis itself is not sufficient
for identifying overlapping vowels with a purely forward
pattern matching process. We propose an algorithm
which performs spectral recovering after a long-term
periodicity analysis, giving an internal spectral
representation preserving the relevant information carried
by the original Fourier spectrum.

2. PRINCIPLE OF MAPPING OF
COMPLEX SOUNDS

2.1 Why and how to use the DFT for building
AM maps ?

Physiological experiments have shown that cells in the
central nucleus of the inferior colliculus are sensitive to
very selective amplitude modulation rates. Langner and
Schreiner [4] suggested that these neurones may be
organised into maps spanning 'best stimulus frequencies’
and 'best amplitude modulation frequencies' represented in
the hearing system. Physiological data suggests a
mechanism of periodicity analysis based on neural
resonance and selective enhancement of the amplitude
modulation. Because of their computational complexity,
faithful physiological models of periodicity analysis are
not actually suitable for speech processing. It is
nevertheless possible to reduce the physiologically
inspired models to functional models replicating their
main characteristics.
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Fig. 3 : Mapping of amplitude modulation frequency.
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From a functional point of view, separating vowels
requires a precise representation of AM frequencies which
is easy to obtain by Discrete Fourier Transform (DFT)
preceded by a simple pre-processing stage based on half-
wave rectification (HWR) and band-pass filtering of the
output of a first order gammatone filterbank (fig. 3).
This demodulates the medium and high frequency
channels. Only half-wave rectification is non-linear.
Rather than being presented with the channel frequencies
(carrier frequency) and sidebands corresponding to the
envelope frequency, medium and high frequency channels
code the signal energy directly at the fundamental
frequency [S]. Depending on the modulation envelope
shape after rectification, a number of harmonics
corresponding to the envelope spectrum could be
generated (fig. 4). The band-pass filter has a wide
selectivity centred on the low frequency working domain
(max. around 150 Hz). It removes the DC peak, low
frequency interfering components due to the rectification
and the high frequency carrier components.
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Fig. 4 : Typical AM map of a complex tone (1-20)
harmonics.

We take the Fourier transform magnitude; the phase
spectrum is not used in this model. The resulting image
is a double frequency representation where the vertical
axis of the bi-dimensional representation is tonotopic,
quasi-logarithmic whereas the horizontal AM frequencies
are linearly distributed. A third temporal dimension could
be added for representing a non-stationary stimulus and
for building a run-time system. In the low frequency
domain of the tonotopic axis, the harmonics are well
resolved in the two axes while they produce an AM
signal among the medium and high frequency domains,
related with the fundamental frequency.

2.2 A method
autocorrelogram

alternative to the

The AM map proposed here expands the dimensionality
of the auditory representation (frequency/frequency/time)
like the autocorrelogram (frequency/delay/time) so that
the different components of amplitude modulated sounds
are resolved. But acorr-based representations concentrate
directly the spectrum of each modulated sound whereas
the DFT is dispersive. Fortunately, a simple grouping
rule using harmonic relationships could be applied for
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compensating this effect. The price to pay is the use of
an explicit grouping process based on the harmonicity of
the components, after a pitch estimation given by the
sieve (fig. 5). The simple peak detection necessary for
the interpretation of the autocorrelogram is replaced by a
more complex scheme. The resolution given by the DFT
is not so fine as the autocorrelation, but a great
compensation comes from the comb coherence, and pitch
estimates falls into reasonable range with plausible long
term windows (around 100 ms). A DFT-based method
allows the advantages to be fast and to have a degree of
biological plausibility. We consider one possible
physiological mechanism using neural multi-bandpass
filters for building AM maps which groups directly
couples of octave-related frequencies. It is comparable
with a restricted version of the sieve, finding directly the
first harmonic relationship.
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Fig. 5 : Identification of overlapped complex signals.

3. PITCH ESTIMATION

An harmonic sieve was used because this approach
allows a better estimate of the fundamental frequency
than is the resolution of the underlying representation. If
102.4ms windows are used each AM bin is 9.76Hz wide,
a non sufficient resolution, assuming a sampling rate of
20kHz. We obtain better accuracy (around 1Hz) using the
summary spectrum because each harmonic can contribute
additively to the resolution power. The summary
spectrum is computed by adding activity across the
channel frequencies rather than by a separate Fourier
transform. Fundamental frequency or low harmonics are
able to dominate the output, even if they are missed or
attenuated in the Fourier spectrum.

In order to avoid spurious candidates given by the sieve,
we add another limitation, the assumption of a resolution
of one semi-tone (5%) in line with psychophysical data
from Assmann and Summerfield [1]. They found that for
frequency differences of less than a semitone observer
performance declines.

A third condition is the logarithmic compression of the
AM map, performing around 13% better than the linear
scheme (estimate 5% within of target). This is probably
related with the actual criteria of the sieve, which is the
sum of energies rather than the number of harmonics.

Finally, a rejection threshold is defined in order to
replace candidate peaks by their subharmonics. The
complete system has only two parameters we have to
tune in order to improve the performances : rejection
threshold and time constant of the band-pass filter. When
stimuli are double vowels chosen in /a,e,i,o,u,y/ and
having different pitches within 90-220Hz, the estimation
performance for both within 5% is relatively stable at
around 90%.
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4. POOLING PROCESS

In the map, lower harmonics are well represented by both
frequency and place, but it is necessary to pool these
components to recover the internal spectrum. Higher
frequency harmonics related with the envelope spectrum
are pooled at the same time. The principle is to pool
resolved components of the Fourier spectrum with
demodulated components of the envelope spectrum in
order to reconstruct a composite 'internal’ spectrum.

After pooling, the complete process gives an estimate of
the spectral energy related directly or harmonically with
each candidate FO. In practice, it was found that pooling
more than 5 harmonics is sufficient. This is consistent
with the use of a low order gammatone filterbank
favorising the temporal rather than the spectral
resolution. Wide peripheral filters build amplitude
modulation when harmonics are not resolved, and
spectral energy is then projected in the low AM
frequency domain progressively since =500Hz (fig. 4). At
the same time, the band-pass filter decreases the
contribution of resolved harmonics and the high
frequency carrier components resting after the HWR. The
use of few harmonics is compatible with the limited
resolution of the pitch estimate. Small errors in the
initial estimate multiply when higher harmonics are
pooled. We can generally recover the harmonics
contributing effectively to the FO evaluation. All energy,
linearly interpolated from the centre frequencies of the
two AM frequency bins nearest the desired harmonic is
added to the recovered spectrum for a given FO estimate.

The resultant spectra are identified with a LVQ-Kohonen
classifier (fig. 6), or a Multi-Layer Perceptron (MLP)
trained on a set of isolated sounds (vowels, fig. 7). Noise
compensation is not done at the recognition level by
training network with noisy signals. The network find
itself the robust information of the signal during the
learning period. To summarise, the LVQ method
identifies the closest training prototype to a given test
(internal) spectrum according an Euclidean distance
computation whereas the MLP allows better recognition
rates by using non-linearities.

5. RECOGNITION EXPERIMENTS

In order to test this new model, we evaluate vowel
recognition scores by presenting mixtures with varying
degrees of structural overlap between the target vowel and
an interfering sound. Stimuli are stationary synthetic
vowels, or vowels embedded in noise. The intensity
ratios also vary independently. The internal spectra are
normalised before the recognition step (fig. 2). All
recognition experiments reported here deal with sounds
with known (or no) pitch used for pooling. By
measuring the recognition rates, this evaluates globally
the separation power of the map, the degree of spectral
distortion due to maskers and the ability of the grouping
process to recover invariant spectra. An interesting .
question we have to investigate is : what are the channels
carrying most information for the identification task ?
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5.1. Vowels in background noise

We investigate the masking power of a range of
backgrounds stimuli on vowels, and we report here the
results obtained with additive noise. AM white noise
causes a peak in the AM map at the modulation
frequency, here 150Hz. We show the recognition
performance for six synthetic vowels with ten
fundamental frequencies within 90-210Hz. Recognition
performances are very similar with white noise (fig. 6).
Our model can identify the modulation peak without
suppressing the carrier (white) noise which interacts
similarly with the vowels.

Vowels in Noise background, LVQ pattern matching
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Fig. 6 : Recognition performance for synthetic vowels
with AM and white noise masker. AM noise is 100%
modulated. Signal levels are given in dB rms.

5.2. Vowel/vowel recognition

For double vowel stimuli, around 60% of the stimuli
lead to a recognition of both vowels, whereas one of the
component vowels is recognised in nearly 100% of the

trials (fig. 7).
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Fig. 7 : Averaged recognition performances of the
model for double vowels with a range of VI/V2
amplitude ratios.
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Moreover, we can describe a hierarchy of spectral
dominance of vowels in this system. The recognition
experiments show that certain vowels are significantly
easier to match than others. This well corresponds to the
concept of 'dominance’ of one source on the other and
opens the question on the necessity to track all the
sources simultaneously. We think that a good ASA
system is able to identify a given (and chosen) source.

6. CONCLUSION

Our model has the advantages to be bottom-up and to use
a few non-linearities (rectification is the main one) for
building an explicit representation of the AM frequency
feature where 'auditory objects' can be isolated. We also
contribute to progress in the optimisation of the
cooperative process between pitch and spectral extraction.
Starting from this new representation of complex
sounds, our perspectives are :

(1) Investigations on principles of object separation.
We show here that the main part of the separation task is
done in a level where physical properties of the signal are
represented. This is without having a precise information
on the particular objects themselves, but by using a
more general a priori on 'what is an auditory object'.

(2) Comparisons with psychophysical performances
established in the same conditions. This could reveal the
main characteristics of auditory processes and internal
representations of ‘auditory objects'.

(3) Building a run-time system. We can apply this
model on non-stationary signals, directly or after little
adaptations (for example by resetting or decaying
estimates). We will also investigate on a better
compromise based on a selective and 'attentionnal'
extraction of spectrum guided by a global pitch tracker.
We take into account that pitch extraction mechanism
could be more temporal than spectral and this needs the
development of non-linear models working directly with
the modulation envelope, namely 'envelope detectors'.

(4) This elementary 'cocktail party' processor must
be tested on a large database and connected to other
specialised devices in order to develop a model able to
deal with realistic situations.
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