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Abstract

A neural network based language identification system is de-
scribed, which uses language independent phoneme clusters
as speech units to recognize the language spoken by native
speakers over the telephone. We extend our previous work
comparing phoneme-cluster and phoneme based approaches
to language identification [1]. By creating a new speech unit
valid across all languagesin a theoretically motivated manner,
we circumvent problems that are associated with fine phone-
mic modelling such as high complexity [4], extensive training
requirements [2], and the linguistically arbitrary reduction to
subsets of phonemes [4]. A common set of speech units across
languages allows us to automatically derive discriminating se-
quences of any length and theoretically estimate the language
identification error. We demonstrate our implemented system
for German vs. English on the OGI-TS database.

1. Introduction

We view automatic language identification as the
tagging of an incoming utterance with the correct
language in which it is spoken, without restriction
to topic, speaker or length of the utterance. Speed
and high accuracy are required, especially in time-
critical applications such as emergency call classifi-
cation and routing to the appropriate operator.

We distinguish between language identification
systems and language understanding systems. The
first is a simple front end used to identify an incom-
ing utterance as belonging to a language or class
of languages; it is language-independent. The sec-
ond system is employed after preliminary identifi-
cation. It is a complete speech recognition system
which can verify the choice of the language identi-
fier with much higher accuracy due to its complex-
ity; it is highly language dependent. The primary
design goal of a language identification system as
illustrated in Fig. 1, is to have minimal complex-
ity and therefore extensibility to a large number of
languages (100 plus).

Our research therefore addresses the practical im-
plementation of an extensible language identifica-
tion system by introducing an algorithm aimed at
minimizing the complexity of our system. For the
prototype implementation we describe in this paper,
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we evaluate the performance of our system with one
of the more difficult language pairs (German vs. En-
glish), and envision a hierarchical structure of pair-
wise optimal recognizers which will be able to treat
the full complement of languages.
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Figure 1: Modules of a Language Identification system

The remainder of this paper is organized as fol-
lows. Section 2 provides an outline of the algorithm,
the design of the system is detailed in Section 3. Fi-
nally, Section 4 will evaluate our system.

2. The Algorithm

In order to design our system, a step towards the
system illustrated in Figure 1, we needed to develop
a language-independent phoneme recognizer. We
exploit the tradeoff between the accuracy of the rec-
ognizer and the imprecision of the phoneme model,
by progressively merging phonemes into broader
language-independent speech units. At the ex-
tremes we obtain either a phoneme-based system
or a broad-category-based system [3]. Because se-
quences in both languages can now be expressed in
terms of these derived speech units, we have gained
the capability to automatically select discriminating
features consisting of the occurrence frequencies of
sequences of speech units. The resulting algorithm,
based on an optimally chosen and weighted set of
such features, allows us to theoretically predict the
language classification error.

The flowchart shown in Fig. 2 depicts the iter-
ative process of merging phonemes and estimating
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language classification error. There are three essen-
tial steps in this process:

1. Frequency Modeling of Sequences.
2. Sequence Selection and Error Estimation.
3. Phoneme Merging.

This algorithm will return the optimal set of
phoneme clusters, together with an error estimate
as a function of time due to the chosen features.

Fine Phonemic Level
prev.err = .5 (chance)

estimate frequencies
as t-> inf.
for all sequences

l

for each sequence estimate
language classification
error due to this sequence

l

order sequences by
discrimination ability

|

add best sequence to list
of sequences

go up one level
in hierarchical
clustering tree

[prev.err. = this error

does discrimination
improve by adding
next sequence to
list ?

Figure 2: Flowchart for Estimating the Error of a Language
Identification system

Frequency Estimation To distinguish between
languages, we count the number of times particu-
lar “words” (sequences of phonemes) occur in an
utterance. By weighting these frequencies appro-
priately (with a weighting factor a; for “word” j),
we can optimize language classification. In order
to estimate the frequency f of a given sequence in
a short sample we have to account for all the fac-
tors that render it variable. We distinguish between
inter- and intra-speaker variances. The former (s1),
is the variation due to different phoneme usage by
different speakers. The latter (s2), we model as a
function of the length of a given speech sample. A
phoneme sequence j is useful for discriminating be-
tween languages to the degree that these variabilities
are smaller within a language than across languages.
Given the probability (p;) of correct alignment of
this sequence we can model the accuracy with which
the frequency of occurrence of the sequence is esti-
mated. Assuming normal distributions:

f = N(p;if;, pis? + 53)) = N(ulj], s[j])
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Sequence Selection Based on these models we
can now sort the sequences by their classification
error approximated using the Mahalanobis distance
as an upper bound. We use this sorted list to de-
cide which words should be counted to distinguish
between languages, adding words until maximal dis-
crimination ability is reached. Thus, adding a word
to a given list results in the following distributions
for the language pair i = 1,2 (assuming indepen-
dence of sequence occurrences):

List ~ N (u;[1+ou;[2], s:[1)*+0?s:[2)%) = N(wi, o)

« is chosen to minimize the classification error, i.e.
the overlap between N(p1,01) and N(ps, o2) by dif-
ferentiating the Mahalanobis distance with respect
to a, yielding:

~ p[l])(f2[2] - f1[2]) 82[1]2 '*'51[1]2

~ G B Am SRE s R

Given the optimal o, a word is added to the list iff

R——g¢1

1 -1 (Bg=n1) 1 _iplugl—u ()
—e 1l o402 ] < —e 5l s2[1]2+51[1]2]
2 T2 |

that is, if the estimated error rate after adding the
word is smaller or equal to the error rate before
adding the word.

Phoneme-Cluster Derivation This next step
consists of repeating the above procedures by iter-
atively merging the two closest phoneme clusters.
At each step two phoneme clusters are merged to
maximally increase the mutual information (M 1) as
given by Equation 1, where p(z|y) is the conditional
probability of recognizing y as x after alignment,
p(z) is the estimated occurrence frequency of = after

alignment (3, p(y)p(zly)), and p(y) is the a priori
probability of y.

MI =Y pp(ellog BLEEW ) )

p(z)p(y)

This criterion insures that the clustering is evenly
distributed by taking estimated and actual occur-
rence probabilities into account.

Phonemes are merged as long as the predicted
performance of language identification is below a
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minimum error criterion (0.0) and the mutual infor-
mation is maximal. If, at some given level, /1/ is not
allowed to merge with /w/ because it will decrease
the language discriminability, the algorithm contin-
ues merging phoneme clusters on other branches of
the hierarchical clustering tree. In the case of En-
glish vs. German we gain an extra fourteen merges
resulting in a total of 60 phoneme-clusters. Exam-
ples of dissallowed merges include: Syllabic /ir/ as
in “bird” which is not merged with the /r/ in “red”,
both very distinguishing features of the English lan-
guage; /n/ and /ng/ occurring in “ending” are not
merged, /ng/ is more frequent in English than in
German; /K/ is the German fricative in “Bach” oc-
curring only in German, and is not merged with /h/
which is common to both languages ; /D/ denoting
the fricative in “the” patricular to English is not
merged with /V/ common to both languages.

We have now derived a set of speech units, valid
across all languages in the system. We have de-
scribed how we select discriminating sequences for
a particular language pair in the set of languages
comprising the system and how to predict the clas-
sification error as a function of time. The next sec-
tion will outline the system implementation based
on the algorithm just described.

3. System Design

Our system consists of two modules. A language
independent phoneme-class recognizer, used to ex-
press the incoming speech in terms of the above de-
rived speech units and the language-pair dependent
classifier which processes the time aligned string of
speech units. Together they make up the language
identification system.

The Phoneme-Cluster recognition A single
neural network is trained to recognize all 60
phoneme-clusters derived with the previously de-
scribed proceedure. This allows for discriminate
training of phonemes across languages and increased
training data. Input features consist of seven plp
coefficients and energy, at each of seven different
temporal locations within a 140ms context window
centered on the frame to be classified. Outputs of
the classifier are combined with duration constraints
and a bigram grammar derived from the labeled
training set of six languages (Hindi, English, Ger-
man, Mandarin, Spanish, Japanese) to simulate ex-
tensibility requirements of a language independent
grammar. Duration constraints consist of a min-
imum and a maximum duration derived from the
2nd and 90th percentile of occurrences in the la-
beled training data. Alignment is performed using
a Viterbi search. The classifier recognizes 20% of the
test frames correctly resulting in 19% correct frame
based alignment.
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Language Classification Language classifica-
tion is based on the occurrence frequencies of se-
lected sequences in the output of the first mod-
ule. Hoping to exploit any consistencies within
the alignments, the discriminating sequences are se-
lected from the aligned training files by using the
algorithm as outlined in paragraph 2 of section 2.

We compare two methods of language classifica-
tion, the first uses statistics, while the second uses
neural networks. The statistical approach is consis-
tent with the selection process. By assuming normal
distributions, we let

y= Zaiui
i

as estimated from the aligned file in the test set,
then this file is classified as:

1 _apeomp
argmaz{ e e Y
Viglang \/27r0'z-

However, the normal assumption may not be ap-
propriate. We have thus also used a neural network
as classifier. For each of the sequences to be spot-
ted the mean occurrence frequency of each selected
sequence multiplied by the appropriate « is used as
feature set. This set is used to train a neural net-
work in order to learn the discriminant function. We
train on sequences of continuously varying durations
so that the classifier can be used for utterances of
arbitrary length. Another practical change to the
system regards cross validation during sequence se-
lection. It was found that the method does not gen-
eralize well from training to test set. The solution is
to split the training set into two parts. In this case
ordering of the sequences and calculation of o’s is
performed on half the training set. Error estimates
are calculated on both halves. In our present case
a sequence is only selected if the estimated errors
agree within 1%.

4. Results

To evaluate our system, training and test sets were
taken from the stories in the OGI-TS database, in
which each story includes up to one minute of free
speech by native speakers spoken over the telephone.
The training set consisted of 51 and 46 stories in
English and German respectively, while the inde-
pendent test sets consisted of 18 English and 19
German stories. All story files were aligned auto-
matically with the phoneme-cluster recognizer.
Comparative results from the two methods of lan-
guage classification outlined in the previous section
are presented in Table 2. These results show that
language identification performance is best when us-
ing the neural network approach and spotting for a
set of 20 derived sequences as shown in Table 1,
These sequences were chosen out of a list of se-
quences up to length four. However, no sequences
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longer then length three occur in the feature set.
Figs. 3 and 4 show % correct rejection of English
and German. Ideally the two curves would split in
a short amount of time and reject 100% of German
and 0% of English. Our theoretical prediction rep-
resents a valid estimate of the actual language clas-
sification error, as shown here f(ir the English test
set.

[ Word List | Example | Language(a) [ error |
or Ted BN (1.00) 0412
pcp & parken GE (-2.99) 0.453
3r are EN (0.48) 0.462
tS 3r picture EN (3.49) 0.465
3r be arbitrary EN (4.11) 0.465
or I dairy EN (3.84) 0.465
3r bc b arbitrary EN (4.17) 0.466
Ior year EN (5.70) 0.470
al N ein GE (-2.72) 0.471
9r al copyright EN (2.33) 0.472
tS 9r much rent EN (3.34) 0.472
d( rider EN (1.67) 0.475
pe@ perfekt GE (-3.96) 0.476
w 3r were EN (2.72) 0.477
K nach GE (-1.12) 0.477
7% glottal stop | GE (-2.79) 0.479
“9r The rich EN (3.13) 0.483
v 3r vermond EN (1.63) 0.484
KkH or credit EN (1.11) 0.484
?%~drc Toder GE (-5.71) 0.484
C* ich' GE (-2.79) 0.484
TOTAL
ESTIMATED 0.138

Table 1: The List of Words discriminating English vs. Ger-
man.

Language Pair | Normal Distribution | Neural Net
Final Test Set EN | GE EN | GE
EN - GE 17% | 21% 11% | 15%

Table 2: Bayes' Classifier vs. Neural Network Language
Classification Error Rates

5. Conclusions and Future Work

Our alm was to develop a system that uses a min-
imal amount of required modeling for a simple and
extensible language identification preprocessor. We
are able to reduce the features used in our system
to a minimum and estimate the error as a function
of time on a pairwise language identification sys-
tem. In this paper, the phoneme-clusters are derived
based on the error criterion of a single language pair.
However, one can easily extend the merging criterion
to include all possible language pairs in the system.

Some of the problems with this approach include
the unrestricted alignment by using a bigram gram-
mar derived from the union of all languages in the
system. Bad alignment can in part be overcome by
choosing sequences based on the labeled files and
modeling the misalignment appropriately in order
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Figure 3: Estimate and Actual Classification Error Proba-
bility as a Function of Number of Processed Speech Segments
Using Statistical Approach.
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Figure 4: Classification Error Probability as a Function of
Time Using the Neural Network Approach.

to spot sequences in the aligned files. We are now
also aiming to use more sequences by including those
of length > 3 to increase the speed and accuracy of
classification while maintaining generality.

References

[1] K. M. Berkling and E. Barnard. Language identification
with multilingual phoneme clusters. In Proceedings Inter-
national Conference on Spoken Language Processing 94,
volume 4, pages 1891-1894, Yokohama, Japan, Septem-
ber 1994.

[2] S. Kadambe and J. L. Hieronymus. Spontaneous speech
language identification with a knowledge of linguistics.
In Proceedings International Conference on Spoken Lan-
guage Processing 94, volume 4, pages 1879-1882, Yoko-
hama, Japan, September 1994.

[3] Y. K. Muthusamy. A Segmental Approach to Automatic
Language Identification. PhD thesis, Oregon Graduate
Institute, July 1993.

[4] M. A. Zissman and E. Singer. Automatic language iden-
tification of telephone speech messages using phoneme
recognition and n-gram modelling. In Proceedings 1994
IEEE International Conference on Acoustics, Speech,
and Signal Processing, pages [-305 — I-308, Adelaide,
Australia, April 1994.

354



