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ABSTRACT

Improved performance for speaker independent speech recog-
nitions systems requires better modelling of different dialects
of the target language. Work on this topic [1, 2], as well as
our own results, suggest that separate modelling of dialects
is needed to capture accurately the many pronunciation differ-
ences that occur. No matter how much dialect data is included
in training, however, some speakers will not be covered by the
resulting model—for instance, non-native speakers of the lan-
guage and speakers whose speech patterns have been affected
by surgery. We describe a speech recognition system which
incorporates both dialect modelling to provide coverage for a
high percentage of the target population, and optional speaker
adaptation for speakers who are not adequately represented
by the model. This comprehensive approach does not require
detailed phonetic knowledge of dialectical variations, dramati-
cally increased memory usage, or significantly increased com-
plexity during recognition.

1 INTRODUCTION

Our strategy is shaped by two requirements of real-world ap-
plications. First, we need to deal with variability in the target
speaker population without compromising real-time speed re-
quirements. Secondly, we are constrained by the need to de-
velop new applications for different target populations without
a long development lead time.

The underlying speech recognition engine used in our work
evolved from BBN’s Byblos system [6]. It uses Hidden
Markov Models with discrete probability density functions to
model triphones, i.e. phonemes in a given context. Typi-
cally a separate model is trained for each {left phoneme (LP),
center phoneme (CP), right phoneme (RP)} triplet that occurs
in the application of interest. The Byblos recognition technol-
ogy forms the basis for BBN’s HARK commercial recognition
software, and the system described here is an extension of the
HARK speech recognition system.

We have implemented this system for a speaker indepen-
dent, continuous speech, command and control application
containing about 200 words. The “commands” are sentences
which are typically four or five words long. The results and
implementation details decribed here are in the context of this
application and its requirements. Although for this application
the system will have multiple users, each user is expected to
give several consecutive commands to the system, thus mak-
ing adapting to a user over the course of a few utterances
feasible. The three main components of the system—dialect
model training, run-time dialect selection, and optional speaker
adaptation—are described in the following sections.
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2 THE MULTI-DIALECT MODEL

2.1 Dialect Model Generation

Modelling of different dialects implies that we may need to
specify alternate phonetic pronunciations for many or all of
the words used in the application. Training data from the tar-
get dialects is also required, since in addition to differences at
the phonemic level, differences in the realization of a given
phoneme will result in acoustic-level variations between di-
alects. Our results suggest that of the two, having data from
the dialect is much more important than having the exact pho-
netic transcription for a given set of words. In fact, instead
of painstakingly building phonetic transcriptions of words for
every dialect variation we wish to consider, we simply use
the same phonetic dictionary (corresponding to a “standard”
American English pronunciation) for all dialects. This ap-
proach, although it has some potential drawbacks, allows for
rapid and relatively labor-free development for any applica-
tion. This is particularly true in cases where the complete
description of the dialects involved is not readily available,
e.g. if the target population actually consists of non-native
speakers of the language. -

In our system, separate models for U.S. regional dialects are
trained using data collected from a large pool of speakers. For
native speakers of English, a speaker’s dialect was typically
considered to be defined by the geographical area in which he
or she lived from the age of five to the age of fifteen. This
method does not guarantee that all those categorized as be-
longing to a dialect will actually be “classical” speakers of that
dialect. However, work such as [1] suggests that geographical
classification is quite effective and that a more careful auto-
matic classification of speakers does not necessarily yield any
improvement in performance. In our implementation, we train
separate models for each gender within each dialect, and cre-
ate the integrated multi-dialect model by forming the union of
these models.

2.2 Multi-Dialect Model Clustering

If the size of a single dialect, single gender model is X,
then the size of the multi-dialect model described above will
be 2 x N x X, where N is the number of dialects repre-
sented. This increased size may be cumbersome and is not
necessarily required; many words may in fact be pronounced
the same or similarly in different dialects. In order to reduce
the model size, a clustering technique is employed to combine
similar state probability density functions across different tri-
phone models. This algorithm, described in [4, 5], is based
on a minimum change of entropy clustering method. The ap-
proach is similar to a “tied mixtures” or “tied distributions”
technique [3], except that the sharing of pdfs is decided by

1123



DIALECT HMM

SELECTION SUBMODELS DISTRIBUTIONS
(pdfs may be shared
Sefauteseting_ [ Generic duc 0 clstering)
(Initial) \
discrete
Southern \ triphone
setting after Female babili
2 or 3 utterances probability
Southern distributions
Male
Midwest /
Female 1 /
Midwest
Male

Figure 1: The Mutlti-Dialect Model

a data-driven clustering process instead of being set explic-
itly before the models are trained. Even for a medium-sized
application (about 1000 triphones) it is typically possible to
achieve a factor of three or more reduction in size.

2.3 Dialect Selection

Once the multi-dialect model has been created, the next
important task is how to choose a dialect submodel which
is appropriate for a given speaker or a given utterance. A
straightforward method would be to run all dialect models,
either in parallel or sequentially, during recognition in or-
der to find the best match. This approach, however, incurs
a large computational penalty. The solution we employ, for
a speaker independent (SI) system where we have several se-
quential utterances from one speaker, is to select a dialect in
the “background,” during periods when the recognition system
does not have current speech to process. At the start of the
user’s dialogue with the system, we have no information about
which dialect submodel is the best match for that speaker so
we use an initial guess as the “current” model. We also do not
have explicit knowledge of what the user is saying, so dialect
selection must be text-independent. After recognizing each ut-
terance using the current submodel, the system compares this
utterance against the other models in turn, keeping a running
table of which model scored highest for each utterance. If
at any point the highest scoring dialect is different from the
current dialect submodel, then the “current” submodel is set to
the highest scoring submodel. The background comparisons
against the other submodels are done only while the recognizer
is idle, i.e. waiting for speech input. Using this method, no
user-visible delay is incurred while selecting a dialect model,
but the user still gets the benefit of using an acoustic model
suited to his or her gender and dialect. Figure 1 illustrates the
multi-dialect model and the dialect selection process.

2.4 Multi-Dialect Results

For the command and control application, we carried out
tests of the dialect modelling and dialect selection methods
using a subset of an internal BBN training and test database.
Both the training and testing portions of the data were par-
titioned into 3 parts, each corresponding to one of the fol-
lowing regional dialects: Midwest, Southern, and mainstream.
Speech data from Midwestern speakers was collected in De-
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Percent Word Error Rel.
Model Type Mainstr. | Midw. | South. | Size
Gender & Dialect 3.0 53 12.8 1
Independent
Gender Dependent & 22 42 831 21
Dialect Independent
Gender & Dialect 1.6 4.2 69 | 28
Dependent

Table 1: Multi-Dialect Modelling and Dialect Selection Re-
sults

troit, Michigan, and data from Southemn speakers was collected
in Atlanta, Georgia. The speakers in the “mainstream” cate-
gory were speakers collected at various locations, who were
judged to have a neutral American accent with no discern-
able regional pronunciations. This “neutral” accent would be
the typical accent, for example, of a newscast announcer on a
major U.S. network.

The mainstream and Midwest portions of the database had
comparable numbers of male and female speakers, whereas
the Southern portion had significantly more male than female
speakers. The smaller amount of available training data for
female Southern speakers resulted in undertraining and con-
tributed significantly to a higher overall error rate for Southern
speakers. The speech data was recorded using a close talking
microphone at a sampling frequency of 16KHz. White noise
was added to all of the data (training and test) to simulate
a noisy speech database and provide noise robustness for the
target application.

Three sets of experiments were run on this dialect database.
The first training run involved pooling all of the data from all
three dialects and building a single dialect and gender inde-
pendent acoustic model. In the second experiment, we built
a gender dependent but dialect independent acoustic model.
This acoustic model thus contained three sub-models, one for
female speakers, one for male speakers, and the “generic” or
initial submodel described above. Finally, we trained a gender
and dialect dependent model. This model contained a separate
submodel for each gender of each dialect, for a total of seven
submodels including the “generic” one.

For the last two cases, the final model was also clustered to
show that large reductions in size can be achieved without loss
in performance. In all cases, the trained models were tested
on speakers from the three dialect groups, and automatic di-
alect selection method described above was used to chose a
dialect submodel for that speaker. In the test set, there were
five Southern speakers (three male, two female), four Midwest
speakers (two male, two female) and four mainstream speakers
(two male, two female). The test set consisted of short sen-
tences from the command and control application (about 210
sentences per speaker for the Southemn speakers, and about
280 sentences per speaker for the Midwest and mainstream
speakers).

Table 1 shows the recognition accuracy numbers for each
experiment and for each dialect test group. All three di-
alect categories show a significant improvment in performance
when gender dependent models are used, confirming the well-
established result that gender dependent modelling alone can
obtain a significant reduction in error rate compared to gender-
independent models. Gender and dialect dependent models
provide even better performance, as indicated in the bottom
line in Table 1. Word error is reduced significantly for main-
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Figure 2: The Multi-Dialect Model with Speaker Adaptation

stream and Southern speakers; for reasons that are not clear,
performance remains unchanged for Midwest speakers.

These performance numbers may not represent the maxi-
mum possible gain for dialect modelling, due to undertraining
effects. As we go down the dialect results table, we are build-
ing more and more specific models, and each model has less
and less training. The resulting lack of robustness may have
compromised the results obtained using dialect models, al-
though the advantage of dialect-specific modelling is still clear.
We are currently in the process of collecting more speech data
for North American dialects.

The last column in the results table compares the relative
acoustic voice model sizes for the three test cases. With-
out clustering, the gender dependent (but dialect independent)
model would be three times as large as the gender and dialect
independent model. Furthermore, the gender and dialect de-
pendent model would be seven times as large as the gender
and dialect independent model, even though we have not cov-
ered all of the major dialects of North American English. With
clustering, however, voicemodel size is reduced significantly,
and memory requirements do not increase as rapidly as we
move toward more and more detailed modelling.

3 SPEAKER ADAPTATION

The dialects selected for the multi-dialect model can be cho-
sen to reflect the demographics of the the target speakers, if
estimates for these demographics are available. In most cases,
however, the model will not cover 100% of the target speaker
population. In order to obtain high accuracy recognition on
those users not covered by the model, our system also incor-
porates optional speaker adaptation to create a new submodel
which is “tuned” to the adapting speaker. Our current imple-
mentation uses supervised adaptation, prompting the speaker
for a series Of utterances and using these utterances to create a
new model which is some combination of a generic SI model
and a model created using the speaker’s data.

Figure 2 illustrates the combined multi-dialect and speaker
adaptation system. Immediately after adapting to a speaker,
the “current” dialect is set to point to the newly-created speaker
dependent submodel. This submodel does not share pdfs with
any other submodel, so that speaker adaptation does not affect
the speaker independent dialect submodel pdfs. If some other
speaker uses the same system, the dialect selection algorithm
will switch to a model more appropriate for his or her dialect.
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Percent
Model Type Word Error
Generic 103
Speaker Independent
Adapted 4.4
Speaker Dependent

Table 2: Speaker Adaptation Results on Non-Native Speakers

3.1 Adaptation Algorithm

There are many possible techniques for creating the adapted
model; we have experimented with an EM-style adaptation al-
gorithm developed at BBN by J.R. Rohlicek. This method is
related to that described in [7] for instantaneous adaptation.
This algorithm is based on the assumption that the known
speaker independent pdfs p(y|s) can be viewed as the prod-
uct of the unknown speaker dependent pdfs p(z]s) and an
unknown channel matrix:

p@l9)= Y pealylz, 9)p(als) @

In practice, we have found better performance is obtained
when a separate channel matrix is estimated for each phoneme
(i.e. for all triphones sharing the same center phoneme ph).
Initial values for the channel matrix and speaker dependent
pdfs must be assumed. The maximization step of the EM al-
gorithm results in equations for the joint reestimation of the
adapted model pdfs and the phoneme dependent channel ma-
trix, given the speaker independent models and a small amount
of adaptation data. We iteratively reestimate the adapted pdfs
and channel matrix until convergence is reached, and sub-
sequently use the final adapted model estimate for speaker-
dependent speech recognition.

3.2 Adaptation Results

In tests on nineteen non-native speakers of English, speaker
adaptation reduced word error by more than a factor of two
(see Table 2). The adaptation data for each speaker consisted
of approximately 70 short sentences (266 words) from a com-
mand and control application (in English). The test data was
approximately 320 sentences (2049 words) per speaker from
the same application. The speech data was recorded at 16KHz.
The test speaker set was composed of twelve native speakers
of Cantonese and Mandarin (eight female, five male) from
China, Hong Kong, and Taiwan; five native Spanish speakers
(two female, three male) from Central and South America; and
one male Korean speaker.

Since our application had a relatively small vocabulary
(about 200 words), it was straightforward to design an adap-
tation sentence set which covered most of the triphones of
interest. This makes the adaptation task much easier, however
adapting in this fashion is only practical if the vocabulary is
limited and supervised adaptation is used. Ideally, we would
like adaptation to be unsupervised and incremental, so that the
user sees immediate and ongoing performance improvement
without having to train the system explicitly. This would re-
quire more sophisticated generalization (from triphones that
have occured in the user’s data to triphones not yet seen) than
is currently implemented in our system.
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4 CONCLUSIONS

In this paper we have described a system for covering a broad
range of speakers and dialects with little increase in complex-
ity, development time, or memory requirements. This multi-
dialect system can be seamlessly integrated with speaker adap-
tation for improved recognition on those speakers not covered
by the multi-dialect model. Test results clearly show that both
dialect-specific modelling and speaker adaptation can signifi-
cantly improve speech recognition performance. The imple-
mentation of automatic dialect selection and clustering of the
acoustic voice model, at the same time, reduce the impact
of these performance enhancements on the user and on the
system. Clustering reduces memory requirements; automatic
model selection both minimizes the impact of multiple dialects
on response time, and allows speaker adaptation without re-
sulting in a system usable by one speaker only.

5 FURTHER WORK

Several useful extensions of this work present themselves. For
example, the main features of the system—speaker adaptation
and automatic dialect selection—could be improved and ex-
panded. As mentioned previously, the speaker adaptation com-
ponent of the system could implement any speaker adaptation
algorithm. Unsupervised, incremental adaptation in particular
would benefit users faster (and annoy them less). Instanta-
neous adaptation (7], which can be applied after each utterance
before re-recognizing the utterance, might be a better approach
for applications where there is only a small amount of speech
from each user.

In addition, the dialect selection process could be tuned
for a particular application. For our command and control
application, in which there are multiple users of the system but
each user gives several sequential utterances, the background
selection we described above is appropriate. For a multi-user
system where the speaker changes every time (for example a
dial-in telephony application), a faster selection strategy would
have to be employed. For an SI system with effectively only
one user (e.g. a dictation system), the dialect could be selected
and then the system could be “hardwired” to that choice.

In our current implementation, the application employs
a deterministic grammar which defines what utterances it
accepts— in our case, a set of commands. In the multi-dialect
system, the grammar remains fixed while the dialect selec-
tion process chooses which underlying acoustic dialect model
to use. It would be straightforward, however, to extend this
approach to a multi-language system, which incorporates not
only different acoustic models for the different languages but
a different grammar for each language as well. The language
selection process would then be a matter of choosing both
the appropriate acoustic model and then also switching to the
appropriate grammar.

From a conceptual standpoint this is a straightforward ex-
tension of the current system, although the selection process
would have to be modified and tuned for the language selec-
tion problem. The language selection process would have to
make a decision in a much shorter timeframe, since recog-
nizing with an incorrect choice of language model is much
more problematic than simply recognizing with an incorrect
choice of dialect. Language selection based on a quick match
against phoneme models trained for each language, such as the

method presented in [8, 9], might be feasible. A more detailed

acoustic model for the selected language could then be used
for recognition. The acoustic model for each language could
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itself contain submodels for dialects of that language as well.
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