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ABSTRACT

Most speaker-independent acoustic-phonetic decoding
systems are based on hidden Markov models. Such
systems lack a real temporal control for the phonetic
models. Furthermore, inter-speaker variability makes
speaker adaptation necessary. In order to solve these
problems, we introduce two original approaches. On the
one hand, discontinuities detected with the Forward-
Backward Divergence method are used to constrain
phonetic transitions and to perform a more accurate
temporal control. On the other hand, an efficient inter-
speaker measure, based on AR-vector models, allows the
selection of a speaker neighbourhood and the adaptation
of the phonetic models. The contribution of these two
methods is estimated on the TIMIT database.

1. INTRODUCTION

Hidden Markov Models (HMM) produce the most
outstanding results in the field of speech recognition.
Studies on representation space or models organisation
allow continuous progress of their efficiency. But
HMM-based systems haven't yet fully solved all the
problems involved in acoustic-phonetic decoding,
especially as regards speaker adaptation and temporal
control during the decoding step.

One major weakness of HMM is their exponentially
decreasing duration law, which is unrealistic for speech
[11]. Tt is possible to correct the initial probability with
more appropriate duration laws [13]{8], but these a priori
models don't make use of the acoustic signal during the
decoding. The signal temporal dynamic can also be
partially taken into account with the differential spectral
coefficients [4][14], which are now widely used. But this
kind of information is very implicit. We propose in this
study a more precise temporal control: we constrain the
phonetic transitions in the decoding system, using the
discontinuities detected with the Forward-Backward
Divergence (FBD) method [1].

The second problem addressed in this study concerns
speaker adaptation. The large inter-speaker variability
makes the design of universal acoustic models
unrealistic, despite the actual growth of database size.
We think essential the training set choice for a good
estimation of model probabilities. For this purpose, we
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use an inter-speaker measure based on AR-vector models,
which is shown to be very efficient for speaker
identification [10]. This measure allows the dynamic
selection of a test speaker neighbourhood in the training
set, and the adaptation of the phonetic models thanks to
an improved training set.

New HMM-based decoding systems, making use of the
Constrained Transitions (HMM-CT) and of a Training
set Selection (HMM-TS), have been compared with a
baseline HMM system. Experiments are carried out on
the TIMIT database.

2. TEMPORAL CONTROL

The FBD method is based on a statistical study of the
signal supposed to be a series of quasi-stationary
segments. Each segment is modeled by an auto-
regressive model, and the segment boundaries determine
the detected discontinuities. We intend to use this
segmental information in a HMM-based system. The
inter-model transition probability is modified according
to the detected discontinuities.

2.1. Forward-Backward Divergence Method

The FBD method [1] detects the discontinuities of the
signal. The signal {sp} is considered as a series of quasi-
stationary segments, each of them characterized by an
auto-regressive model of order p:

P
S, = zai Sn-—i + en
i=1

where {ep} is a Gaussian white noise with a constant 62
variance.

Discontinuities are detected when a divergence occurs
between a long-term model M), computed on a growing
window, and a short-term model M1, computed on a
sliding window. The cumulative sum Wy, of the cross
entropy wg between the conditional distribution of the
models is used as a distance. Following the Page-
Hinckley rule, a constant bias 0 is added to wy and the
cumulated biased sum Wy, is compared to a threshold A
to detect a maximum. A discontinuity is detected when:

max W — Wn >
1<k<n
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with
. n
W, = Z(Wk +0)
k=1

The temporal localization of a discontinuity is then
selected as giving the maximum of the previous
expression. A second backward analysis of the signal
ensures a more precise localization of the discontinuities.

We applied the FBD method to the segmentation of the
speech signal [2]. On account of infra-phonetic non-
stationarities, the number of observed discontinuities
exceeds the number of uttered phonemes, and the
phonetic decoding is not to be performed simply on this
segmentation. However, an analysis of the observed
discontinuities shows a high correlation between the
temporal distribution of the discontinuities and the
instants of phoneme transitions. We present on Figure 1
an estimation of the phonetic transition probability,
function of the nearest discontinuity. This probability is
much higher when the nearest discontinuity is within
2 cs. The estimation is based on the reference
segmentation of the TIMIT database.
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Figure 1. Phonetic transition probability,
function of the nearest discontinuity

2.2. Hidden Markov Models with Constrained
Transitions

A recognition system based on continuous HMM is
applied to continuous speech recognition. The
discontinuities detected with the FBD method are used in
the decoding system for the control of transitions
between the phonetic models. In the identification step
using the Viterbi algorithm, the transition probability
P(M;j/Mj) between the phone models Mj and Mj depends
on the distance of the nearest discontinuity (cf. Figure
2). A distance higher than an a priori threshold wiil
induce a decrease of the inter-models transition
probability with a factor . The lower ¢ is, the weaker
the probability of a model transition far from a
discontinuity is.

3. TRAINING SELECTION

Because of the inter-speaker variability, an increase of
the training speaker set size causes a phoneme dispersion
in the acoustic space, and reduces the efficiency of the
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Figure 2. Constrained inter-phonetic transitions during
phonetic decoding

models. Reducing the training set to an accurate test
speaker neighbourhood should lead to more adapted
models. In order to proceed to a selection of the training
data, a speaker topology is defined. Studies about speaker
verification and speaker identification [10] allows the
definition of a very efficient inter-speaker measure based
on AR-Vector modeling. For each test speaker, this
distance has been used to select a given percentage of the
nearest speakers in the training set.

3.1. AR-vector models

The ARV modeling is a classical tool used to process a
signal with various components. It is used here to
describe the trajectories of the analysis vectors of speech.
Let {ym}, (m =1 ..., N) be a succession of N spectral
vectors of order p. Their evolution is described by an
auto-regressive vectorial model of order q.

g
Ym = 21 Ajym-j +E&m
J:

where {Aj}, =1 ..., q)are p x p matrices and {&¢m}, (m
= 1 ,.., N) is a vectorial white noise which has a
covariance matrix D.

The coefficients of matrices Aj are estimated by the
algorithm of Levinson-Whittle-Robinson. The criterion
to minimize is the trace of the covariance matrix D. The
ARV models have recently been used with analysis
vectors of the speech. Applied to speaker recognition
[5][10], they are interpreted as a representation of speaker
articulatory capacities.

3.2. Speaker neighbourhood

The chosen - inter-speaker measure ISy gives the best
results in speaker recognition experiments. For each
speaker of the test set, the ISy distance is used to select a
given percentage of the nearest speakers in the learning
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set, thus defining a speaker neighbourhood. The models
are trained on the sentences uttered by the selected
speakers, leading to a model adaptation. The AR-vector
model and ISy distance are computed on the spectral
parameters used for acoustic-phonetic decoding.

4. EXPERIMENTS

The experiments consist in speaker-independent acoustic-
phonetic decoding on the TIMIT database. Four
identification systems (i.e., HMM, HMM-CT, HMM-
TS, and HMM-CTTS wich includes both processings)
are developed using the HTK toolkit from Cambridge
University [15].

4.1 Experimental conditions

The experiments are carried out on the TIMIT database,
which is an American English reference database for
evaluation of speaker-independent continuous speech
recognition systems. Within the 630 recorded speakers,
462 speakers are available for the training set, and 24
speakers (16 male and 8 female speakers) compose the
core test set. Each speaker utters 10 sentences, among
which 2 dialectal sentences are identical for all the
speakers. We choose a reduction of the initial labeling
into 39 phonetic classes proposed by Lee & Hon [7], in
order to compare the results with other researchers
[12][16][6].

The inter-speaker measure has been obtained from the
AR-vector models computed on the two dialectal
sentences; the eight remaining sentences are available for
acoustic-phonetic decoding. Only 10% of the nearest
training set speakers (i.e., 46) is kept.

The parameters used for signal representation are 12
MFCC (Mel Frequency Cepstral Coefficients), the
temporal energy and the differential coefficients of these
parameters. A three-states Bakis model is learned for each
phonetic class in a given context. The contexts are
limited to 5 macro-phonetic contexts in order to keep
enough data for each model. Furthermore, left and right
contexts are independent, leading to only 500 different
states for 930 models. Output probabilities for each state
are a mixture of height Gaussian distributions.
Transition probabilities between models are estimated
using a bigram.

4.2 Results

Table 1 presents the results for the four decoding
systems. The HMM-TS and HMM-CTTS systems use a
learning set reduced to 10% of the nearest neighbour
speakers, using the ISy inter-speaker measure. The total
accuracy rate is defined as the identification rate minus
the insertion rate.

A comparison of the results of HMM and HMM-CT
systems shows a slight decrease of the identification rate,
but an interesting decrease of the insertion rate, leading
to a 2 % increase of the global accuracy rate. The
training selection improves the accuracy rates by 2 %.
Compared to the baseline HMM system on the 7000 test
phonemes, the combination of these two processings
offers a 4 % global accuracy rate increase.

These results are very promising, since the improvement
observed for basic phonetic models [3] is still valid for
contextual models. State-of-the-art systems offer now
acoustic-phonetic decoding rates higher than 70 %
[12][6], and the effects of our protocols have to be
shown on such systems. Temporal control with
constrained transitions is performed here rather simply,
and we intend to take the phonetic context of the detected
discontinuities into account. Training selection using a
speaker neighbourhood was proved to be relevant, and
deserves further experiments; however, a complete re-
estimation of the models for each test speaker leads to a
high computation cost, and one can prefer a preliminary
clustering of the training speakers for a fast adaptation
[9]. Eventually, the chosen percentage of nearest
speakers is arbitrary and should be dynamically adapted
to data.

5. CONCLUSION

This study shows that introducing segmental
information can improve the temporal control of
phonetic models in HMM-based identification systems.
Concerning the inter-speaker variability, the reduction of
the training set using the speaker neighbourhood is
proved to be relevant. The acoustic-phonetic decoding
experiments on the TIMIT database clearly show that
these two methods lead to a good result: a 4% increase of
the accuracy rate.

Rate (%) HMM HMM-TS HMM-CT HMM-CTTS
Identification 69,3 % 70,8 % 68,5 % 70,3 %
Substitution 25,1 % 23,6 % 24,6 % 232 %
Deletion 5.6 % 5,6 % 6.9 % 6,5 %
Insertion 12,4 % 11,9 % 9,8 % 9.4 %
Accuracy 56,9 % 58,9 % 58,7 % 60,9 %
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Table 1. Experiments on the TIMIT database
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