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ABSTRACT
Dragon Systems' DragonDictate® for Windows Version
1.0 (DDWin) large-vocabulary isolated-word dictation
system is available in several languages. This paper re-
ports on comparative recognition performance in five of
them: French (pre-release), German, Italian, Spanish, and
English. The tests are based on a variety of different docu-
ment styles, including a work of philosophy, a popular
novel, and a software user's manual. The results show
statistically significant differences between the languages,
with Italian being the easiest to recognize, and German and
French the hardest.

An error analysis shows the importance of vocabulary
coverage in inflected languages, as English shows an out-
of-vocabulary error rate of less than .5%, while the other
four languages have rates above 2%. French showed a
much higher rate of homophone errors than the other lan-
guages. However, recognition performance is uniformly
better than that reported in a similar testin 1991.

INTRODUCTION
The Dragon Dictate family of general-purpose large-vo-
cabulary isolated-word dictation products is available in
versions that run under DOS and Windows, and in a vari-
ety of languages. This paper reports on the comparative
recognition performance of the Windows-based system,
DDWin Version 1.0, in five languages: French (pre-
release version), German, Italian, Spanish, and US Eng-
lish. (There are also versions for British English and
Swedish, which are not included in these tests.)

Dragon's isolated-word recognition algorithm consists of
three main steps: a rapid-match algorithm that restricts the
search space based on word-start groups, a dynamic pro-
gramming algorithm that uses phoneme-based hidden
Markov models, and a statistical language model that relies
on umgram and bigram information. This recognition
engine is common to all languages, which differ only in the
data used to build the acoustic models and the language
model. (In all languages, separate acoustic models are built
for males and females.) Since the recognition algorithm is
the same across languages, differences in recognition
accuracy should be due either to differences in the inherent
difficulty of the recognition task in the various languages,
or to differences in the quantity or quality of the training
data. In the latter regard, the difterent versions are at least
roughly similar. Table A, at the end of the paper, shows the
amounts of acoustic and language modeling training data
used in the different versions.

TEST DATA
The test documents were chosen to reflect a variety of
prose styles. The texts were: a section of the preface to
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Hegel's Phenomenology of Mind, a chapter from Verne's
Around the World in Eighty Days, five chapters from
Saint-Exupéry's The Little Prince, a section from Dragon's
user's manual, and a passage from a popular novel, The
Client, by John Grisham. All the texts had been previously
translated and were available in all the languages (except
for The Client, which was not yet available in French).
The texts range in length from 1250 words to 3743 words
in their original languages. Each text was dictated in each
of the languages by four native speakers, two males and
two females, who had not been part of the training data
(with the exception of one of the Italian speakers, who had
recorded approximately 1200 of the 90,000 tokens of
training data). Some speakers dictated the texts using the
product version of DDWin, but most used a data collection
program which prompted them with the appropriate
words. In all cases, the acoustic data was saved along with
a transcript of what the speaker said. The resulting scripts
(acoustic data plus transcript) were then processed by the
appropriate language-specific version DDWin with a
60,000-word active vocabulary in a batch mode that re-
cords a variety of performance data. Each batch of tests
started with a speaker-independent version of the system
(male or female, depending on the speaker in question)
and ran all five scripts by a given speaker with continuous
adaptation for the acoustic and language models. Thus, the
first script reflects the 'out-of-the-box' performance of the
system for the speaker in question, while the last one
shows performance after several thousand words of adap-
tation. Other tests at Dragon Systems have shown contin-
ued improvements in recognition with up to ten thousand
words of adaptation, so these figures represent well, but
not optimally, adapted performance.

The results of tests are shown in Tables B-E at the end
of the paper. Table B gives the word accuracy rate for each
of the five texts in each of the languages. The first number
represents speaker-independent 'out-of-the-box' perfor-
mance (since adaptation is continuous, a certain amount of
it has taken place by the end of the script, however.) The
second number represents performance with the other four
scripts used for adaptation (each number is the average
percent correct for the four test speakers in the language in
question. ) Table C contains a breakdown of the errors for
the different languages. The figures for each language
represent the average over the four speakers and the five
texts. (Each script was run using the other four as adapta-
tion, so the figures represent average adapted per-
formance.) The row labeled 'pct correct' represents the
average word accuracy rate, weighting each text equally.
The next row gives the range of word accuracy rates of the
individual speakers. This range is an indication of the
amount of variability among the speakers. The next row,
‘choice-list', shows the number of times the incorrect word
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was chosen, but the correct word was on the Choice List,
which is a pop-up menu containing up to eight alternative
recognition candidates. The row labelled ‘off-choice-list'
gives the percentage of times that the correct word was not
on the Choice List but was in the systeni's active vocabu-
lary. 'Backup vocabulary' shows the percentage of words
that were in the system's backup vocabulary but not its
active vocabulary. The row 'unknown words' gives the
percentage of words that were completely outside the
system's vocabulary.

The next row of Table C, which is labeled 'throughput',
deserves more extensive discussion. The standard measure
of recognition accuracy in the speech community is percent
of words recognized correctly (or its inverse, word error
rate.) From the user's point of view, however, not all
errors are equally burdensome. If the system misrecog-
nizes an utterance, but the correct word appears on the
Choice List, the user can select it with a single utterance
("choose N") or mouse click. At the other extreme, un-
known words are quite time-consuming, because the user
must spell them out (either with the keyboard or verbally,
using the 'alpha-bravo’ vocabulary.) Hence simple word-
error rate by itself does not accurately reflect how much
time it takes the user to get the job done. The throughput
measure is based on a weighted error count that is intended
to retlect the user's experience more closely. It will be
100% if recognition is perfect, but is otherwise always
lower than the word accuracy rate. The absolute value of
the throughput number does not reflect these distinctions in
a transparent way, but differences in value should give
some idea of how the relative performance would be per-
ceived by a user.

The antepenultimate row in Table C, labelled TV only
pet correct’ gives word accuracy excluding backup vocab-
ulary and unknown word errors. It thus reflects 'pure’
recognition performance without consideration of vocabu-
lary coverage. The next to last row in Table C, labelled
'homophone error freq.', represents the percentage of ho-
mophone errors among the 500 most common mis-
recognitions in each language. It is computed by summing
up the total number of errors accounted for by the 500
most common errors, then checking what proportion of
this number involves homophone pairs. (On average, the
500 most common misrecognitions account for roughly a
third of the total number of errors in the various lan-

" guages.)

The final row in Table C , labelled 'without bigram
model' shows the effect of turning off DDWin's bigram
language model and running with a language model con-
sisting only of unigrams plus a 'recency buffer' that raises
the unigram scores of words that have been uttered re-
cently. The number shown in this row is the average abso-
lute decline in word accuracy on the five texts. Finally,
Table D compares the current recognition results with
those reported a few years ago in [1] for part of one of the
texts (chapters 7 and 8 of The Little Prince). Since the
earlier system was specifically tailored for The Little
Prince, there were no out-of-vocabulary words and the
recognition task was easier than the current tests. For the
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sake of comparison, the results for the current systems
show both total word accuracy (including out-of-vocabu-
lary words) and in-vocabulary (IV) only accuracy.

An additional set of tests was carried out with non-native
speakers. In the absence of an independent calibration of
the test speakers' mastery of the foreign language, it is
difficult to interpret the results. In fact, the speakers for
this set of tests ranged from bilinguals to people whose
production was halting at best. It is, however, possible to
compensate for the relative difficulty of recognition in the
various languages by looking at the distances from the
mean performance in the native and foreign languages.
For this test, nine speakers (some of whom were speakers
in tests B-D) recorded two scripts, the Hegel and the
DDWin user's manual, in both their native language and a
foreign language. Then the average scores for the four
native test speakers were subtracted from their scores, and
the results were compared. Some speakers actually did
slightly better in the foreign language, while others suf-
fered performance declines of up to ten percent. Based on
a subjective estimation of the speakers' abilities, these
results would seem to indicate that recognition is not af-
fected by slight accents in otherwise fluent speakers, but
that results for competent speakers with definite foreign
accents suffer an initial decline of two to three percent.

DISCUSSION

Table B shows that there are clear differences in the
difticulty of the documents that hold across languages.
The bestseller by Grisham gives the worst performance in
all four languages in which it is available (the French
edition is not yet in print). This difficulty is presumably
due to a colloquial style that features lots of short words
and slang. This passage shows a well above average out-
of-vocabulary error rate (backup and unknown combined)
in all four languages. The choice-list or off-choice-list
error rate is also clearly above average in each of the lan-
guages. At the other extreme, the users' manual is one of
the easiest documents to recognize in all five languages.
This is presumably because it has a restricted, highly re-
petitive vocabulary. Repetitive texts are easy to recognize
because the language model boosts the probability of
words that have occurred recently, making subsequent
recognition easier than initial recognition. This passage
shows well below average out-of-vocabulary rates in all
languages, as well as clearly below average choice list or
off choice list error rates in each language. On the other
hand, there is no particular pattern to the rankings of the
other three texts across the languages, except that they are
collectively easier than the Grisham and harder than the
user's manual (the one exception being English, in which
the Saint-Exupéry slightly outperforms the user's manual
and the Verne is as difficult as the Grisham).

Table C indicates that there are significant differences in
recognition accuracy among the languages, with Italian
being the easiest to recognize and French and German the
hardest. Note that the French scores are not strictly compa-
rable to those of the other languages, since they are based
on only four texts. Since the missing script, The Client,
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was the most difficult text across languages, this gap may
tend to make the French scores better. On the other hand,
the absence of this text meant that there was less adapta-
tion data in French, which would tend to pull the scores of
the other scripts down.

An F-test based on the individual test speakers' average
word accuracy (the highest and lowest values of which are
given in the second row) shows significant differences
among the languages with p <.001. However, a lot of the
between-group variation is based on differences in vocabu-
lary coverage. The differences in average word accuracy
on in-vocabulary (IV) terms (the final row in Table C) are
much smaller, though an F-test still shows significant
differences, with p <.01.

The most striking difference in vocabulary coverage is
the one between English and the other languages. The out-
of-vocabulary rate for English (backup and unknown com-
bined) is only .53%, while the lowest rate among the other
four languages was 2.06% for French. The reason for this
difference is, of course, that French, German, Italian, and
Spanish are more highly inflected than English. This
implies problems in vocabulary coverage, since each in-
flected form is stored as a separate word. It therefore takes
many more words to cover a text. The total vocabulary of
the five test texts in English is 1973 words, each of which
occurs an average of 5.5 times. The vocabulary in Italian is
both larger and sparser, consisting of 2310 words, each of
which occurs only 4.2 times on average.

At the other extreme, the out-of-vocabulary rate for
German (4.28%) is much higher than that for the other
languages. This is due to the fact that German nominal and
verbal compounds are written as a single word. Some 44%
of the out-of-vocabulary words in German were
compounded or capitalized forms of words that were in the
active vocabulary. These compounds of known words
could have been dictated by using the known words plus a
special compounding command (‘verbinde es'). If this had
been done, the unknown word rate in German would have
been 2.41%, which is in line with that for Italian, French,
and Spanish.

The effect of vocabulary coverage on word accuracy is
quite significant, but the problem becomes even greater
when we consider throughput. As noted above, throughput
tries to reflect the amount of work the user has to do, and it
therefore penalizes out-of-vocabulary words quite heavily.
As Table C shows, Italian has lower throughput than Eng-
lish, even though its word accuracy rate is considerably
higher. This is because Italian has more out-of-vocabulary
errors than English, even though it has fewer errors over-
all. The gap in throughput between English and Spanish
or German is even greater. These considerations suggest
that dealing with vocabulary coverage in inflected lan-
guages, perhaps by doing morphological analysis on the
fly, could yield important improvements in initial user
satisfaction. (See [3] for a description of work along these
lines in German.)

Vocabulary coverage may be less of a problem in the
long run, however, since users who work in a single do-
main will add the necessary domain-specific terms to the
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active vocabulary and end up with a much lower out-of-
vocabulary rate. For that reason, along with the fact that
the test texts are insufficient for complete adaptation, the
results presented here will tend to underestimate actual
performance.

Homophone errors, on the other hand, will persist in
everyday use. Pronunciations of homophones are equiva-
lent (though not necessarily for all speakers.) Further-
more, our language model is currently weak in this respect
since most homophone pairs involve common function
words or inflectional endings. As Table C shows, there is a
huge difference between French and the other languages in
the frequency of these errors. It is clear that their remark-
ably high frequency accounts for the relatively low word
accuracy score in French. In fact, the score obtained by
subtracting these errors seems to indicate that acoustic
recognition in French is a relatively easy task, which ac-
cords with the observation in [2] that phoneme recognition
is easier in French than English, though word recognition
is harder. The frequency of homophone errors presumably
also explains French's greater sensitivity to the presence of
the bigram model, as shown in the last row of Table C.

At the other extreme, note that Italian has the lowest rate
of homophone errors. The difference becomes even more
pronounced if we include 'near homophones', defined to be
pairs of words that differ only in their final consonant
(including pairs where one lacks the final consonant that
the other has). Among the errors caused by the 500 most
frequent misrecognitions, in Italian only 2% involved near
homophones, while 9.8% of those in Spanish did. Near
homophones are a particular problem in German, where
they are responsible for 16.4% of the common errors.
Combining the figures for homophones and near homo-
phones seems to indicate that Italian has a low degree of
acoustic confusability, even in comparison with Spanish,
which is otherwise fairly similar to it. This acoustic separa-
tion presumably plays an important role in the higher word
accuracy rate for Italian.

Finally, comparison of the current IV-only results with
the results reported in 1991 ({11) shows improvement of
2.8% 1n Spanish and of 5% or more in the other four lan-
guages. Even if out-of-vocabulary errors are included (i.e.,
taking the first of the two performance numbers in the last
row of Table D), word accuracy is higher in all languages
except Spanish, where it remains the same. Some of this
improvement is due to the addition of a bigram language
model, which, as Table C shows, yields improvements of
5.4% in French and 2-3% in the other languages. A sub-
stantial increase in the amount of training data (from one
speaker to twenty or more) is presumably also important.

TABLES ON NEXT PAGE
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A: TRAINING DATA GERMAN SPANISH ITALIAN FRENCH | ENGLISH
male speakers/ tokens 40/125,000 27/75,000 31/90,000 30/95,000 40/200,000
female speakers/ tokens 20/60,000 27/75,000 28/90,000 30/88,000 40/200,000
text (millions of words) 60 75 40 60 110

B: PERFORMANCE ON VARIOUS TEXTS (speaker-independent vs adapted)

Hegel 32.8 87.8 | 888 51.6 | 885 913 | 85.6 893 88@ 91.3
Verne 79.5 89.0 | 83.7 87.6 | 87.1 90.0 | 793 82.1 | 847 89.0
St-Exupéry 84.0 87.5 | 86.0 886 | 91.2 93.1 84.'3 8.1 | 90.0 927
user's manual 85.8 90.9 ] 90.2 93.0 | 91.9 944 | 865 886 |83 92.2
Grisham 77.6 83.9 | 81.9 86.4 | 853 90.0 NA 838 88.1

C: AVERAGE ACROSS ALL SCRIPTS (adapted)

% correct 86.74 89.45 91.74 86.54 50.68
individuals' range 84.9 -87.7 86.0- 91.2 89.9-92.7 85.2-873 88.6-92.2
choice-list 5.76 5.22 3.47 8.68 5.18
off-choice-list 3.21 2.98 2.57 2.73 3.62
backup vocabulary 0.83 1.21 ‘ 1.06 1.45 0.18
unknown word 3.45 1.14 1.16 0.61 0.35
throughput , 47.33 55.81 60.29 52.72 60.96
IV-only % correct 90.60 91.58 93.81 88.33 91.15
Homophones error freq. 21.9 24.6 16.7 73.4 24.5
without bigram model -2.6 -2.4 -2.0 -5.4 -3.0

D: COMPARISON WITH 1991 RESULTS (St-Exupéry, ch. 7&8, adapted on ch.1-3)

1991: (1 spkr) IV-only 82 86 90 80 85

1995: total and IV-only | 85.6 909 | 8.7 888 | 926 950 | 8.6 870 | 91.8 933
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