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ABSTRACT

We address the use of multiple pronunciations to improve
large-vocabulary continuous-speech recognition. Based
on extensive tests with WSJ material, our results show
that more consistent transcriptions and alternate pronun-
ciations lead to an error reduction of 9% while at the same
time reducing the number of mixture parameters.

Next, we explain how the problem of cross-word k-
aisons has been treated when extending our system to
dictation in French. Our solution consists in using phono-
logical rules that are optionally applied both in training
and recognition. Using the BRETF corpus, it is shown
that proper handling of liaisons improves the accuracy by
about 10% for a 20K speaker-independent task.

1. INTRODUCTION

The Philips system for large-vocabulary continuous-
speech recognition has been successfully applied to
various tasks in German and American English with
vocabularies ranging from 10K to 45K [1], [2]. Re-
cently it has been evaluated on the North American
Business (NAB) corpus [3]. Using an efficient word-
graph strategy, the system was able to perform 64K-
word trigram decoding on a speaker-independent task
and achieved a word error rate of 10.6%. This score is
comparable to the results obtained by the majority of
systems subjected to the same evaluation. However,
unlike most systems, the Philips system was based on
within-word triphones and on a lexicon with only one
pronunciation per word.

The current study aims at improving the acoustic-
phonetic modeling in our system by using better pho-
netic transcriptions and incorporating pronunciation
variants in conjunction with a more accurate handling
of word junctures. Our work has been accomplished
along two main axes:

¢ First, we studied the impact of introducing mul-
tiple pronunciations in the lexicon. It is clear for
example that several frequent function words
exhibit a large acoustic variability and could
benefit from alternative transcriptions. Simi-
larly, common suffixes and foreign names might
also take advantage of phonetic variants.
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¢ Second, we investigated the use of phonological
rules to cope with special cross-word coarticula-
tion phenomena typical of the French language.
Due to the so-called “liaisons”, a phoneme might
be inserted under certain conditions at the junc-
ture between two consecutive words. Since a
fairly large degree of freedom is left to the speaker
for making liaisons, this problem has to be trea-
ted dynamically using optional rules.

As a matter of fact, an important source of vari-
ability arises at the boundary between adjacent words.
Such coarticulation effects can be partly captured us-

ing cross-word triphones when the neighboring pho-
nemes undergo relatively small alterations. Yet, there

are also situations where the word transcriptions are

unable to deal with more abrupt pronunciation chan-

ges observed at word junctures [4]. Typical examples
are given by the complete deletion of a phone in En-

glish or the insertion of a liaison-phoneme in French.

This paper is organized as follows. The problem of
cross-word liaisons in French is first explained. Next,
we describe the enhancements brought into the lex-

icon. Sections 4 and 5 are devoted to the extension

of the training and recognition procedures to auto-

matically handle multiple pronunciations. Last, we

present results for two different languages resp., for

American English using the “Wall Street Journal”

(WSJ) database and for French using the “BREF”
corpus [5], [6].

2. CROSS-WORD LIAISONS IN FRENCH

In French, there is a specific phenomenon occurring

at word junctures that can lead to “hard” changes of
the pronunciations. This special type of cross-word
coarticulation (named “liaison”) consists of the op-
tional insertion of a phoneme between two successive
words. It happens when the first word ends with a
consonant that is normally not pronounced, and is
directly followed by a word starting with a vowel-like

sound. Then, a liaison phoneme might be inserted,

that corresponds to the acoustic realization of the

ending consonant. An optional between-word pause

is still possible but has to be realized before the liai-
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son phoneme, the latter being immediately followed
by the next word (See Figure 1).

Sil Sil

z-Liaison

Figure 1: Example of French Liaison (e=empty)
“... en temps[z] utile ...”

Here follows a French sentence with several exam-
ples of Haisons: ”Les firmes{z] allemandes doivent][t]
encore donner[r] unfn] avis”. The symbols between
brackets represent the optional liaison phonemes not
included in the standard transcriptions. In some cases,
the vowel that precedes the ending consonant is also
affected by the liaison, being de-nasalized as in: ”le
bon[o+n] usage”. A complete set of rules for liaisons
is unlikely to exist as there are many exceptions and
dialectal variations. Besides, in many contexts the
speaker is entirely free to either make a liaison or not.
Thus, liaisons have to be handled optionally and dy-
namically, i.e. guided by the acoustic signal itself.

In English, hard pronunciation changes at word
junctures also exists, however to a much smaller ex-
tent compared to French. Consider for example the

sentence ”an(d) then he receive(d) the{ih} agreement”.

The phones between parentheses might be deleted
while the vowel between braces undergoes a clear
change with respect to the original schwa. In opposi-
tion to French, the insertion of an added phoneme is
not observed. The word-juncture problem for English
has been addressed in [4] using a set of phonological
rules that were tested on the US Resource Manage-
ment task.

Our solution consists in using a small set of op-
tional rules that covers all conceivable cases of Ii-
aisons, much more than are actually spoken. Apart
from a small number of exceptions, any word ending
with a consonant that belongs to the set {d,n,p,r,s,t,-
x,z} might give rise to a liaison phoneme, provided it
is directly followed by a word starting with a vowel
or a h. This cross-word liaison-constraint is consis-
tently applied in training and recognition as opposed
to treating liaisons just like multiple pronunciations.

3. LEXICON PROCESSING

As a first step, the whole lexica have been reviewed
to improve the consistency of the phonetic transcrip-
tions. This amounts to make sure that the same syl-
lables occurring in different words are converted into
the same phonemes. This can be done automatically
to a large extent [7].

Next, we introduced alternate pronunciations as
systematically as possible. For American English,
several rules have been used to generate variants for
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suffixes like “ization” or “cally” as well as for the skip-
ping of t in the context of [nt+vowel] like in “twen(t)y”
Particular attention has been paid to the frequently
spoken function words as well as to the foreign names
whose multiple transcriptions were generated by hand.
Pronunciation probabilities have not been considered
in this study. On the average, the total number of
pronunciation variants represents about 10% of the
base lexicon, the maximum number of transcriptions
for a single word being typically five.

Concerning liaisons in French, a flag has been
added to each word that might produce a liaison-
phoneme according to the rules described in the previ-
ous section. Some obvious exceptions have been con-
sidered (for example, the frequent conjunction “et”)
but no attempt has been made at eliminating all un-
usual cases.

4. TRAINING PROCEDURE

Acoustic training has been extended to eutomatically
handle all kinds of alternative pronunciations. For
each training sentence, the goal is to obtain a string
of phones that — ideally — coincides with what has
been effectively uttered. Therefore, a word graph
i1s constructed from the spoken word sequence and
expanded according to the lexical and phonological
knowledge sources. These include multiple word tran-
scriptions, cross-word dependent assimilation rules anc
the handling of possible liaisons in French. The lat-
ter case is subjected to a double condition: the cur-
rent word should correspond to a lexical entry with a
liaison-flag set to “on” and the next word has to start
with a vowel or a h. Optional pauses between words
are also introduced accordingly.

A general Viterbi graph search technique [8] is ap-
plied to find the pronunciations that best fit in with
the spoken utterance. The acoustic models needed to
perform this time-alignment have been chosen context-
independently with low acoustic resolution. This in-
sures they captured as few as possible of the inconsis-
tencies in the original standard transcriptions. The
resulting phone sequences are then used in our stan-
dard Viterbi training which proceeds to successive
re-estimations of the mixture density HMMs. Last,
Linear Discriminant Transformations (LDA) are now
estimated from these “realized” phone labels [9] that
lead to an improved segmentation of the training data.

5. RECOGNITION PROCEDURE

Decoding proceeds in two consecutive steps as de-
scribed in [8]. First, a word graph is generated with
a bigram Language Model (LM) using our standard
one-pass algorithm based on word-conditioned lexi-
cal trees [10]. This step also provides the best bi-
gram sentence hypothesis. Next, trigram decoding is
performed with an integrated graph-search technique
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applied to the narrowed-down search-space given by
the word graph.

When constructing the tree-structure of the lex-
icon, all pronunciations are included and the words
with possible liaisons are expanded as well. Multiple
pronunciations are treated as linguistically equivalent
during recognition. This implies that identical LM
probabilities are given to all variants that correspond
to the same word in the same context. No attempt
has been made so far to weight the use of pronuncia-
tions according to some occurrence probability.

Particular attention has been given to integrating
the cross-word liaison constraints in the early stage of
the decoding. In the course of our left-to-right search
process, a lexical-tree copy is associated to each pre-
decessor word hypothesis [10]. This makes it possible
to dynamically control the set of successor words by
adapting the first generation of arcs in the tree to the
predecessor word identity. This technique has been
further extended to accommodate for cross-word tri-
phones at word startups. Hence, we avoid generating
spurious liaison-phonemes that would not be imme-
diately followed by a vowel-like model. This also in-
sures that the word graphs generated during the first
pass are consistent with all lexical and phonological
constraints.

6. APPLICATION TO US-ENGLISH

Extensive tests have been made to get a reliable mea-
sure of the impact of lexicon improvements and alter-
nate pronunciations on the error rate. Four different
test-sets have been considered making a total of 38
speakers, 1,468 sentences and 24,625 spoken words.
The same HK-bigram LM has been used to focus on
the acoustic-phonetic modeling. Some characteristics
of the four test-sets are given hereunder.

Table 1: Test-Sets for assessing the use of alternate

pronunciations
Corpus #Speakers #SNT | #Words
DEV5 WSJo 4F+6M=10 410 6,779
EVLs WSJo 4F4+4M= 8 330 5,353
DT-05 WSJ1 |- 5F+5M=10 513 8,642
ET-H2 WSJ1 5F+5M=10 215 3,851
TOTAL 18F+20M=38 1468 24,625

Training has been done gender-dependently, us-
ing 42 females and 42 males (SI-84). The acoustic
models are made up of mixtures of Laplacian densi-
ties subjected to LDA and state-tying [9] [11]. For
each gender, about 2,000 within-word triphones have
been selected and modeled with approximately 2,000
independent mixtures, each of about 32 densities.

For each configuration, table 2 gives the total num-
ber of mixtures parameters (# Ac.Parm.) together
with the word error rate (WER) averaged over all
four test-sets.
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Table 2: WSJ Results with Multiple Pronunciations

Lex. ? Alt.Pron. | #Ac.Parm. | WER | Gain
OLD NO 572 M 11.0% | Ref.
NEW NO 461 M | 10.7% | -3.0%
NEW || REC Only 461 M 10.4% | -5.4%
NEW || TRN&REC 4.89 M 10.0% | -9.3%

Some comments are in order:

o Using the improved lexicon without any alter-
nate pronunciations provides a relative WER
reduction of about 3% together with a parame-
ter reduction of approximately 20%.

¢ When adding the pronunciation variants during
recognition only, another small however consis-
tent improvement is observed.

o The last system, trained with alternate pronun-
ciations, shows another improvement, providing
a total error reduction of 9%. Error rates for
the 4 test sets are resp. 8.8%, 6.7%, 12.3% and
11.1%. Note that the number of acoustic pa-
rameters is also reduced, simultaneously.

o When training is performed with variants, the
alternate pronunciations are much more often
chosen during recognition compared to the third
configuration, where they were only added dur-
ing decoding. However it does not lead to a
dramatic error reduction which seems to indi-
cate that many pronunciations variants are well
learned smplicitly by the mixture modeling,.

7. APPLICATION TO FRENCH

The experiments reported in this section are devoted
to dictation in French and have been carried out within
the “SQALE” project concerned with multilingual
speech recognition (See a.o. [12]).

7.1. French Database using BREF

The acoustic data used for training and testing repre-
sent a subset of the “BREF” corpus [5], [6]. It consists
of read texts drawn from the French newspaper “Le
Monde” whose recordings are suitable for speaker-
independent large-vocabulary CSR.

The base lexicon includes 20K words and was pro-
vided by LIMSI together with backoff bigram and tri-
gram language models that were estimated from 38
million words of “Le Monde” articles. Table 3 sum-
marizes the main characteristics (number of speakers,
sentences, spoken words) of the French data used in
this study.

Table 3: Training, Devel. & Eval. Sets for French

SET || #SPK | #SNT | #Words | OOV
TRN 76 5063 89745 -

DEV 20 200 3281 1.65%
EVL 20 200 3357 1.70%

769



The training set contains about 10 hours of speech.
The rate of Out-of-Vocabulary {OOV) words is given
for the test-sets with respect to the 20K lexicon.

7.2. Liaisons and Lexical Organization

As explained in section 5, our bigram decoding algo-
rithm rests upon a tree organization of the lexicon.
Each arc of the tree represents a context-dependent
phone (typically, a triphone) and there is a leaf as-
sociated to each particular word pronunciafion. Due
to liaisons, the total number of leaves is increased
from 20K to 30K, i.e. about 50% of the words in the
20K lexicon might give rise to an additional liaison
phoneme. The whole tree structure contains about
40% more arcs. However, the first two generations of
arcs exhibit a much smaller increase (resp. 14 and
7%) and these arcs are precisely responsible for most
of the search effort. Still, the impact of liaisons on
the decoding cost is not negligible.

7.3. Main Development Stages for French

Preliminary tests have shown that for the available
amount of acoustic training data, the best results are
achieved when selecting about 1500 triphones and di-
phones that are subsequently tied into a total of 2500
distinct state mixtures. All results presented here
have been obtained with gender-independent (GI) mo-
dels and an average of 35 Laplacians per mixtures,
making a total of 3.3 million acoustic parameters.

Table 4: Development Stages for French Dictation
[LIAISONS ? [ LDA 7 | TM | WER | Gan |

NO NO BI | 27.0% | Ref

NO YES BI | 24.4% | -9%
YES, TRN NO BI | 25.3% | -6.5%
TRN+REC NO BI | 25.0% | -8.0%
TRN-+REC YES BI | 22.0% | -19%
TRN+REC YES | TRI | 17.1% | -37%

Table 4 shows the main development steps, start-
ing from our baseline system using a bigram LM and
no handling at all of liaisons. The following observa-
tions can be made:

e When liaisons are handled in training only, the
bigram results improve from 27 to 25.3 %.

e Handling liaisons in both training and decoding
provides another (small) improvement to 25.0%
and insures word-graph consistency.

e As usual in our system, LDA provides a sig-
nificant error reduction by 9-12%. Moreover it
appears to be larger when liaisons are handled
properly. This follows from the improved seg-
mentation of the training data.

e According to bigram results with LDA, correct
treatment of liaisons reduces errors by 10%.

o Trigram decoding provides another significant
gain by about 20% with respect to bigram.

EUROSPEECH ’95, Madrid, Spain, September 1995

Table 5: Final Dev. Results with Bi- & Trigram LM

LM |l Perp | Del-Ins-Sub(No Homoph.) | WER
BI || 176 3.5%-2.3%-16.2(11..5)% | 22.0%
TRI || 119 2.7%-2.2%-12.2(8.5)% 17.1%

7.4. Homophone Errors

Another specific problem in French is due to the high
rate of homophones. Even with a trigram LM, about
one third of all substitution errors are confusions be-
tween (strict) homophones (See table 5). This repre-
sents 21% of all errors made by our system and points
clearly to the need for an improved language model
with better homophone discrimination capabilities.
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