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ABSTRACT

This paper describes the Intelligent Telephonic
Recognition and Personal Identification (INTREPID)
system developed at NYNEX Science and Technology.
INTREPID combines, in one application, several speech
recognition and speaker verification algorithms. The
task was undertaken as a response to the request of many
telephone service providers who currently offer or are
going to offer voice dialing services. The goal is to have
a limited, speaker independent vocabulary of Custom
Calling Features (like Redial, Call Return, etc.) for voice
control of these telephone network services. Although
the paper describes in some detail different parts of the
INTREPID system and gives some performance figures,
the main goal is to demonstrate a structure in which this
and a number of similar applications may be
implemented and deployed.

1. INTRODUCTION

The recent deployment by NYNEX of the
VoiceDialingSM service [1], the first speech recognition
based telephone service for the mass market of
residential and commercial customers in their homes and
offices, has created an interesting situation. On one
hand, it is clear that the service is successful, the
deployment covers a larger customer base, and a lot of
interest has been expressed by other telephone
companies in the US and abroad. Obviously, the
NYNEX application of speaker dependent speech
recognition for the VoiceDialingSM service has found its
niche.

On the other hand, proliferation of VoiceDialingSM has
triggered tremendous interest in what VoiceDialingSM
has not delivered, and what people see as a "natural”
expansion of the VoiceDialingSM service. Namely, what
most people call VANC - Voice Activated Network
Control - speaker independent recognition of a limited
vocabulary of Custom Calling Features, like Call
Forwarding or Call Return. Furthermore, a component
which must be a part of a complete system, but is still
missing is speaker identity verification. Indeed, for voice
activated dialing into data banks which require
complete privacy (e.g., a voice mail box) or allow
access to a limited number of people (e.g., a hospital's
database), some kind of identity verification is needed.
To attain it through the use of voice verification is a
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logical solution which makes the entire procedure voice-
activated.

Developed at NYNEX Science and Technology, the
Intelligent Telephonic Recognition and Personal
Identification (/NTREPID) system is an experimental
system running in the lab. It demonstrates all of the
above capabilities in a prototype of a service which
NYNEX will incrementally build on the
VoiceDialingSM platform which already has been
deployed in the field.

The remainder of the paper is organized as follows.
Section 2 describes the overall structure of the system,
the task flow, and the user interface. Section 3 and 4
describe speaker independent and speaker dependent
recognizers, respectively. Arbitration strategy and
overall system performance are given in Section 5.
Section 6 briefly discusses implementation issues of
speaker identity verification. A short summary, ongoing
and immediate future work are discussed in section 7.

2. OVERALL TASK FLOW

The INTREPID system combines, in one application,
several speech recognition and speaker verification
algorithms. Shown in Fig.l the speech processing
components of the system are:

* speaker independent recognizer (SIR) of Custom
Calling Features;

 speaker independent recognizer of YES/NO,

* speaker dependent recognizer (SDR) of names for
VoiceDialingSM;

* speaker identity verification algorithm.

The application under discussion is the one which allows
customers to pick up the phone and say "John" to call
John, or pick up the phone and say "Call return”,
activating a desired service. Described in [1], the
proprietary NFA protocol between the telephone central
office switch and the Intelligent Peripheral which
provides VoiceDialingSM, allows us to provide services
on the off-hook basis, that is without requiring a
subscriber to dial a special number to the peripheral.

A distinctive feature of the INTREPID system is that
SIR of custom calling features and SDR of names from
one's VoiceDialingSM directory are running
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simultaneously, on the same tier. A customer may say an
utterance from either of these two vocabularies without
explicitly indicating which one is desired (unlike the

)k input

sp-dep sp-ind I

names commands
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sp-ind I voice

|

l call completion | Ifeat. activation l l call completion

Fig. 1. Block-diagram of the service logic relative

to the use of speech algorithms

way it is done in [2]). It makes the user interface quite
appealing. Given the results of both SIR and SDR, the
result of arbitration (as shown in Fig.1) is one of the
following:

nl - speaker dependent name, results in dialing;
n2 - speaker independent name, results in

voice verification followed by dialing;
¢l - type 1 command, results in feature activation;

2 - type 2 command, requires further input of either
name or command;

The branch ¢2 + nl in Fig.l illustrates that the
INTREPID system operates with a grammar which
allows the flexibility of combining in one phrase a
network control command with a name from speaker
dependent VoiceDialingS™M vocabulary (e.g., Call
forwarding to Mary).

In the current implementation INTREPID uses the
following speaker independently recognized VANC
commands with an indication of their types relative to
the discussion above:

REPEAT DIALING, REDIAL (c])
CALL RETURN, RETURN CALL (c])
CALL TRACE, TRACE CALL (c])
CALL FORWARDING, FORWARDING (MY) CALLS (c2)
VOICE DIALING (n2)
MESSAGES, VOICE MESSAGES (n2)
CALL ANSWERING (n2)
CANCEL REPEAT DIALING, CANCEL REDIAL (c])
CANCEL CALL FORWARDING (c1)
CANCEL CALL RETURN, CANCEL RETURN CALL (c/)
REVIEW (c])
NYNEX (cl)
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While most of the commands are for
activating/deactivating Custom Calling Features, there
are some others; for example, like Messages and
NYNEX - for dialing a telephone number on customer's
behalf (actually voice dialing but using speaker
independent recognition), Review - for customer's
review of the above list of commands, and Voice
Dialing - for entering one's VoiceDialing3M directory to
add, delete or review names.

The use of stochastic grammars, together with such
system's features as robust word spotting and out-of-
vocabulary rejection, result in a successful processing of
spontaneous speech. For example, the request <Call
forwarding to Mary> can be spoken as <Uhm...
please... , I would like to activate call forwarding to...
uhm... Mary, if  may > or in many other ways.

In the current INTREPID application, speaker identity
verification is invoked only when the user says
Messages or Voice Dialing. It demonstrates how
unobtrusively it can be used in many other practical
applications. For example, in a telephone banking
application, some information can be provided to
anybody (e.g., <Can I get your mortgage rates?>)
whereas other information requires identity verification
(e.g., <May I have my account balance?>).

The following three sections provide brief descriptions
of recognition and verification algorithms implemented
in the INTREPID system.

3. SPEAKER INDEPENDENT RECOGNIZER

Recognition is based on continuous density hidden
Markov models (CD-HMM). Although in the current
INTREPID application recognition is based on whole-
word word-models, the algorithm is flexible enough to
handle any level of sub-word models as well.

The front-end samples input speech at 8 KHz and
divides it into frames every 20 ms with a window of 30
ms. 10 LPC-based cepstra, 10 delta-cepstra, energy, and
delta-energy are computed for every frame. The delta-
cepstra are computed with a standard interpolation
formula over a 5-frame window. All features are
quantized to 8 bits.

The training is accomplished in two steps. The first step
computes a forced path alignment of the training
utterances with the models of the words. In the second
step, the mixtures of each state (4 mixtures per state is
used) are updated from the alignments and a diagonal
covariance matrix is computed for each mixture. The
system uses speech data collected over the telephone
network to train the word models, a 3-state silence
model, and an 8-state out-of-vocabulary (OOV) mode]
(garbage model). The OOV model is trained on a large
amount of telephone speech that does not include the
target vocabulary words.
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A stochastic grammar, built from target words, OOV
word, and silence, is used to determine which word
sequences are allowed. In recognition, a Viterbi search
with pruning (the beam width is controlled by the
application) is performed to find the most-likely word
sequence. During the search, the distance between the
features of the frames and the Gaussian mixtures of the
states is computed.

A detailed discussion of the recognition algorithm
(which is analogous to [3]) and analysis of its
performance is beyond the scope of this paper. Let us
note, however, that one of the main factors affecting the
way the algorithm has been implemented is the fact that
it is targeted to the VoiceDialingSM hardware platform,
which, in turn, is designed with cost effectiveness as one
of the prime considerations. This applies to the speaker
dependent and verification algorithms as well.

4. SPEAKER DEPENDENT RECOGNIZER

This recognizer shares the front-end with speaker
independent recognizer. It is also based on HMM
modeling with the use of grammars. The recognizer
incorporates word-spotting and out-of-vocabulary
rejection in a completely configurable (modifiable in the
field) form, to achieve a directory size of 75-names.

For building HMM speaker dependent name models, a
single Gaussian mixture is used, with pooled covariance,
and on-line mean estimation. The models are left-to-
right, with no skips. Recognition uses the same Viterbi
algorithm but with Euclidean distance as a metrics. The

number of states per HMM model is quantized to 3

levels, the maximum number of states allowed being 20.

Speaker dependent garbage models are used for out-of-
vocabulary rejection as well as word spotting. These
garbage models are built on-line and are modified every
time the user's directory of names is changed. Four
garbage models are used. Three have numbers of states
corresponding to the three durational values of the name
models. The fourth one is a single state model. In
addition, three single-state background (silence) models,
tuned for different background conditions, are used. The
grammar is shared by the recognition and training
processes. It is modifiable by adjusting path probabilities
to achieve various levels of word spotting and rejection.

While building a speaker dependent model for a name,
two repetitions (tokens) of that name are required. The
system seeks a consistent pair of utterances before
building a model, and additionally determines if the
name is too similar to another name in the user's
directory. In order to accomplish this, a recognition pass
is always run during the training process. The result of
the recognition is in the form of "sentences" with
descriptive strings ("words") representing word-leve]
results, which catry time-alignment and (probability)
score information. Post-processing includes score
thresholding, duration checks, and scanning of time-
alignment in the case where the grammar allows a
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speaker independent command and speaker dependent
name in one phrase.

5. ARBITRATION

The following discussion of the total system
performance is based on preliminary figures. The
speaker independent models were trained on speech data
collected through the analog telephone line interface
(Gradient Technology box), whereas the specially
designed test data was collected using T1 interface. In
addition, the models were trained on speech collected
from native speakers of American English only,
therefore only partial data is brought for discussion.
Currently, a large database of target words is being
collected. It will be used for training HMM models
before going to the field.

The test database was collected from 91 speakers, each
recorded 15 names, varied from one group of speakers to
another, and 15 commands, common to all speakers. It
attempts to simulate a field situation where a
VoiceDialing®M subscriber with 15-name directory can
also voice activate 15 Custom Calling Features.

The level of success in a system like INTREPID
depends on the ability of both recognizers to effectively
reject out-of-vocabulary inputs. Indeed, the table of
possible outcomes look like this:

SDR SIR RESULT

name ooV name
00V command command
ooV ooV ooV

name command ?

and the lower the false acceptance rate of each of the
recognizers, the less the need for arbitration. In our
experiments, 5.8% of all inputs required arbitration
when the inputs were names, and 7.3% - when the inputs
were commands. These figures depend on particular
vocabularies. In our case, the difference was due to the
fact that the name vocabularies mostly consisted of short
first names, which are easily triggered in the word-
spotting mode.

Tables I and II show performance figures for each
recognizer and the results of arbitration in both
situations: a) when inputs are names and b) when inputs
are commands. The columns in the tables are: for in-
vocabulary recognition (SDR in Table I and SIR in
Table II) - correct_recognition, misrecognition, and
false_rejection; for out-of-vocabulary rejection -
false_acceptance and correct_rejection. Under
‘arbitration’ the columns are: correct_recognition, cross-
class_error, in-class_error, and false_rejection.,

The arbitration scheme itself relies on two components:
a) a recognition confidence measure attached to the
result of each recognizer, and b) expected arrival rate of
both types of input in a real service situation. Due to the
latter, we plotted (Fig.2) the combined system
performance (after arbitration) as a function of #C/#N
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TABLEL
Arbitration results (%) for name recognition

SDR SIR ARBITRATION
car | mis | fls | fls | car | car [S5| in-cl| fls
recg |recg| rej | acc| rej | recg| oo | erra| rej
923113 ] 64 | 6.8]932]920] 08§ 13| 59
TABLEIL
Arbitration results (%) for command recognition

SIR SDR ARBITRATION
car |mis | fls | fls | car|car g{?ss in-clf fls
recg |recg| rej | acc| rej | recg| o | era| el
923|108 1 69| 7.7)923]| 884| 491 08 | 59

(expected arrival rate of commands over expected arrival
rate of names). #C/#N=1 means that names and
commands are equally possible. When #C/#N close to
zero, it means that commands arrive very infrequently.
This ratio is not known until measured in the field, but
the nature of the service makes us believe that it will be
small.
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Fig. 2. Combined performance as a function of arrival rate

A slight decrease in performance with the increased
#C/HN ratio is due to the fact that speaker independent
HMM models are yet to be adequately trained, after
which the performance curve is expected to be flatter.

6. VOICE VERIFICATION

The voice verification system is based on CD-HMM. It
uses a fixed-text protocol and the voice password is a
digit string of 7 - 10 digits. The enrollment of the voice
password is mediated by fixed-grammar, speaker
independent digit recognition which assures reliable
word segmentation. The speaker-specific models are
generated from this automated segmentation procedure.

The feature vector and the front-end are the same as in
both recognizers described above. The features are
transformed using discriminant training and principal
component analysis which produces the maximal
separation between known true-speaker and impostor
data distributions. After successful verification of an
identity claim, the speaker's reference model is updated,
which adapts to incremental changes in the speaker and
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channel. The acceptance decision criteria are also
adapted to a particular user over time, which assures a
high true-user acceptance rate while maintaining a high
impostor rejection rate.

This technology was deployed in a service trial in the
NYNEX telephone network in 1993 which was used by
over 100 customers during calling card calls as a means
of fraud reduction. The overall valid-user rejection rate
was 1.0%, with a corresponding impostor acceptance
rate of 3.9% [4]. The same algorithm was implemented
in the INTREPID system. At the same time, a whole-
phrase based voice verification is also available for
situations where a connected digit password is
inappropriate.

7. SUMMARY. ONGOING WORK.

Although in development, the INTREPID system,
demonstrated in the lab, has garnered a lot of attention
from our current and potential customers. The
spontaneous speech handling capability of this system
makes possible the use of speech recognition for a wide
variety of applications, which we would generally

_characterize as "menu driven". The idea of cutting

through 3 - 4 levels of a dialog menu by saying one
phrase is very appealing.

In our immediate implementation, the INTREPID offers
a service where customers are free to say a name or
command without explicitly steering recognition by
pronouncing special words. Also, voice verification on
the same service platform will allow us to improve the
user interface for remote access to one's VoiceDialingSM
directory, which currently requires dialing a PIN. This
service will be deployed in 1996.

Some additions to the INTREPID are under way. One of
them is continuous digit recognition, a.feature much
desired by NYNEX and other telephone companies. The
service will also benefit from a "barge-in" capability.
These and other enhancements will be deployed in 1996.
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