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ABSTRACT

We present a rejection method of out-of-vocabulary
words assessed on two representations of extraneous
speech inputs. First, we consider a garbage template to
match the non keywords, named the ergodic 7-garbages
model, which is directly built from the context
independent (CI) phoneme models used to represent the
keywords. In a second step, we do not attempt to
explicitly model the extraneous inputs : this method
refers to the ergodic best-fit model. The main
motivation of using these two garbage models is that
they do not require any specific training. We report
results on rejection performance for speaker
independent isolated words recognition task (perplexity
54) with standard discrete density HMM and hybrid
HMM/MLP based recognizers.

1. INTRODUCTION

This paper addresses the problem of how to reject
speech inputs which lie outside a pre-defined vocabulary
of keywords. In real isolated-word recognition
applications, this represents a quite significant issue.
Indeed, in practice, we observe that uscrs sometimes
speak to the system in ways that are less constrained
than simply pronouncing the keyword in isolation. They
may also not be aware of the exact contents of the
permitted vocabulary or the valid speech inputs can be
marred by non speech sounds (background noise, lip
smacks, handset clicks, cough, breath noises, throat
clearing...).

Garbage templates (filler models) [1] are commonly
used together with the keyword models to provide an
explicit representation of out-of-vocabulary inputs. In
the case of HMMs, this approach often leads to
explicitly train the garbage models with extraneous
speech and non speech sounds. An alternative consists
in defining the garbage models in terms of models used
to describe the keywords.

In this paper we describe a rejection procedure which
has been evaluated on two representations of extraneous
inputs. The first representation makes use of the speech
models trained to represent the keywords while the other
one does not explicitly define a garbage model. These
two models respectively refer to the ergodic 7-garbages
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and the ergodic best-fit models. The experiments we
have conducted so far with this approach focus on the
rejection of out-of-vocabulary isolated words. The
detection of keywords embedded in a sentence (keyword
spotting) and the rejection of non speech sounds have
not been assessed. The performance of the rejection
capabilities was tested for both discrete density HMM
and hybrid HMM/MLP [2] based speech recognizers.

2. DATABASE

The database used for our experiments is a German
database which has been collected in the scope of the
HIMARNNET Esprit Project P6488. The database contains
isolated words of speakers from the German speaking
part of Switzerland recorded over the telephone
network. The list of words contains number words,
command words and words used for phonetical
completion purpose. The active vocabulary consists of
54 keywords. The training of the speech units (context
independent phonemes) has been performed over 540

- speakers. The test set used to assess the rejection ability

consists of 20 speakers, each one pronouncing 34
keywords and 41 non keywords.

3. HMM-BASED SPEECH RECOGNIZERS

The keywords are described in terms of 42 context
independent (CI) phonemes represented by 3-states
strictly left-to-right Hidden Markov Models (CI-
HMMSs). The phonemic HMM emission probabilities
are, in one case, computed from discrete output
probability density functions (discrete density HMM
recognizer) or estimated by a multilayer perceptron in
the case of the hybrid approach (HMM/MLP
recognizer).

At every 10 ms frame-shift after pre-emphasis a
Hamming window of 30 ms is applied and 12 LPC
cepstra are computed from which we subtract the
cepstral mean (LPC-CMS) [3].

For discrete density HMMs — The acoustic feature

vector is made of 38 components : A log energy, AA log
energy, 12 liftered LPC-CMS together with the first and
second time derivatives.

For hybrid HMM/MLP — The MLP is fed with a
context of 7 frames which represents 7x26 inputs (the
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AALPC-CMS being not used), the size of the unique
hidden layer is 120 units. The output layer of the MLP
estimates 42 CI-HMM single-states (42 outputs).

4. REJECTION METHOD

The basic idea of our rejection method lies in the use of
the contrast between the matching on the recognized
keyword model and the one on a garbage model that
aims at best explaining undesirable speech utterances.

The isolated words recognition syntax is described
typically by a leading silence followed by a set of
keywords models in parallel together with a garbage
model finally followed by a trailing silence. The Viterbi
alignment of the speech input on such a syntax divides
the observation in non speech (begin and end frames)
and speech frames. We define the contrast quantity as :

(WS-GS) /AT (4.1)

where WS is the global keyword score, GS is the global
garbage score (both of them are Viterbi scores expressed
in -log probability respectively obtained on the best
keyword model and the garbage model), AT is the
duration of the keyword which is the number of speech
frames only. The contribution of the surrounding non
speech frames is omitted.

Our rejection decision aims to compare the contrast

quantity defined in (4.7) to an absolute rejection
threshold (RTH) as follows :
>RTH Rejection
(WS-GS)/ AT
<RTH Acceptance

Increasing the rejection threshold inhibits the ability of
rejection and then leads to increase the number of false
acceptances of undesirable speech inputs. Conversely,
decreasing that threshold will augment the number of
false rejections (incorrect rejection of keywords) but the
system will be able to reject some substitution errors
(rejection of keywords which are misrecognized).

The omission of the contribution of the non speech
frames (given the subtraction of the two scores WS-GS
whose paths share the same surrounding non speech

states) together with the normalisation with respect to -

the number of speech frames are necessary steps to use
an absolute rejection threshold on which our rejection
decision is based.

The practical implementation of this rejection method
amounts to equip the garbage model with a global self-
loop penalty (i.e. a penalty which will be applied at each
transition in the garbage model) and then do a Viterbi
on the syntax mentioned above. The global garbage self-
loop penalty will intrinsically implement the frame
normalisation since it will contribute at each speech

EUROSPEECH ’95, Madrid, Spain, September 1995

frame during the Viterbi decoding. If the garbage
model is found to be the best after the recognition phase
then the uttered word will be rejected.

5. GARBAGE MODELLING

This section presents two definitions of garbage models.
Both models do not require any separate training since
they are directly deduced from the models used to
describe the keywords. In order to cope with our
rejection method (cf. Section 4), the two models are
equipped with a global self-loop penalty.

5.1. The Ergodic 7-Garbages Model

For discrete density HMMs— The ergodic 7-garbages
model consists in the clustering of discrete density CI-
HMMs into 7 broad phonetic classes [4]. Therefore, the
resulting garbage model (HMM of 7x3 states) is
entirely deduced from the CI-HMMs without any other
additional training. The emission probabilities for the
ergodic 7-garbages HMM are computed from discrete
density functions which result of the merging of CI-
HMM states after the clustering phase and the garbage
HMM states are fully connected (ergodic model).

For hybrid HMM/MLP— We partition the output space
of the MLP in 7 categories, each one modelling a
particular broad phonetic class. The local posterior
probability of each broad phonetic class Q is computed

as follows :
=1
p(QIx)= §p<q,-|x) (5.1)

where p{g| x) is the local posterior probability of class
gi, g7 is an MLP output, x is an acoustic vector and 7 is
the number of classes ¢; which belong to Q

The local likelihood of each class () with respect to an
acoustic vector x is :
_p@x)

pxiQ) 0 px) (52)

where,
i=l
Q)= 151 play  (53)

p(Qlx)

j4(0))

to be computed with equations (5.7) and (5.3) since
p(x) is a constant over all the HMM states during the
recognition phase.

During the Viterbi decoding, only the ratio has

5.2. The Ergodic Best-Fit Model

In previous work on rejection and keyword spotting, we
used the on-/ine garbage model [4]. That approach did
not attempt to explicitly define a garbage model : we
computed on-line (during the Viterbi decoding) the
local garbage score as the average over the N best local
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scores obtained over the CI-HMM states. A main
disadvantage of that method was that it required the
sorting at every time frame of all the local scores.

In order to circumvent this problem, we have derived a
new garbage model, namely the ergodic best-fit model.
This model can be seen as the on-line garbage model
with N=1. The global score on the whole utterance
obtained for this model, when the garbage self-loop
penalty (see Section 4) is ignored, is always the very
best score (best fit) since it comes to accumulate, at each
time frame, the best local score over a fully connected
set of CI-HMM states.

5.3. The Garbage Scores

The dynamic programming (Viterbi) through both
ergodic garbage models defined in sections 5.1 and 5.2
amounts to accumulate at each time frame the best local
garbage score. The global garbage score GS is then
computed as follow :
r=AT
GS= Y (~log(p'(xlq)+RTH) (5.4)

=0

where AT'is the number of frames in the uttered word, ¢
is the garbage state at current time t for which the local
likelihood p'( xqq) with respect to the acoustic vector x
at this time is maximum, RTH is the value of the
garbage sclf-loop penalty.

6. EXPERIMENTS AND RESULTS

In this section we describe the experiments conducted
on both ergodic 7-garbages and best-fit models with the
discrete density HMM and HMM/MLP systems. The
rejection performance was tested on 20 speakers, each
one pronouncing the same 54 keywords and 41 non
keywords.

It is not easy to assess the performance of speech
recognition systems in terms of rejection ability since
there is a trade-off to make between the performance on
the keywords only (when no rejection is applied) and the
loss in accuracy on these keywords when robustness is
desired against undesirable inputs. Therefore, we used
curves with the keyword rejection rate (i.e. the false
rejection rate) in terms of

~ the non keyword rejection rate
— the accuracy on the keywords (i.e. the recognition
rate on the non rejected keywords)

in order to assess the trade-off between the performance
on the keyword versus the ability to reject the
extraneous entries. Each point of the curve corresponds
to a particular rejection threshold (RTH) value. Notice
that the error rate on the keywords, when no_rejection is
applied, is 9.6 % for discrete density HMMs and 8 % for
hybrid HMM/MLP based recognizers (test set composed
of 20 speakers)
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From Figure 1 and Figure 3, we see that the two garbage
models perform about the same. However, the best-fit
model has the advantage of simplicity compared to the
7-garbages model : for discrete density HMMs, the best-
fit model does not require an explicit garbage HMM
since the Viterbi score is deduced on-line from the CI-
HMM; in the same way, for the HMM/MLP approach,
the best-fit model reduces drastically the CPU cost.
Indeed, the local garbage score for this model just
implies to look for the MLP output probability which is
maximum instead of taking, in the 7-garbages model
case, the maximum over sums computed for each broad
phonetic class Q (refer to equation 5.7).

On the other hand, if we look at the keyword accuracy
after rejection (Figure 2 and Figure 4), the 7-garbages
model seems more likely to reject substitution errors
since the accuracy on keywords is globally better than
with the ergodic best fit model. This latter property can
be very desirable in many applications.

Results

Rejection on Non Keywords (%)

0 5 10 15 20 25
Rejection on Keywords (%)

Figure 1— Discrete density HMMs
Non keyword rejection versus keyword rejection

Accuracy on Keywords (%)

0 5 10 15 20 25
Rejection on Keywords (%)

Figure 2— Discrefte density HMMSs
Accuracy on non rejected keywords versus
Incorrect keyword rejection
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Figure 4 — Hybrid HMM/MLP
Accuracy on non rejected keywords versus
Incorrect keyword rejection

7. CONCLUSION

A rejection method of out-of-vocabulary words has been
assessed on two representations of undesirable speech
inputs for both discrete density HMMs and hybrid
HMM/MLP based speech recognizers.

The garbage models we present, namely the ergodic 7-
garbages and the ergodic best-fit models, do not require
any specific training since they are directly derived from
the context independent phoneme HMMs. The two
garbage models show comparable performance on
rejection tasks though the ergodic best-fit model has the
advantage of simplicity (no explicit modelling, CPU
load reduction in the case of the hybrid HMM/MLP
approach). However, the ergodic 7-garbages model
seems to be more able to reject substitution errors than
the ergodic best-fit model.
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