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ABSTRACT

HMM-based continuous speech recognition (CSR)
systems have proved very successful despite the
well-known limitations of HMMs as models of speech
production. Recent work in pattern classification has
demonstrated the performance advantages of com-
bining sets of classifiers operating on complementa-
ry sources of input data. We have investigated this
approach on a CSR task by combining conventional
HMM processing with formant measurements. Our
results show that this can significantly improve
phone-level classification performance.

1 INTRODUCTION

The HMM approach to CSR has been very success-
ful despite its limitations as a model of speech pro-
duction. These limitations result from the
fundamental assumptions required to ensure the
computational efficiency of HMMs. For example, the
output independence assumption supposes that
successive speech frames are uncorrelated. This
means that, during recognition, it is unlikely that
HMMs can take advantage of potentially useful infor-
mation in the acoustic signai which is correlated over
several frames, such as formant transitions. As a
consequence, many researchers have suggested
modifications to the basic HMM algorithm to weaken
the assumptions and produce an improved acoustic
model, a recent example being segmental HMMs
1l

This paper also addresses the acoustic modelling
problem but from a different standpoint. We start with
a HMM recogniser as a primary evidence source,
and combine this with additional evidence from Re-
finement Tests. A Refinement Test is intended to
help resolve the confusions which arise from the
HMM processing. This paper reports on Refinement
Tests using formant behaviour as an additional evi-
dence source.
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This echoes recent developments in the pattern
classification literature which have shown that it can
be advantageous to combine sets of classifiers oper-
ating on complementary sets of input features
[2](3][4].

A major difficulty is how to combine the evidence
from the HMMs with that of the Refinement Tests
and we report on the effectiveness of several
schemes for doing this.

This paper is laid out as follows. Section 2 describes
the training of our set of HMMs - the primary evi-
dence source. Section 3 describes how we obtained
our formant measurements - the additional evidence
source. The results of our evidence combination ex-
periments are described in Section 4. Finally, Sec-
tion 5 discusses our findings and suggests some
further developments.

2 HMM TRAINING
2.1 Corpus and Phone Set

The corpus consisted of 2320 utterances from the
290 male speakers on the prototype TIMIT data-
base. Only male speakers were used because there
are possible problems when using the Crowe for-
mant estimation algorithm [5] (see Section 3) with fe-
male speakers. The shibboleth “sa” sentences were
not used because they can bias phones in certain
contexts [6]. 1552 utterances were used as the HMM
training set; the test set consisted of the remaining
768 utterances. The TIMIT labels were converted
into the 39-phone set devised by Lee and Hon [7].

2.2 HMM Set

A 3-state monophone HMM topology was used.
Each state had a mixture of 20 Gaussian distribu-
tions with diagonal covariance to estimate the emis-
sion probabilities. The feature vector was 39-
dimensional, consisting of 12 mfccs plus energy to-
gether with delta and acceleration coefficients of
these quantities. The test performance of the HMM
set was 70.2% Correct and 63.0% Accurate for the
39-phone recognition task. As at this stage the aim
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was to concentrate on acoustic modelling perfor-
mance, language modelling has not been used in
this work. HTK [8] was used to train and test the
HMMs.

2.3 HMMs as a Primary Evidence Source

The forward algorithm makes it possible to compute
a set of HMM likelihoods for a segment of the speech
signal. Assuming that each phone is equally likely a
priori, it is possible to convert these likelihoods to
class posterior probabilities simply by normalizing so
that they sum to one. It was intended to use the set
of posterior probabilities as the feature vector for the
primary evidence source for a given segment. Unfor-
tunately, it was found that this method often pro-
duced a vector where the winning class had a
probability approaching one with the other classes
having very small probability values. Thus in many
cases, the HMMs were not providing any information
about any other likely phone candidates. To lessen
these effects, we adopted a method used by
Mcinnes et al[9], namely to divide the HMM log-like-
lihoods by the segment length before normalizing as
before to produce a confidence measure for the
HMMs.

A problem with using 3-state, straight through mod-
els, is that the forward algorithm couid not produce a
confidence measure for segments of less than three
frames duration. Consequently, these short seg-
ments were excluded from the experiments. The be-
ginning and end silences for each utterance were
also excluded as the HMMs are very reliable on
these, and because formant information is unlikely to
aid in their recognition.

3 ADDITIONAL EVIDENCE FROM FORMANT
FEATURES

The Crowe algorithm [5] was used to calculate the
first three formant frequencies for each 10ms frame
of an utterance. A technique described in Green et al
[10] ‘sketches’ the formant frequency behaviour.
From this cartoon, an estimate is made of ‘formant
targets’ for each formant and for each segment. The
target frequency values express where the formant
originated before entering the segment, where it
reached within the segment, and where it transited to
after exiting the segment.

The formant feature measurements represent the
F1, F2 and F3 targets for a given speech segment.
During recognition, of course, the correct segmenta-
tion of a speech utterance isn’t known and is typically
determined simultaneously with classification by the
Viterbi algorithm. As at this stage the aim was to
demonstrate the possibilities of evidence combina-
tion, it was decided to simplify the task by using the
actual segmentation of the utterances, as defined by
the label files. Thus the results presented in Section
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4 show the effect on substitutions only and do not
say anything about insertions or deletions.

4 EVIDENCE COMBINATION EXPERIMENTS

This section reports on the effectiveness of applying
several evidence combination methods to the two
sources of evidence. Results are reported for tests
conducted on the complete 39-phone set, and for a
subset consisting of the 13 vowels. The results are
summarized in Table 1.

4.1 Control Experiments

Two control experiments were conducted to assess
the performance of the two evidence sources in iso-
lation. Using the HMM confidence measurements as
a basis for classification gave a performance of
68.9% Correct for the 39-phone set and 61.7% Cor-
rect for the vowel subset. This was the baseline per-
formance which the evidence combination
experiments had to improve on to be considered
successful.

An MLP classifier was used to obtain classification
performance figures for the formant features. The
MLP classifier employed for these and the later ex-
periments had one hidden layer and a softmax out-
put layer containing one output unit per class.
Training was by the standard backpropagation algo-
rithm. A relative entropy error function and one-from-
N output coding [11] was used to ensure that the out-
put units produced class posterior probability esti-
mates. There were 9 input values representing the
F1, F2 and F3 values for a segment and its adjacent
segments. The formant features were normalized to
lie in the interval [0,1]. For training purposes, the
HMM training set was split into a training set of 792
utterances and a cross-validation set of 760 utter-
ances. The HMM test set was used for testing. This
gave 26083 (25376) training (testing) patterns for the
39-phone set and 8599 (8489) training (testing) pat-
terns for the vowel subset.

The formant features on their own performed much
worse than the HMMs: the best performance ob-
tained for the 39-phone set was 31.9% Correct, and
for the vowel subset it was 47.1% Correct.

4.2 Combination by Multiplication

The probabilities obtained from the formant feature
measurements by the MLP classifier described in
Section 4.1 were multiplied by the corresponding
HMM confidence measurement to produce a new
score for each class. The class with the highest
score was taken to be the decision of the combined
classifier. This is the standard technique for combin-
ing probabilities from two independent evidence
sources.
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Table 1: Effect of Evidence Combination on Classification Performance

39 Phone Set Vowels
Classifier/
Input Combination Relative o Relative
Method %Correct Performance %Correct Performance
HMM Feature Vector HMM 68.9 - 61.7 -
Formant Features MLP 31.9 -37.0 471 -14.6
HMM Confidences + Multiplication 70.3 +1.4 66.5 +4.8
Formant Classification Probs
HMM Confidences + Simple 69.5 +0.6 65.3 +3.6
Formant Classification Probs Average
HMM Confidences + Weighted 69.5 +0.6 Not tested Not tested
Formant Classification Probs Average
HMM Confidences + MLP 71.4 +2.5 67.0 +5.3
Formant Features
HMM Confidences + MLP 715 +2.6 Not tested Not tested
Formant Classification Probs
HMM Confidences MLP 71.2 +2.3 Not tested Not tested

This method yielded improved performance: 70.3%
Correct on the 39-phone set and 66.5% Correct on
the vowels subset.

4.3 Linear Combination Methods

Two methods of linearly combining the evidence
sources were tested. Firstly, the corresponding out-
puts of the two evidence sources were averaged to
obtain a new score for classification. This method
yielded an improvement to 69.5% Correct on the 39-
phone set and 65.3% Correct on the vowels subset.

The second linear combination technique was the
generalized ensemble method (GEM) described by
Perrone and Cooper [3]. This uses a weighted aver-
age of the scores from the evidence sources to pro-
duce a combined score. The averaging weights are
calculated from the error correlation matrix of the
classifiers used in the ensemble. GEM combination
gave a performance of 69.5% Correct on the 39-
phone set - the same as combination by simple av-
eraging. GEM combination was not attempted on the
vowel subset as, on our data, it does not appear to
offer a substantial performance gain for the extra cal-
culation involved.

4.4 Combination by MLP Classifier
The final series of experiments involved combining

features representing the two evidence sources in
the input vector of an MLP classifier. The set of HMM
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confidence measurements was used along with a
contribution from the secondary evidence source.
Two different contributions from the formant mea-
surements were tried. Firstly, the raw formant mea-
surements, normalized to lie in the interval [0,1].
Secondly, the class posterior probabilities generated
by the MLP classifier of Section 4.1 were used as in-
put features.

Combining the raw formant feature measurements
with the HMM confidence measurements gave a
performance of 71.4% Correct on the 38-phone set,
a 2.5% improvement on the HMMSs acting alone. On
the vowel subset, a 5.3% improvement was obtained
to give an overall performance of 67.0% Correct.

Combining the formant classification probabilities
with the HMM confidence measurements produced
a comparable result to the use of the raw formant
feature measurements: 71.5% Correct on the 39-
phone set.

A final control experiment was performed. The HMM
confidence measurements were used as sole input
to an MLP classifier. This registered 71.2% Correct
on the 39-phone set, a performance approaching the
best evidence combination result despite the fact
that no additional evidence had been added.

This is an interesting result because it suggests that
it is possible to use an MLP classifier to improve the
classification performance of a set of HMMs without
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needing to add any extra evidence. What appears to
be happening is that the MLP is re-adjusting the
probabilities so that the most common phones are
correctly recognised more frequently without cata-
strophically damaging the recognition performance
on the other phones. This result questions the effec-
tiveness of our secondary evidence source since it is
possible to obtain a similar performance improve-
ment by additional processing of the HMMs alone.
The Gillick Test [12] suggests that the results ob-
tained with evidence combination are significantly
better, but further analysis is required to investigate
this.

5 CONCLUSIONS AND FURTHER WORK

The results show that it is possible to improve the
performance of a basic set of HMMs by combining
with additional evidence. Nevertheless, there are
many unresolved questions about what are the best
evidence sources to use. In this work, we have used
formant data because we believe it offers informa-
tion which the HMMs find hard to utilise. But we need
to determine if our method of processing this infor-
mation is making the best use of it. A similar question
arises over the contribution from the HMMs. There is
also the question of what other types of evidence it
might be beneficial to use. At the same time, further
work needs to be done to find the best evidence
combination method. Using an MLP to perform the
combination seems to have advantages over linear
combination techniques, but would not scale well if a
large number of additional evidence sources were
used. Hence it may be beneficial to adopt a modular
architecture such as Mixture of Experts [4]. Finally, a
technique for integrating the evidence combination
processes into the Viterbi algorithm must be devel-
oped if this approach is to be used in a HMM-based
speech recogniser.
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