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ABSTRACT

We present our approach to three major issues in sta-
tistical language modeling with large vocabularies using
large corpora: (1) word probability smoothing, (2) task
adaptation and (3) access speed to word probabilities and
memory management. The last issue is particularly im-
portant for real-time speech recognition systems. To han-
dle smoothing and adaptation, we desighed a nondeter-
ministic trigram language model. We approach the last
issue by caching.

Keywords: deterministic language model, dynamic adap-
tation, hidden Markov model, nondeterministic language
model, static adaptation, statistical language modeling,
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1. INTRODUCTION

A language model in speech recognition assigns a prob-
ability value to each word string. For a specific task,
the most effective language model to date is the trigram
model[l, 2] based on a large amount of task-related text.
It estimates the probability of a word conditioned on the
two most recent words preceding it. To extend the tri-
gram modeling scheme to constructing a general-purpose
large-scale language model with a large vocabulary based
on a large corpus, three fundamental issues have to be
resolved.

1. Smoothing:

Because the number of probabilities to be estimated
is large for large vocabulary tasks, data insufficiency
may always pose a problem in practice. Smoothing
is a common solution to this problem. By capital-
izing on the fact that the probability estimate of a
word based on a shorter history is more robust, bi-
gram word probability estimates (with one word his-
tory) and unigram word probability estimates (with-
out any word history) are used to complement the
trigram word probability estimates.

2. Adaptation:
Because of the multi-task nature required for a gen-
eral purpose language model, adaptation to a spe-
cific task becomes a key step. There are two ways
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to adapt a language model. One way, which we call
static, 1s to use the statistics of a relatively smaller
amount of task-related text off-line and adjust the
probability estimates accordingly. Another, which
we call dynamic, 1s to use the text seen so far at
run-time.

3. Access speed to probability estimates and memory
management:
For large-scale statistical language modeling, the
pumber of probabilities is huge. To organize the
probability estimates of the model efficiently and to
reduce the memory requirement are challenging is-
sues for real time speech recognition.

In this paper, we report how we have approached these
issues in the development of our language model with a
60 thousand word vocabulary based on a corpus of 107
million words of newspaper material from the Wall Street
Journal and the Globe and Mail In developing a gen-
eral purpose language model, our strategy is to use the
statistics collected from the 107 million word corpus as
the base statistics and integrate the static and dynamic
adaptation components into the final model. To handle
smoothing and adaptation, we designed a nondetermin-
istic model. To reduce the memory requirement and to
increase the access speed to each probability estimate, we
use caching.

2. NONDETERMINISTIC LANGUAGE
MODELS

2.1. Definitions

A language model state is identified by a word history
(note that this history may be empty). We call a lan-
guage model state a bigram state if it is defined by the
previous two words. Similarly, we call a language model
state a unigram state if it is defined by the previous word.
We call the language model state which carries no word
history the memoryless state. For a given language model
state and a given word, if there is exactly one state to go
to after generating the word, we call the language model
determinzstic. If there is more than one state to go to
after generating the word, we call it nondeterministic.
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Fig. 1 The state sequence of a deterministic language
model for generating words wywows.

Fig. 2 The state network of a nondeterministic lan-
guage model for generating words wiwaws.

Clearly, for a given word sequence, there is exactly one
corresponding state sequence in a deterministic language
model. Figure 1 shows the state sequence of a determin-
istic model for generating word sequence wywows. In this
terminology, the trigram language models reported pre-
viously in [3, 4, 5] are all deterministic models.

2.2. Nondeterministic Models vs. Deter-
ministic Models

Instead of going through a chain of states as in the deter-
ministic model case, the nondeterministic language model
goes through a network of states for generating a word se-
quence.

Let $w,_,w,., be a bigram state defined by words w;_»
and w;..;. In a nondeterministic trigram language model,
after generating word w; at state sy, _,u,_,, there are 3
states that can be reached: the bigram state sy, _,,;, the
unigram state sy, and the memoryless state s,. Simi-
larly, after generating word w; at a unigram state sy,,_,,
there are also 3 states that can be reached (same as the
bigram state case). However, after generating word w; at
the memoryless state s,, there are only 2 states that can
be reached: the unigram state s,,,, and s, itself. Figure
2 shows the state network of a nondeterministic language
model for generating word sequence w;wsws. Obviously,
our nondeterministic lJanguage model is a hidden Markov
model with probabilities governing transitions between
states and word distributions controlling the generation
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of words. (The reason we introduce the term nondeter-
ministic model is that, in the literature, many authors
also looked at the deterministic smoothed trigram lan-
guage model as a hidden Markov model.} The bigram
language model reported in [6] is nondeterministic. From
the above definition, we can see that the deterministic
model is a special case of the nondeterministic model.

In a deterministic trigram language model, at each
state, each word probability is computed using all the
trigram, bigram and unigram statistics. For example, in
an interpolated deterministic trigram model containing a
static adaptation component, the probability to generate
word w; at state sy, ,w,_, ¢an be computed using the
following formula:

p(wi/'sw.-l w.-z) =
C(wi—owi_1w;)

a C(wg_lw,-) + a0 C(w,-) +

2 C(w,’_zw,'_1) C(w,‘...1) N
‘)CSA(wi—Zwi—lwi) b Csa(wi—1w;)

© Csalwi-awi—1) Y Csalwioy)

bo———CSA(wi) + ci (1)

Nsy |4

where C(-) and Csa(-) are the counts of the trigrams, bi-
grams and unigrams from the large corpus and the static
adaptation text respectively; a;, b; (1 = 0,1,2) and ¢ are
positive weighting coefficients such that they sum up to
1; N and Njs4 are the total numbers of words in the large
corpus and the adaptation text; V' is the number of words
in the chosen vocabulary. The last term in the above for-
mula is used to account for the out-of-vocabulary words.
The weights can be trained using the deleted interpola-
tion method[2].

In a nondeterministic trigram language model, at each
state, each word probability consists of two components:
one corresponding to the statistics from the large general
corpus, the other corresponding to the statistics from the
small task-related adaptation text. There are different
ways to combine the two statistics together. The way we
choose is to use the interpolation of the two components.
For a bigram state sy,_,w,._,, we use the following formula
to compute the probability p(w;/sw,_,w,_,) for generating
word w; at Sy, _,uw;_,"

Clwi_aw;_1w;)
C(wi-2wi_1)
2CSA(wi—2wi—lwi)
Csa(wi—aw;-1)

P(Wi/sw,qw,oy) =

b

(2)

where C(wj—sw;—jw;) and C(w;_sw;—;) are the tri-
gram and bigram counts from the large corpus,
Csa(wi-ow;—1w;} and Csa{wi-2w;i-1) are the trigram
and bigram counts from the static adaptation text, a; and
b, are positive weighting coefficients such that a;+b, = 1.
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Similarly, for a unigram state s,,,_, , we use the follow-
ing formula to compute the probability p(w;/s,,_,) for
generating word w; at s,,_, in a nondeterministic tri-
gram model:

Clw;_yw;)

" Ci) T
Csa(wi—1w;)

! CSA(wi—l) (3)

p(wifsw..,) =

where C(w;—_1w;) and C(w;-1) are the bigram and un-
igram counts from the large corpus, Csa(w;- w;) and
Csa(w;-1) are the bigram and unigram counts from the
static adaptation text, and a; and b; are positive weight-
ing coefficients such that a; + b, = 1.

In order to handle words out of the vocabulary, we add
a flat distribution term over the words in the vocabu-
lary to the word probability function associated with the
memoryless state. We use the following formula to com-
pute the probability p(w;/ss) for generating word w; at
Sg:

) _ Clw;) Csalws) l
P(wi/se) = ao—5— +bo Ve T (4)

where C(w;) and Cgsa(w;) are the unigram counts from
the large corpus and the static adaptation text, N and
Ng4 are the total numbers of words in the large corpus
and the adaptation text, V is the size of the vocabulary,
and ag, by and ¢ are positive weighting coefficients such
that they sum up to 1.

2.3. Training

The parameters which need to be trained for nondeter-
ministic language models are the transitional probabili-
ties between each pair of states. If interpolation is used
for combining the statistics from the large corpus with the
adaptation statistics as we have discussed in the previous
subsection, the weights also need to be found. We use
the maximum likelihood method to train the transitional
probabilities and the weights [2]. For the task-related text
available to us, we divide it into 3 portions by the ratio
of 6 : 3 : 1 for adaptation statistics, parameter training,
and testing.

2.4. Experimental Results

Our recognition tasks are to recognize six books on tape of
different kinds: novels, autobiographies, and syndicated
columns.

In order to estimate the effectiveness of the nondeter-
ministic language model, we also implemented a deter-
ministic model. It is an interpolated trigram model based
on equation (1).
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book | perplexity | perplexity | perplexity
using using reduction
D model | ND model
Euro 391 342 13%
Guts 331 301 7%
Helen 394 371 6%
Pref 311 279 10%
WF 396 367 7%
WS 252 215 15%

Table 1 Perplexity comparison between the determin-
istic language model and the nondeterministic language
model for six books.

Table 1 shows the perplexities of the six books com-
puted using the deterministic and nondeterministic mod-
els. As shown in the table, the nondeterministic language
model consistently scores better than its deterministic
counterpart. For the six books tested, the perplexity re-
duction ranges from 6% to 15%.

2.5. Dynamic Adaptation

Dynamic adaptation has been examined by many re-
searchers as presented in [3, 4, 5, 7] for example. It
assumes that a word, once occurred, will have a higher
likelihood of occurring again. Based on a window of the
words seen so far, it boosts the probabilities of the words
appearing in the window accordingly (how often they ap-
pear in the window). This dynamic adaptation has been
shown to be very successful in reducing the text perplex-
ity and in improving word recognition rate. Because of
the much longer word history it maintains, it comple-
ments the limitation of the trigram model which keeps
only a two-word history.

With the nondeterministic modeling scheme, it is quite
convenient to integrate a dynamic adaptation component
into the overall model. For each nondeterministic lan-
guage model state, we simply add a term to the word
probability function which corresponds to the statistics
in the word window. For example, for the memoryless
state, we add a weighted term Cp 4(w;)/W in calculating
the word probability for word w;. Here Cpa(w;) is the
count for word w; in the window, and W is the window
size. We are currently conducting experiments with our
full nondeterministic language model that contains both
static adaptation and dynamic adaptation.

3. ACCESS SPEED AND MEMORY
MANAGEMENT

As we have mentioned before, this is a crucial issue for
real-time speech recognition systems. The statistics we
collected from our 107 million word corpus contains 41
million bigrams and trigrams. We store them in a B-
tree, and cache the most-recently-used bigram and tri-
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gram probabilities. In our preliminary recognition exper-
iments with our newly developed real-time large vocab-
ulary (60 thousand words) continuous speech recognizer,
we have found that caching recently used bigram and tri-
gram probabilities is very effective for speeding up recog-
nition. With a cache that holds 2 thousand bigram and
trigram probabilities, we have observed a hit rate of more
than 60%.

4. CONCLUSIONS

We have presented a nondeterministic language modeling
scheme for speech recognition. We have found the nonde-
terministic language model performs better than the de-
terministic model in evaluating text perplexity across all
our six recognition tasks. In our preliminary recognition
experiments with our new continuous speech recognizer,
we have also found that the nondeterministic language
model out-performs the deterministic model. One possi-
ble explanation is that because our recognizer is Viterbi-
based, the nondeterministic language model fits in the
system rather nicely. The deterministic language model
may over-smooth word probabilities.
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