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ABSTRACT

In this paper, a self-learning speaker adaptation technique
based on the separation of speech spectral variation sources
is developed for improving speaker-independent continuous
speech recognition. Statistical methods are formulated to re-
move spectral biases caused by speaker acoustic characteris-
tics and channel mismatches and to adapt parameters of mix-
ture Gaussian density phone models using unsupervised seg-
mentation data from recognition feedback. Adaptation experi-
ments demonstrate consistent performance improvements over
a baseline speaker-independent continuous speech recognition
system. On a TIMIT test set, where the task vocabulary size is
853 and the test set perplexity is 104, with each speaker speak-
ing two to three sentences, the recognition word accuracy has
been improved from 86.9% to 88.3% (10.7% error reduction).
On a separate test set which contains a recording channel mis-
match, where each speaker read 98 sentences and with a test
set perplexity of 105, the recognition word accuracy has been
improved from 69.3% to 85.2% (51.8% error reduction).

Keywords: self-learning, acoustic normalization,
phone model adaptation.

1. INTRODUCTION

Speaker-independent continuous speech recognition is ideal
for man-machine communication. However, the state-of-the-
art modeling techniques still limit the decoding accuracy of
such systems. An inherent difficulty in statistical modeling
of speaker-independent continuous speech is that the spec-
tral variations of each phone unit come not only from allo-
phone contextual dependency, but also from speaker acoustic
and phonologic characteristics. These phonetically irrelevant
speaker factors make the speaker-independent models less ef-
fective than speaker-dependent models.

For improving speaker-independent continuous speech recog-
nition, it is of great interest to incorporate efficient learning
mechanisms into speech recognizers where speaker adapta-
tion can be accomplished without external supervision and the
performance of a speaker-independent system can be gradu-
ally improved to that of a speaker-dependent one. A speaker
adaptation technique based on spectral variation source de-
composition has recently been developed [1,2] which achieved
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significant error reductions for a speaker-independent continu-
ous speech recognition system [3,4] by using short calibration
speech from individual speakers. The current work extends
the technique of [1,2] into the paradigm of self-learning adap-
tation. In the learning process, statistical methods are used
to adapt speaker characteristics from the incoming stream of
speech utterances of each speaker. The speaker acoustic char-
acteristics are estimated using an unsupervised maximum like-
lihood estimation algorithm [5]. The speaker phonologic char-
acteristics are integrated through adaptation of phone model
parameters via Bayesian estimation, where the adaptation data
for each phone unit are obtained by unsupervised segmenta-
tion based on recognition feedback. It is noted that a similar
effort of using unsupervised segmentation for phone model
adaptation has recently been reported [6] which achieved good
adaptation results. For enhancing phone model adaptation ef-
ficiency, context dependency of allohpones are modeled by
context modulations [1] between pairs of mixture components.
The proposed adaptation technique is shown to be effective in
improving the performance of a speaker-independent contin-
nous speech recognition system based on continuous mixture
Gaussian density HMM phone models [3,4], with the tests
performed on a subset of TIMIT database [7] and on speech
data collected in our laboratory.

This work is presented in four sections. The statistical meth-
ods for acoustic normalization and phone model adaptation are
described in section 2; the experimental results are presented
in section 3; a summary is given in section 4.

2. SELF-LEARNING ADAPTATION

The speaker adaptation technique is implemented in two steps.
In the first step, the speaker acoustic characteristics are esti-
mated and the speech spectra are acoustically normalized be-
fore decoding. In the second step, the parameters of phone
models are adapted using unsupervised segmentation data
from recognition feedback. The two-step adaptation strategy
also resembles the hierarchical adaptation technique of [8] in
VQ based isolated word recognition.

2.1. Acoustic Normalization

The speech spectra from a speaker g are modeled as a linear
transformation H(%) on those of a standard speaker o, where
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H(9) represents the articulatory characteristics of the speaker
[9]. In the logarithmic spectral domain, a speech spectrum
29 then relates to the spectrum z{°) by a bias vector h(9), ie.
289 = 2{? + h(9). When an unmatched recording condition
introduces a linear transformation distortion, the distortion e
in the logarithmic domain can be absorbed by the bias vector
R@ = h(@ t e, and then z{? = 2 + R(9),

2.1.1. Estimation Algorithm

Detailed derivations of the unsupervised maximum likelihood
estimation algorithm have been given in [5,1]. A simplified
estimation algorithm which has been proven practically effec-
tive is outlined below.

The characteristics of the standard speaker are modeled by
speaker-independent unimodal Gaussian density phone mod-
els M(ui,C;), i = 1,2,---, M. For speaker g, each spec-
tral vector zgﬂ, t=12,- .+, 7@ is labeled by a Gauss-
ian density which yields the highest a posteriori likelihood
score among all the Gaussian densities : = 1,2,---, M. The
spectral deviations between spectral vectors and their labeled
Gaussian density mean vectors are computed and then aver-
aged to obtain the spectral bias vector k{9, i.e.

i.(a) 1 = (9)
1

t=

where i*(t) = arg ma,:xp(i'lzsq)) and p(i’leQ)) is the a
posteriori likelihood of z{? by the Gaussian density 4.
2.1.2., Normalization Method

It has been shown in [1] that it is advantageous to perform
acoustic normalization on both training and test data where re-
moving spectral biases from training spectra makes the phone
models more efficient in capturing statistical variations of allo-
phones. To construct phone models characterizing a standard
speaker, the training data are first used to estimate a set of
unimodal Gaussian density phone models. Using these mod-
els as reference, a spectral bias vector is estimated for each
sentence utterance from each speaker, and the estimated spec-
tral bias is subsequently removed from the sentence spectra
by 3 = 2{? - 3@, ¢t =1,2,-..,T@. Mixture Gaussian
density HMM phone models are trained from the acoustically
normalized training data. The test data are similarly acousti-
cally normalized before decoding.

An alternative method of estimating a spectral bias for each
speaker is to iteratively update the estimate as more data from
the speaker become available. Although in general using more
data produces a more reliable estimate, it has been observed
that the iterative estimate scheme became sluggish in keeping
up with random changes in a speaker’s voice characteristic,
and in this instance it led to inferior recognition results.

2.2, Phone Model Adaptation

For phone model adaptation, the acoustically normalized
speech spectra are segmented into states of phone units ac-
cording to the recognized word sequence. For each state of
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each phone unit, the likelihood scores of spectral features with
respect to the mixture component Gaussian densities are eval-
uated, and the parameters of Gaussian densities which have
sufficient adaptation data are adapted via Bayesian estimation
[1,10,11,12]. For enhancing the adaptation effect, the param-
eters of mixture components with insufficient or no adaptation
data are adapted from context-modulated data [1], where con-
text modulations are modeled between mixture components.

2.2.1. Bayesian Estimation of Mixture
Gaussian Density Parameters

Let my, my, -, mar denote the component Gaussian den-
sities of a size-M mixture Gaussian density for a state of a
phone unit. The likelihood of a spectrum feature z, is

M

Plodlmy, - mar) = Y i f(mefm) @
: i=1

where f(z:jmi) ~ N(pi, C:), 1=1,2,---, M, and the mix-

ture weights o;’s are assumed constant. The prior distribu-

tions of Gaussian density parameters are assumed to be inde-

pendent between mixture components and are in the form of

conjugate prior [13], i.e.

Y ol |12 L A — Y — u®Y

Py 7i) |rs} exp( 2tr(vn(m ll'o)(l’n P'o)
X |r; |(°"I‘_1)/2 exp (— %tr(nri)) .

3)

where r; = Ci'!, v = o = N; with N; being the training
sample size for the ith mixture component, L is the dimension
of spectral feature, and 7; = N,-CS'). Define the objective
function J by the posterior likelihood

J = p(ma, my, - -, mp|@1, T2, @)
T M
- {Hzaiﬂztm)}p(mhmz, e ) (5.
t=11=1

)
The maximization of logJ with respect to (u;, ;) leads to
the estimate of mean and covariance

B = (1= 2)u) + 2pd) ©)
and (with approximation «« — L ~ Nj)
Gi = (1= A)GHACE-0(1 = 2:) () ~ WD) (9 — ?Y’,

(6)
where
M
Yi,i = ai f(zelma)/ Z o fze|mar)
T T "
Ai= Z’)’t,i/ (Z Vo0 + Ni)
t=1 t=1 (7)

T T
.U'S) = E’Yt,izt/Z’h,i
t=1 t=1

T , T
CH =) "m; (zt - u(z‘)) (z, - I‘(z‘)) I3 s
t=1

t=1
and pf,i) and C.(,‘) are the prior speaker-independent parameter
estimates.
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2.2.2. Enhancement of Adaptation Effect

When a user initially starts using a recoguizer, the amount
of feedback adaptation data is small and most mixture com-
ponents have only a small amount or no adaptation data. To
enhance adaptation effect for this scenario, the adaptation data
in each mixture density are pooled together through context
modulation to adapt the mixture components lacking adap-
tation data. From [1], a context modulation vector (CMV)
between two contexts can be estimated as a weighted, aver-
age of difference vectors between mean vectors of allophone
segments from the two contexts. When each mixture com-
ponent density is conceptualized as modeling a generalized
allophone context, a CMV between two mixture components
can be approximated by the difference of the two mean vec-
tors. Specifically, to map a spectrum .'z:( ) belonging to the
ith mixture component to Z ) belonging to the jth mixture
component, :ct 1s sh1fted by the difference vector p; — y; to
become 57 = z{" + (u; — ps)-

The mterpolahon parameter }; defined in Eqn.(7) is used to
measure the amount of adaptation data for a mixture com-
ponent i, Assuming 7 to be the threshold, if A; > 7, the
parameters of the ith mixture component will be adapted us-
ing Bayesian estimation, otherwise they will be adapted us-
ing the pooled adaptation data Assuming A; < 7, defining
B = 2 Aei/ (N + 2 z At ) the formulas for adapt-

i'=1t=1
ing the mean vector and covariance matrix for the jth com-

ponent density are defined similarly as in Eqn.(5) and Eqn.(6)
as

By = ( iﬁ(’)) ) + }Zw:ﬁ?) (K9 + 19 — )

i=1 i=1

=19+ 3069 (9 - )
i=1

®
M
¢ - (1 _ zﬂgﬂ) (9 + 88)+
=1
i’@'(j)(C’(:i) + (6 +ul — “g)) (6 +#9) _ P@))
i=1
&)

M . iy

where § = Y ,3,9)( () u( ))
i'=1

It is noted that Eqn.(8) is similar to the interpolation formula

defined in [14,15] which were formulated for enhancing adap-

tation effect using a small amount of adaptation data.

After a user uses a recognizer for an extended period of time,
the amount of adaptation data in a state of a phone unit could
become large, and using pooled adaptation data directly could
become inappropriate. To avoid over-adaptation, the value of
M

3~ B9 is checked against a threshold ¢ < 1. If z B9 > e,

i=1

the shift vector § is scaled to become €6/ (E ﬁ(’))

=1
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Table 1 Comparison of recognition word accuracy (%).

TIMIT STL-f STL-m
Baseline 86.9 67.5 71.1
Acoustic normalization 88.1 76.7 86.1
Bayes. unsupervised 88.1 80.6 87.6
Bayes.+cmv unsupervised 88.3 822 88.2
Bayes.+cmv supervised 88.3 83.0 884

3. EXPERIMENTS

Experiments were performed on the TIMIT database and
speech data collected in our laboratory (STL). The baseline
speaker-independent HMM phone models were trained from
325 speakers and 717 sentences from the TIMIT database [3].
The TIMIT speech data were down-sampled from 16 KHz to
10.67 KHz. The cepstrum coefficients of PLP analysis (8th
order) and log energy were used as instantaneous features and
their first-order temporal regression coefficients as dynamic
features. The task vocabulary size was 853, and the grammar
perplexities were 104 and 105 for the TIMIT and STL test
sets, respectively. The TIMIT test set had 50 males and 25
females, where each speaker spoke two to three sentences for
a total of 186 sentences. The STL test set had one male (STL-
m) and one female (STL-f), and each speaker read 98 TIMIT
SX sentences. Compared to the TIMIT data, STL data were
collected under a higher level of ambient noise, and the filter
characteristics were also not well matched.

In Table 1, recognition word accuracies are summarized for
the cases of baseline, acoustic normalization, phone model
adaptations based on Bayesian estimation (unsupervised seg-
mentation), Bayesian estimation plus context modulation (un-
supervised segmentation), and Bayesian estimation plus con-
text modulation using supervised segmentation. For the two
STL speakers, the average recognition word accuracies and
error reductions with respect to the baseline are further illus-
trated in Figure 1 for every ten-sentence increment.

As seen from the results, due to the small amount of data
from each speaker in the TIMIT test set, only acoustic nor-
malization had a significant effect. For STL speakers, the
baseline recognition word accuracies are much lower than the
TIMIT set due to the mismatch of recording condition, and for
which acoustic normalization produced a significant perfor-
mance improvement. For speaker STL-f, phone model adap-
tation further improved word accuracy by a sizeable amount
after acoustic normalization, and using context modulation
data produced further enhanced adaptation. For speaker STL-
m, positive effects of phone model adaptation become no-
ticeable after a large number of sentences were uttered, and
the difference between using Bayesian estimation and using
context modulation data is small. Examining the test data
by STL-f and STL-m closely revealed that some initial sen-
tences contained speaking errors such as hesitations and click
sounds. These erroneous sentences were not excluded and
were counted as errors in the recognition.

Comparing the current results with those in [1], the current
phone model adaptation effect is smaller due to the use of con-
jugate prior for Gaussian density parameters, which is equiv-
alent to the retraining results in [1]. One reason for taking
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the conservative adaptation rate is that the adaptation data are
obtained from unsupervised segmentation which contains er-
rors. Another reason is that it is yet to be evaluated what
kind of adaptation rate works best for an increasing amount
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of adaptation data. It is interesting to observe that with the
current adaptation method, using unsupervised segmentation
and supervised segmentation did not produce much difference
in the recognition word accuracy.
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Figure 1 Recognition word accuracies and error reductions for STL-f (left) and STL-m (right),
O—baseline, V—acoustic normalization, 3—Bayesian estimation, $—Bayesian estimation plus context modulation.

4. CONCLUSION

The proposed self-learning speaker adaptation technique based
on spectral variation source decomposition has led to consis-
tent performance improvements for speaker-independent con-
tinuous speech recognition. Further research interests lie in
the study of optimizing adaptation rate, handling unsuper-
vised segmentation errors, and identifying additional variation
sources for adaptation.
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