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Abstract

This paper explores the use of two dimensional
cepstral-time features for the utilisation of correlation
among successive speech spectral vectors, within a hidden
Markov model (HMM) framework. A cepstral-time feature
matrix is obtained from a two dimensional discrete cosine
transform of a spectral-time matrix. Advantages of cepstral-
time features are : a) a cepstral-time feature matrix is a
simple and robust method for representation of short-time
variation of speech spectral parameters, b) a cepstral-time
matrix contains information on the transitional dynamics of
feature vectors within the matrix, ¢) speech recognition
based on cepstral time matrices is more robust in noisy
environments, and d) using a matrix of M cepstral vectors
implies a minimum HMM-state duration constraint of M
vector units. A simple framework investigated in this paper
for applications of cepstral-time features is a Finite State
Matrix Quantiser (FSMQ). The FSMQ is a special case of
the HMM and is used for initialisation of the training phase
of HMMs.

1- Introduction

Hidden Markov models (HMMs) are perhaps the most
successful and established method of automatic speech
recognition {1] [Rabiner 1989]). An HMM is a finite state
statistical model, useful for modelling nonstationary signals
whose time-varying characteristics may be described through
a chain of statistical states. The main constituents of an
HMM are the state observation and tramsition
probabilities. The transition probabilities provide a
mechanism for connection of the states, and for modelling
variations in speech duration and articulation rates. The
observation densities model the statistical distribution of
speech spectral features.

A major deficiency of HMMs is the lack of an efficient
mechanism for optimal utilisation of the correlation, along
the time axis, of successive speech feature vectors. The left-
right HMM provides a temporal structure for modelling the
time evolution of speech characteristics from one state into
the next, but within each state the observation vectors are
assumed to be independent identically distributed (IID)
processes. In reality the observation vectors are highly
correlated, and the correlation information may be used to
improve speech recognition. In {2] [Bergh 1985] a vector
quantisation (VQ) pre-processor is modified to include the
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temporal information on the time of occurrence of speech
spectral vectors. In this method each entry of a2 VQ
codebook has an associated probability of time of
occurrence. The timing cost function imposes a temporal
order, and models the sequential order of speech features. In
[3] [Kenny 1990] the correlation among successive spectral
vectors, associated with an HMM state, are modelled using
a state-dependent vector-valued linear prediction model. In
[4] [Deng 1992] the non-stationary behaviour of the state
observation sequence is described by a state-dependent
deterministic time-varying function, plus an uncorrelated
stochastic term. In [5] [Ariki 1989], and [6] [Pai 1992],
two-dimensional cepstra (TDC) are used as speech features.
The use of two-dimensional (cepstral-time) feature matrices
provides a simple and effective method of encoding the
short-time variations of successive speech cepstral vectors.

In this paper we explore the use of cepstral-time
features within an HMM. The advantages of cepstral-time
feature matrices over conventional cepstral feature vectors
are as follows. First, a cepstral-time matrix is a better
framework for modelling the short-time variations of a
speech event. This is particularly important for transient
events in which time-variation of speech features (
transitional dynamics) can be a significant factor in correct
modelling and recognition. Secondly, each matrix of
successive vectors contains implicit information on the
transitional dynamics of the vectors within the matrix. A
further consequence of using a matrix composed of M
feature vectors is that it imposes a minimum state
occupancy time constraint equivalent to that of M vectors .
The imposition of a minimum state duration constraint was
found to improve performance [7][Vaseghi 1992].
Experiments indicate that in noisy conditions, HMMs with
cepstral-time feature matrices perform better than HMMs
based on feature vectors.

The most basic form of a speech recogniser considered
in this paper, is a Finite State Matrix Quantiser (FSMQ),
where each state is basically a codebook of the means and
variances of the training matrices associated with the state.
The HMM structure is regarded as a generalisation of finite
state speech models. The remainder of this paper is
organised as follows. In section (2), two dimensional
cepstral-time matrices are introduced. In section (3) we
consider FSMQ and HMMs using cepstral-time matrix
feature units. Experimental results are presented in
section(4). Finally section (5) concludes this paper.
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2. Two-Dimensional Cepstral Time Matrices

Two dimensional cepstral-time features are formed by
taking the discrete cosine transform (DCT) of a number of
consecutive speech spectral vectors. The method is as
follows. Let the variables t and f denote the time and the
frequency dimensions. A block of K speech samples, s(t),
is transformed via a discrete Fourier transform (DFT) to a
block of K spectral samples. The block length, K, is
typically 128 or 256. The spectral samples are then grouped
into N overlapping, mel-spaced, frequency bands [8] [Furui
1989], and the DFT frequency bins within each band are
averaged to form power spectral features. The power spectral
variables are then converted to log power spectral variables
denoted by S¢j(f), where the subscript t; signifies the time
index of a speech block. Speech spectral vectors, Sti(f) =
{Sti(f1), Sti(f2), ..., Si(fN)] are N-dimensional vectors, and
M spectral vectors are staked to form an NxM dimensional
spectral-time feature matrix S¢i(f,t)=[S¢ji+1(f),
Sti+2®), ..., Sti+M(f)]. The sequence of matrices
formed from an observation vector sequence can be a
collection of either disjoint or overlapping vectors. For
example, for a spectral vector sequence {S¢(f), S1(f),
Sa2(b), S3(D, S4(f), Ss5(N, Se¢(M, S7(f, ... } with
M=3, a disjoint matrix sequence is {[S¢(f), S1(f),
S2(M], [S3(f), S4(f), Ss5(f), .. } and an
overlapping matrix sequence may be {[Sg(f), S1(f),
S2(D1, [S1(), S2(f), S3(N), ... }. For an HMM
with disjoint matrices the state duration is constrained to be
an integer multiple of M vectors, whereas for an
overlapping matrix the only constraint may be a minimum
duration of M vectors.

The spectral-time matrix is transformed via a two-
dimensional DCT to a cepstral-time matrix c(n,m) :

T Vs L 00F +1) cos—m(2t + 1
c(n,m)-g fgo (f,t)cosiﬁn(f+ )cosm-m( +1)

for0<n<N-,, 0€m< M-1

@
The two dimensional DCT may be considered in terms of
two one dimensional DCTs. One DCT operates on the log-
spectral vectors and produces cepstral vectors. The other
DCT operates on the time variations of the cepstral
coefficients. The axis n which is called quefrency
corresponds to the transform of the frequency axis, f, and has
the time dimension. The lower index coefficients along this
axis represent the spectral envelope, whereas the higher
index coefficients represent the pitch and excitation signals.
The axis m is the transform of the time axis t, and has the
frequency dimension. However as this axis relates to the
time axis of the original spectral-time matrix, it is referred
to as the time axis. The lower index coefficients along the
axis m describe the long-time variations of the cepstral
variables, whereas the higher index components describe the
short-time variations of cepstral variables [5]. We refer to
c(n,m) as a cepstral-time matrix because it is obtained from
the DCT of a spectral-time matrix, one dimension is
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cepstrum and the other relates to time. The coefficient ¢(0,0)
is a measure of the average energy of the log spectral-time
matrix. The coefficients c(0, m) represent the spectrum of
the energy of the log spectral vectors. The coefficients c(n,
0) are the average of the quefrency coefficients over the time
index m. Figures(1-a) and (1-b) are examples of a spectral-
time matrix and the corresponding cepstral-time matrix for a
voiced speech sound.

Filver Bank

Figure (1) - a) A 19x19 spectral-time matrix of a voiced
speech segment, b) the corresponding cepstrai-time matrix.

2.1 Cepstral-Time Matrix Dimensions

The dimensions of cepstral-time feature matrices have
an important effect on recognition accuracy and
computational complexity. The number of spectral vectors
M should not be too large as it would degrade the ability of
HMMs to model statistical variations in speech duration and
spectrum. Following the DCT operation, the lower N'xM'
submatrix is selected for speech representation. This
submatrix represents the long-time variation of the spectral
envelope of speech, which are the set of coefficients most
useful for speech recognition. Other submatrices represent
the short-time variation of spectral envelope and the time
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variations of pitch and excitation signals [5], these are not
considered useful for speech recognition.

3. Speech Recognition with FSMQ and
HMM-MQ

Matrix Quantisation (MQ) has been investigated for
applications in low bit rate speech coding [9] [Shiraki 88],
[10] [Shiraki 86], [11] [Roucos 82], and in speech
recognition [8] {12] [Roucos 87]. A matrix may be of
variable length [9], or fixed length [12]). For the purpose of
state observation modelling of an HMM we focus on fixed
length matrix quantisation, and let the variations in acoustic
segment duration be modelled by state transition
probabilities.

A finite state matrix quantiser is a left-right chain of
MQs in which each MQ is trained to model a segment of
an utterance. Each state of an FSMQ is uniquely defined by
a codebook of means (and variances) of cepstral-time
matrices associated with the state. The design of an MQ
code book is achieved in the same way as a VQ by a two
stage iterative distortion-minimising process of partitioning
the training signal space, and computing the centre of each
partition. The procedure is as follows :

a) Starting from a set of matrix centroids (initially
obtained from equal length segmentation), for each training
example the Viterbi algorithm is used to readjust the
boundaries of the segments associated with each state.

b) A clustering algorithm is used to obtain a code book
of cluster centroids for the training segments associated
with each state.

For a single word token, the segmentation problem can be
viewed as that of clustering the signal into a number of
clusters, with the constraint that the matrices in each cluster
should form a continuous segment of the signal. For Q
training examples of a spoken word, the first segment from
all examples form the first cluster, the second segment from
all examples form the second cluster and so on. Assuming

that the £th segment in the itP token has boundaries

denoted by start(i,£) and end(i,£) the total cluster
distortion is given by

Q end(i,f)
D=3 3 dC,X,) @
i=1 j=start(i,f)

Where the distortion measure d(C, X ) is the mean squared
error distance of speech matrix C from the centroid (or set

of centroids) X of the (i, £) t cluster

N M
d(C, X) = Y, Yle(nm)-x(nm)> 3

n=0 m=0

The centroids of clusters and segment boundaries are chosen
such that the overall distortion across all training

examplesD=ZDl is minimised. An important

parameter in the design of an FSMQ is the size of the
matrix quantiser in each state ( also referred to as the number
of modes of the MQ). As shown in the next section
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recognition performance improves with increasing size of

A finite state matrix quantiser may be viewed as a
special case of an HMM, that is an HMM with uniform
transition probabilities and a set of codebooks of mean
matrices (and variances) as state observation models.
Consequently a FSMQ model can be used as the initial
starting point in the training of an HMM. In the next
section experimental results on the use of cepstral-time
matrix features with FSMQ and continuous mixture density
HMMs are presented. HMMs with cepstral-time feature
matrices are referred to as HMM-MQ, and conventional
HMMs that use feature vectors are referred to as HMM-VQ.

4. Experimental Results

Experiments on speaker independent isolated word
recognition are based on a spoken English alphabet speech
data set, recorded at British Telecom Research Laboratories.
It contains three repetitions of each letter from 104 male
and female talkers of various age groups. The data set was
divided into 52 training and 52 test talkers. Table-1 lists the
parameters of the front-end system.

- ssi -
Cutoff frequency : 3.5 xHz
Sampling rate : 8.0 kHz
ADC precision 16 bits
Hamming window width: 16 ms
frame rate : 125 Hz
Spectral-Time matrix dimensions : 19x 8
Cepstral-Time matrix dimensions : 9x4

An important parameter in the design of cepstral-time
feature matrices is the number of spectral vectors in each
spectral-time matrix. The number of spectral vectors in a
matrix should not be too large as it would degrade the
ability of HMMs to model the statistical variations of
speech. For a speech block length of 16 ms and a block
overlap of half , a matrix of 8 spectral vectors (used in these
experiments) corresponds to a time event of 16+((8-
1)x16/2)=72 ms. The other cepstral-time matrix parameter is
the choice of the number of cepstral coefficients to use after
the DCT operation on spectral-time matrix. Along the
cepstral axis, the 9 lower coefficients which correspond to
speech spectral envelope were retained. Table-2 lists the
recognition performance with different number of
coefficients along the time axis. For the remaining
experiments the 4 lower coefficients along the time axis
were retained, as this choice gives the best average
performance across a wide range of signal to noise ratios
(SNR).

The finite state matrix quantiser described in section 3
was used to segment and model speech. Table-3 is a list of
the recognition accuracy of an 8 state FSMQ recogniser as
a function of increasing size of MQ codebook (number of
modes) per state. The segmentation results of FSMQ were
used as the initial mixture densities for Baum-Welch re-
estimation[1] of the HMM-MQ parameters. Table 3 also
compares the performance of conventional HMM-VQ with
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those of FSMQ and HMMs using cepstral-time features
(HMM-MQQ), for varying number of modes. In all cases the
recognition performance improves consistently with
increasing the number of modes (size of MQ or VQ
codebook) per state. It can be seen from the table that the
FSMQ and HMM-MQ outperform the conventional HMM-

vQ.

Table-2 %Recognition Vs number of coefficients along the
time axis for an 8-state single mode FSMQ (No of quefrency
coefficients = 9).

. SNR (dB)
Matrix ™ 0 10 20 30 | oo
IDimension
9x§ 5.8 821 449 7561 81.8
9x6 55 9.1 | 48.8] 77.2 | 82.1
9x4 4.8 1051 5271776 (| 82.3
9x2 3.8] 8.8 4931 77.1| 827

Table-3 %Recognition Vs number of modes per state for
HMM-VQ, FSM(Q and HMM-MQ.

No of Mixtures | 1 2 4 8

HMM (VQ) 78.1 178.9 179.1 |80.2

FSMQ 82.3 184.3 |86.0 | 86.5

HMM (MQ) 83.7 186.6 | 87.1 | 87.9

4.1 Performance of Cepstral-Time Features in
Noisy Conditions

The performance of conventional HMM's deteriorates
rapidly in noisy conditions. This lack of robusmess may be
partly attributed to the lack of a satisfactory mechanism,
within an HMM, to model the correlation among successive
feature vectors. Table 4 lists the performance in various
signal to noise ratios of speech recognition systems using
HMM-MQ and HMM-VQ. The tables shows that the use of
cepstral-time feature matrices significantly improves
recognition rate, and that cepstral time features are more
robust, particularly in moderately noisy conditions of down
to 10 dB signal to noise ratio.

Table-4 %Recognition Vs SNR for HMM-VQ and HMM-
MQ (2 modes/state)

SNR (dB) 0 10 120 {30 foo

HMM-VO 133 [7.1 129.1 1679 |78.9

HMM -MQ 140 100 1539 804 |86.6

5. Conclusion

A main deficiency of HMMs is the lack of an effective
structure for modelling the correlation along the time axis of
successive speech spectral (or cepstral) features. Cepstral-time
matrices provide a useful mechanism for the representation of
spectral-time variations of speech features. Experiments
demonstrate that the use of cepstral-time features within a
hidden Markov model result in improved recognition, and that
HMMs using cepstral-time matrices are more robust to noise
compared to HMMs using cepstral vectors. A further
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potential advantage of cepstral-time features is that noise
compensation technigues can take advantage of the correlation
along the time axis. This is currently the subject of further
work.
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